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Abstract

This paper presents a subjective assessment of the plausibility of a non-individualised dynamic
binaural sound system, created using a dataset of binaural room impulse responses measured with
a dummy head microphone. A signal detection theory analysis was carried out on the results, to
assess the sensory difference between the simulation and reality. The design and objective validation
of the system is also presented. A small but meaningful sensory difference was observed between
real and binaurally simulated loudspeaker sounds.
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1 Introduction
With the prevalence of mobile computing devices today and an accompanying increase in headphone
listening, the application of binaural techniques to media entertainment systems is popular. The
intention is to create an improved spatial impression for the headphone listener. Binaural synthesis
can be used to create auditory events at locations outside of the head with well defined direction
[1] and distance [2]. In comparison, conventional headphone reproduction of two-channel stereo is
known to create auditory events inside the listener’s head. Binaural processing therefore has the
potential to create realistic three-dimensional auditory scenes, which could give a more immersive
and engaging listening experience.

Despite huge research and development effort, binaural technology has not yet had widespread
success in media entertainment. There is currently limited evidence of binaural processing creating
an improvement in the quality of the listening experience in media entertainment applications
when compared with stereo signals. In recent evaluations of headphone surround sound processing
(HSSP) systems, which render 5.1 surround signals for headphones, [3] and [4] both found that
some did give improved sound quality over a stereo down-mix. It is difficult to interpret the
results of subjective assessments in absolute terms, since the use of the rating scale is specific to
the assessment context. In both cases however, the difference between these HSSP systems and
a stereo down-mix appears quite small. In [4] many other systems were rated significantly worse
than stereo in terms of sound quality.

Further advancements of the technology are required, particularly for portable consumer sys-
tems. Further understanding of when and how best to use binaural techniques is also needed.
Robust and appropriate methods for assessing performance are very important for this develop-
ment. A binaural synthesis system has been constructed as a tool for research into such questions.
In this paper we validate the performance of this system.

1.1 Validating Binaural Systems
The quality of the listening experience is, of course, not only affected by spatial characteristics.
Binaural processing can often introduce colouration and other timbral degradations at the same
time as enhancing the spatial impression. Neither an evaluation of listener preferences, nor of
sound quality on a unidimensional scale, can reveal the character of the sound quality of a binaural
synthesis system in terms of quality features. Besides the specific impact on timbral quality, it is
also not possible to measure the degree to which the desired enhancement of spatial impression is
achieved or how each aspect affects a listener’s liking of the experience. A first step to validating
the performance of a binaural system is to demonstrate that the spatial quality of synthesis is
adequate.

Descriptive sensory analysis and profiling techniques can be used to map out the features of
the listening experience [5]. This leads to assessment of constructs such as ‘sense of space’ ,
or alternatively ‘immersion’ and ‘presence’ [6]. These quality features are multidimensional and
their interpretation is influenced by contextual factors including the individual subject and the
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experiment context. It is therefore unclear what aspects of the experience are being assessed, a
more concrete assessment criterion is desirable.

A common approach is to use a real loudspeaker stimulus in a specific listening environment
as a reference and compare a binaural simulation of this loudspeaker to it. Blauert [7] suggested
the criterion ‘authenticity’, requiring the simulation to be perceptually identical to reality. In con-
strained conditions, where precise measurements can be made, authentic synthesis of loudspeaker
sources has been demonstrated using discrimination tests, with immediate comparison between the
two cases [8].

This criterion is overly strict when the application does not involve an external reference.
It is also difficult to realise experimentally in less constrained scenarios. Previous experiments
have been in anechoic conditions with no head movement, using individualised binaural filters.
Dynamic virtual environment simulation with reverberation and head tracking is likely required
for a high quality experience in media entertainment. Using binaural filters that are not measured
on the individual listener typically yields a perceptual difference to reality, e.g. in terms of timbral
coloration and source localisation. However individualisation is currently challenging in consumer
applications and these differences might not be large enough to affect the quality of experience
when no external reference is present.

Lindau [9] defined an alternative criterion of ‘plausibility’ as

“…a simulation in agreement with the listener’s expectation towards a corresponding
real event.”

This uses an internal reference for the character of a real event, based on the experience of the
listener. This corresponds well to the scenario of listening to synthesised auditory virtual environ-
ments (AVEs). It is also a less ambiguous quality to assess than one such as ‘immersion’, so should
lead to high consistency and good external validity.

2 Assessing Plausibility
Lindau [9] introduced a method for assessing the plausibility of binaural synthesis in a subjective
evaluation. Participants were presented with a stimulus which could either be a real loudspeaker
or a binaurally-simulated loudspeaker, and asked whether the stimulus was simulated, giving a
Yes/No answer. Using a signal detection theory (SDT) approach to analysis, the sensory difference
between reality and the simulation could be separated from the participants’ response bias.

Two AVEs using dynamic binaural synthesis were assessed. Even though the binaural impulse
response data used in the simulation was measured using a head-and-torso simulator (HATS), i.e. it
was non-individual, the more advanced system was shown to have a very high degree of plausibility.

These AVEs were simulating loudspeaker sources in a large auditorium with a minimum source
distance of 9.5m. HSSP systems commonly simulate a small listening environment, similar to a
domestic living room. It is thought that plausible simulation of sound sources in a smaller listening
environment may be more challenging. Sound sources will be closer to the listener and there will be
less reverberation, so changes to spatial and timbral characteristics may be more easily detected.

2.1 Signal Detection Theory Methods
A simple observer model is used, with equal-variance Gaussian distributions representing the re-
sponses to real stimulus (noise) and simulated stimulus (signal plus noise) conditions. The sensory
difference between reality and the simulation is described by the distance between the two dis-
tributions. This distance is the sensitivity parameter d′, which can be estimated for individual
participant i from the hit rate and false alarm rate in participant responses:

d̂′
i = Z(pHiti) − Z(pFAi

) (1)
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Here ^ indicates an estimated variable and Z(p) is the inverse cumulative normal distribution.
The hit rate pHiti is the proportion of presented binaural simulations that were correctly identified
as such and the false alarm rate pFAi

is the proportion of real loudspeaker stimuli that were
incorrectly identified as a simulation.

The individual response criterion λi can be estimated from the false alarm rate, and provides
an indication of bias in the participant’s responses:

λ̂i = Z(1 − pFAi
) (2)

An alternative measure of bias β̂i can be obtained from the ratio of the values of the normalised
probability density φ(x) of the real and simulated distributions at the position of the response
criterion:

β̂i = φ(λ̂i − d̂′
i)

φ(λ̂i)
(3)

This allows the bias to be interpreted independently from the sensory difference between the
two cases i.e. independent from d̂′

i.

2.2 Minimum Effect Hypothesis
A sensitivity of d′ = 0 would indicate complete plausibility of the binaural simulation. Since this
null hypothesis cannot be proven with inferential statistics, an alternative hypothesis should be
set, according to an effect that is perceptually irrelevant. If this alternative hypothesis (d′ ≥ d′

min)
can be rejected then the binaural simulation can be said to be plausible. Lindau related sensitivity
values to equivalent detection rates in a two-alternative forced choice (2AFC) paradigm in order to
set a meaningful minimum effect hypothesis. In the test described in [9], d′

min = 0.177 was chosen,
which is equivalent to a detection rate Pc = 0.55, according to:

d′ =
√

2 Z(Pc) (4)
To test the minimum effect hypothesis with given type I and type II error levels, an optimal

sample size can be approximated:

Nopt = (zα + zβ)2 2π

d̂
′2
min

, (5)

where zα and zβ are the z values for type I and type II error respectively. This assumes perfectly
unbiased participants and equal variance between noise and signal conditions.

3 A Non-Individualised Dynamic Binaural Synthesis System
A non-individualised binaural synthesis system has been implemented using binaural room impulse
responses (BRIRs) measured with a dummy head microphone, as described in the early work of
[10]. Besides the constraint of using non-individual impulse response data, the system was designed
considering the perceptual tolerances and techniques detailed in the literature, with the aim of
achieving a state-of-the-art system.

3.1 Equipment and Facilities
The listening room at BBC Research & Development was used to make the BRIR measurements
(V = 99m3, RT = 0.21s, rcrit = 1.22m). Small active two-way loudspeakers (Genelec 8030A) were
used during BRIR measurements. Electrostatic headphones (STAX SR-202 with SRM-252II driver
unit) were used for the binaural synthesis. These were chosen primarily due to their open design,
with relatively little physical barrier to external sounds [11].
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3.2 BRIR Dataset
A Neumann KU100 dummy head microphone was used to measure the dataset of BRIR measure-
ments. The KU100 is designed for sound recording and has been used in broadcasting. Unlike
a HATS, which is more often used in binaural research, this microphone does not have a torso.
It has been shown that the reflection from the torso has an effect on perception of sound source
elevation, although this is secondary to pinna cues in importance [12].

The headphones were placed on the dummy head during measurement to ensure that the head-
phone effects on external sounds were simulated, since in the plausibility assessment the headphones
are worn when real loudspeaker sounds are presented.

The dummy head microphone was mounted on a custom-made rotary mount [13], with a ro-
tational accuracy of 0.01◦. BRIRs were measured from multiple loudspeakers placed in the room
using the exponential swept sine technique [14] with a sweep length of 218 samples. The dataset
was measured for the full range of horizontal head rotations [0◦, 359◦] with an angular resolution
of 1◦.

3.3 Rendering Software
A modified version of the SoundScape Renderer [15] software was used to perform the dynamic
data-based binaural rendering. This allows real-time multi-threaded processing of spatial audio
signals, including an efficient uniform-partitioned fast frequency-domain convolution engine. The
convolution engine allows dynamic filter updates with cross-fading to reduce switching artefacts.
The built-in binaural room scanning renderer, which allows dynamic head-tracked synthesis of an
AVE using BRIR datasets, was modified so that only the early part of the BRIRs was dynamically
updated according to head orientation and the late reverb tail was kept static. This was done to
reduce the memory requirements of the system. The mixing time between the dynamic early part
of the impulse response and the static late part was set at 60 ms, with a 20 ms cross-fade duration.
This was chosen based on a data-based predictor of perceptual mixing time tmp95, the 95%-point
of the assumed normal distribution of the listening test results for perceptual mixing time in [16],
which was applied to a BRIR measured for the frontal loudspeaker.

3.4 Tracking and Latency
An optical tracking system (VICON Bonita) was used to detect head movements, with four cameras
placed in the corners of the room and a rigid configuration of retroreflective markers attached to the
listener’s headphones. The tracking system is capable of measuring head rotation to an accuracy of
0.1◦ and was chosen due to its fast update rate (250 Hz), low processing latency (2.5 ms), long-term
stability, and absolute coordinate reference. The tracking data was sent via TCP on a local area
network to the rendering software, which was running with an audio buffer size of 256 samples.

The total system latency (TSL) was measured using the method of [17]. 20 TSL measurements
were made for this binaural synthesis system. The mean TSL was tTSL = 41.2 ms (σtTSL = 2.6 ms).
The maximum measured value was 47.9 ms, which is below the lowest subjectively detected TSL
of 53 ms measured in [17].

3.5 Headphone Compensation
A non-individual headphone compensation (HPC) filter was applied to the BRIR dataset before ren-
dering. Headphone-to-ear transfer function measurements were made on the same KU100 dummy
head used in the BRIR measurement process. It was found in [18] that non-individual HPC, when
measured on the same head as used in the BRIR recordings, enabled a more realistic binaural
simulation than individual HPC, measured on the listener, when comparing to a real loudspeaker
source. This filter was calculated using the method described in [19], which attempts, in a percep-
tually robust manner, to account for variability in the headphone-to-ear transfer function due to
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different positioning of the headphones. This approach was chosen over the methods described in
[18] because it does not depend upon the tuning of a regularisation parameter by expert listeners.
The 2048-tap FIR HPC filter was calculated using 10 measurements made on the dummy head,
with the headphones removed and replaced each time.

3.6 Scaling Inter-aural Time Differences
Whilst the BRIR dataset used in the binaural synthesis system was not measured for the individual
listener, the impulse responses were post-processed to allow scaling of inter-aural time differences
(ITDs). The purpose of this process is to reduce instability in the azimuthal direction of auditory
events during horizontal head rotation, since the ITD is a primary cue for localisation of broadband
sounds in this plane [20]. When the ITDs are incorrect, the source position tends to drift either in
the same direction as the listener’s head moves or in the opposite direction.

A logarithmic-threshold method was used to detect and remove the onset delays in the impulse
responses, as described in [21], with a threshold of 15dB below the maximum value of the impulse
response. These onset delays could then be scaled and reinserted at the start of the impulse
responses to yield a change in the ITDs. The dataset was modified offline, using a range of
different ITD scaling factors, and stored. A control interface was built to allow a listener to select
one of the available pre-processed ITD scalings, to find the value that best stabilised the direction
of a sound source.

4 A Subjective Assessment of Plausibility
A listening test was carried out to assess the plausibility of the previously described binaural
synthesis system, following the method of [9].

4.1 Hypothesis
The same stringent minimum effect hypothesis is used in this assessment as in [9], d′

min = 0.177, to
allow comparison to this previous study. An observed sensitivity below this value would indicate a
highly plausible system. Applying this to equation (5) with type I/type II error level of 0.25/0.05,
Nopt = 1071 i.e. to prove the null hypothesis that the binaural simulation is plausible with 95%
test power, a minimum of 1071 samples should be taken.

4.2 Procedure
Each participant was presented with 100 stimuli, each one either from a real loudspeaker or sim-
ulated binaurally. After each stimulus presentation, the participant had to decide whether or not
the stimulus was created by a headphone simulation, giving a “Yes” or “No” answer. Stimuli were
randomly varied according to content item and source location, and the selection of real or sim-
ulated presentation was determined randomly for each presentation. Each combination of source
location and content item only featured once in the test, whether real or simulated, in order to
avoid memory effects that might bias results were participants able to compare auditory features.

20 monophonic audio items were used, including male and female speech in native and foreign
languages, popular and orchestral music ensembles, and individual instrument recordings. Loudness
differences between stimuli were compensated using [22]. Five source positions were used in the
assessment. The loudspeakers were positioned as listed in Table 1, no attempt was made to ensure
precise symmetry in the configuration. These loudspeakers were used for measurement of the BRIR
dataset and during the assessment. They were visible to the participants during the test session.

Participants wore the headphones throughout the assessment. As previously mentioned the
headphones were also placed on the dummy head during BRIR measurement in an attempt to
maintain a constant headphone effect between the two conditions. Participants were told that they
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Loudspeaker Distance Azimuth Elevation
1 1.87 m -0.5◦ -1.9◦

2 1.87 m -33.2◦ -2.0◦

3 2.20 m 32.4◦ 32.0◦

4 2.29 m 113.1◦ 30.8◦

5 1.93 m -111.0◦ -0.4◦

Table 1: Positions of loudspeakers used in the assessment. Coordinates given relative to the
listening position, right-handed spherical coordinate system with front at azimuth/elevation =
0◦/0◦.

may rotate their head, but only in the horizontal plane, avoiding tilting or rolling, and that they
must keep their torso still. Head position was tracked in six degrees-of-freedom throughout the
experiment to ensure that this requirement was adhered to. The loudness of the binaural system
was set before the assessment by two expert listeners to match that of the real stimuli across the
range of content and source positions.

Prior to the test session, participants were asked to find the ITD scaling factor which best
stabilised a frontal sound source. A speech stimulus was presented using the BRIRs for a frontal
source and the listener could adjust the scaling factor in small steps, resulting in changes to ITD in
the order of 10−5 s. The chosen ITD scaling factor was then used throughout the rest of the test.
The median of the chosen ITD scaling factors was 0.85 (minimum 0.75, maximum 1.0). This was
followed by a familiarisation stage, in which the listener was first presented with each of the audio
test items used from a randomly chosen real loudspeaker. Subsequently they were each presented
each audio item from binaurally synthesised virtual loudspeakers.

4.3 Participants
To achieve the required sample size, 11 subjects were used in the assessment. The participants were
all staff at BBC R&D, they all had experience of critical listening and an awareness of binaural
technology.

4.4 Results
Estimates of the individual sensitivity d̂′

i and bias β̂i were calculated for each participant. The
average of the individual sensitivities across the participant group d̂′

avg was above zero, meaning
that there was a sensory difference between the binaural simulation and reality, with the simulations
being identified as such more often than the real stimuli. The average of individual response biases
shows that the participant group did not show a bias towards reporting the stimuli as real or
simulated (β̂avg ≃ 1), independent of the actual sensory differences. The average and standard
deviation of estimated individual sensitivities and biases is given in Table 2.

The participant group’s average sensitivity is close to but greater than d′
min, chosen to represent

a meaningful effect i.e. a meaningful sensory difference between the real and simulated cases was
observed. The alternative hypothesis has therefore not been disproved. A t-test was conducted to
assess the significance of the difference, it showed that the individual sensitivity values were not
significantly greater than d′

min = 0.1777 (one-sided test, t = 0.1912, p = 0.4261).
The sensory difference is however quite small. All subjects stated that it was difficult to identify

the simulation and that only in some cases could they do so with any confidence. Figure 1 also
shows the value of d′ equivalent to a detection rate Pc = 0.6 in a 2AFC test, d′

pc60%
= 0.3583.

Another t-test was performed to assess the significance of the difference to this value, it just missed
significance at a 95% level (one-sided test, t = −1.7602, p = 0.0544). Figure 2 represents the
responses of the participants using the equal-variance Gaussian SDT observer model.
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Figure 1: Average of individual sensitivities d′
i and biases βi with 90% confidence intervals

To assess whether loudspeaker position has an effect on plausibility, sensitivity was calculated
for each loudspeaker separately. Due to small sample sizes, sensitivity was calculated across the
entire group (d̂′

grp) rather than individually. This means that inter-individual variance cannot be
assessed and so neither can the significance of differences. The results are shown in Table 3. The
sensitivity was greater for elevated loudspeakers, particularly loudspeaker 4, which was to the rear
of the listeners. Sensitivity was lower for horizontal sources located off the median plane.

A key aspect of this test design is that direct comparison between simulated and loudspeaker
stimuli is not possible, assuming that memory effects are not strong enough. In case a measurable
learning effect could be observed over the course of the test, a related samples T-test was carried
out on the individual sensitivities for the first and second halves of the test sessions. There was no
significant difference between the averages of the two distributions (t = −0.3403, p = 0.3703).

d̂′
avg σ̂d′ β̂avg σ̂β

0.1954 0.2927 1.0037 0.0873

Table 2: Average and standard deviation of estimated individual sensitivity and bias values

Loudspeaker d̂′
grp

1 0.2047
2 -0.0945
3 0.2848
4 0.5279
5 0.0413

Table 3: Estimated group sensitivity values for each loudspeaker

5 Discussion
Participant comments revealed the stimulus characteristics that were used to make their decisions,
although it cannot be known whether these were used correctly or not. Many participants made
use of the dynamic behaviour of the system as they rotated their head, where instability in source
position was often assigned to the simulation. However some participants noted that they were
unsure as to whether this instability and confusion was caused by the headphone’s influence on
the real loudspeaker sound field, as observed during the familiarisation process. It is also possible
that some participants did not find the correct ITD scaling factor to maintain stationary source
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Figure 2: Probability density distributions of the equal-variance Gaussian SDT model of the par-
ticipant group’s performance in detecting the binaural simulation from reality

positions. Some participants found the initial ITD scaling procedure challenging and took several
minutes to identify an appropriate value.

It was noted by a few participants that the simulated stimuli seemed to have less precisely
defined position, which could be described as a larger apparent source width or increased localisa-
tion blur. Also, for the elevated source positions, it was noted that in some instances the source
location appeared lower than the visible loudspeaker. This might explain the greater sensitivity
observed for elevated loudspeakers. Two participants also commented that the source direction
was sometimes initially ambiguous, before moving their head, and that the perceived direction
sometimes reversed after head movement. Such issues have previously been observed in the literat-
ure when using non-individualised binaural rendering [23]. No participants reported experiencing
inside-the-head localisation or changes to perceived source distance, which follows findings of [2].

A small sensory difference from reality was observed for the described binaural synthesis system,
whereas the more advanced of the two systems in [9] was highly plausible, with participants “almost
perfectly guessing”. There are significant differences in size of the environments and loudspeaker
distances between these systems. Lindau’s experiment was in a large auditorium with longer
reverberation time (RT = 2.0s) and loudspeakers at a distance of 3-5 times the critical distance
rcrit, compared to 1-2 times in this test. The differences between dummy heads used may also
have been significant. It has been shown that commercially available dummy head microphones,
including the one used here, typically yield poorer localisation performance than using a non-
individual human head [24]. Lindau’s FABIAN HATS was constructed using a mould of the head
of a human individual [25]. FABIAN also has a torso, with the head rotating independently above
it.

Aside from the different implementations of the systems, the decision to allow a familiarisation
stage in this test may have affected results. This is a significant departure from the procedure
presented in [9]. During the formal testing of headphone transparency in [11] and informal listening
during this study, it was observed that the headphones do have an effect on external sounds.
Although they are more transparent than most models available, they cause confusions to source
localisation and the effects appeared to change with head rotation. The familiarisation process was
included to reduce the chance that participants wrongly interpreted these effects as artefacts in the
simulation, which would increase the level of observed plausibility artificially.

It is important to consider what level of plausibility is actually required for high quality im-
mersive audio entertainment. The synthesis by this system is not completely plausible, yet all
participants said that it was challenging to identify the simulation and many said they were often
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simply guessing. If this system were rated poorly by listeners in a preference test, it is unlikely
that it would be due to a failure to create a convincing spatial impression. When applied appro-
priately, the technology used in this system should allow a significant improvement in the quality
of headphone listening experience over just conventional stereo rendering.

The issue of the headphones affecting external sound fields is a concern with this methodology.
Extra-aural headphones may avoid this problem. The method is also limited to assessing simu-
lations of existing environments. In media production, realism is often not the creative aim. It
may sometimes be more appropriate to simulate environments that do not exist or are not easily
accessible. It would be interesting to apply this methodology to validation of a binaural system
that aims to create plausible artificial environments through modelling rather than using measured
data.
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