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Sports TV Applications of Computer Vision
Graham Thomas

Abstract This chapter focuses on applications of Computer Vision that help the
sports broadcaster illustrate, analyse and explain sporting events, by the generation
of images and graphics that can be incorporated in the broadcast, providing visual
support to the commentators and pundits. After a discussion of simple graphics
overlay on static images, systems are described that rely on calibrated cameras to
insert graphics or to overlay content from other images. Approaches are then discussed that use computer vision to provide more advanced effects, for tasks such
as segmenting people from the background, and inferring the 3D position of people
and balls. As camera calibration is a key component for all but the simplest applications, an approach to real-time calibration of broadcast cameras is then presented.
The chapter concludes with a discussion of some current challenges.

1 Motivation
Computer vision can be applied to many areas relating to sports broadcasting. One
example is the automatic detection of highlights in sports programmes, for applications like navigation in video-on-demand services [16]. Techniques such as ball
tracking can be used in the automatic annotation of sports videos [25]. However,
this chapter focuses on applications that help the broadcaster illustrate, analyse and
explain sporting events, by the generation of images and graphics that can be incorporated in the broadcast, providing visual support to the commentators and pundits.
Graphics are a key tool for the TV programme maker to help explain sporting
events to viewers. Sports directors often refer to ‘telling a story’ to the viewer, and
are keen to use the best tools available to bring out the key points in a clear, visuallyinteresting and succinct way. Examples of current state-of-the art graphical analysis
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systems include tools for estimating the 3D trajectory and speed of tennis balls, or
drawing virtual offside lines across a football pitch. Other tools focus on providing
views of the action in novel ways, without necessarily adding graphical overlays.
One example of such a tool is a system for allowing several heats of an event to
be overlaid, synchronised in space and time, so that the performance of two downhill skiers can be compared visually. Other examples of tools that do not rely on
graphical overlays include systems to generate novel views of a scene by producing close-ups from high-resolution still images, or by the use of ‘free viewpoint’
rendering techniques using images from multiple cameras.
Although such tools can be of great value to the broadcaster, they can also be
highly relevant for sports trainers and in some cases to judges or referees. One example of this is the way in which the Hawk-Eye tennis system can now be called
upon by players to determine whether a ball was in or out.
Some of the challenges in successfully applying computer vision techniques to
applications in TV sports coverage are as follows:
• The environment in which the system is to be used is generally out of the control
of the system developer, including aspects such as lighting, appearance of the
background, clothing of the players, and the size and location of the area of interest. For many applications, it is either essential or highly desirable to use video
feeds from existing broadcast cameras, meaning that the location and motion of
the cameras is also outside the control of the system designer.
• The system needs to fit in with existing production workflows, often needing to
be used live or with a short turn-around time, or being able to be applied to a
recording from a single camera.
• The system must also give good value-for-money or offer new things compared
to other ways of enhancing sports coverage. There are many approaches that may
be less technically interesting than applying computer vision techniques, but nevertheless give significant added value, such as miniature cameras or microphones
placed in a in cricket stump, a ‘flying’ camera suspended on wires above a football pitch, or a high frame-rate cameras for super-slow-motion.
This chapter looks at some of the systems that have been developed to enhance
the coverage of sports on TV. Section 2 starts by discussing simple graphics overlay
on static images, and then moves on to describe tools that require calibrated cameras to insert graphics or to overlay content from other images. Section 3 looks at
systems that use computer vision for more than just camera calibration, including
applications involving segmenting people from the background, and inferring the
3D position of people and balls by using images from one or more cameras. As
camera calibration is a key component for all but the simplest applications, Section 4 takes a closer look at how moving broadcast cameras can be calibrated in
real time using the kind of image features typically found in sports coverage. Section 5 concludes the chapter with a discussion of some of the current challenges.
The following chapter focuses on free-viewpoint video and its application to sports
analysis.
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2 Graphics and analysis systems that do not rely on computer
vision
2.1 Simple graphics overlay
Before looking at some applications using computer vision, it is worth looking at
what can be done with simpler approaches that perform little or no image processing.
Some of the first systems that applied technology to sports analysis or visualisation did not use computer vision at all. Examples of such systems include the use
of lasers and light sensors next to the lines on a tennis court, to detect when a ball
just touches a line. Some of the first graphics systems, referred to as ‘telestrators’,
provided a way for a sports pundit to draw on a frozen frame of video to highlight
particular players or show the paths that they might take; these systems were simple drawing tools without any knowledge of the image content. Figure 1 shows an
example of the kind of output a telestrator produces.

Fig. 1 Simple graphics overlay from a telestrator

2.2 Graphics overlay on a calibrated camera image
Later systems introduced mechanical sensors on the camera mounting and lens to
measure pan, tilt and zoom, which (together with off-line lens calibration to relate
zoom ring position to focal length) allow graphics to be overlaid on moving video
and remain registered to the background. By manually calibrating the position of the
camera with respect to the scene, such systems can also generate graphics such as
distance markings and off-side lines on a football pitch, which required knowledge
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of the pitch geometry and the camera pose. Such systems can be applied other sports
such as swimming, running and long jump, adding lines to indicate world records
or qualifying distances. Other virtual scene elements, such as virtual billboards or
sponsor’s logos, can also be added.
An interesting application of a system using mechanical camera sensors in conjunction with a separate set of cameras for object tracking is ‘FoxTrax’ [2]. This
system is designed to render a graphical overlay on an ice hockey puck to improve
its visibility. The puck has a set of infra-red LEDs embedded in it, which are picked
up by an array of 8 infra-red cameras looking down from the roof. The 3D position
of the puck is computed by triangulation from these camera images, and a graphical
overlay rendered to match the view of a broadcast camera fitted with sensors for
pan, tilt and zoom. In addition to rendering a ‘blue glow’ over the puck, the system
can also add a ‘comet tail’ to show the motion of the puck during periods of rapid
acceleration.
The addition of some relatively simple image processing can allow graphics to
appear as if drawn on the ground, and not on top of people or other foreground
objects players, if the background is of a relatively uniform colour. For example,
for football, a colour-based segmentation algorithm (referred to as a ‘chromakeyer’
by broadcast engineers) tuned to detect green can be used to inhibit the drawing of
graphics in areas that are not grass-coloured, so that they appear behind the players.
The fact that the chromakeyer will not generate a key for areas such as mud can actually be an advantage, as long as such areas are not large, as this adds to the realism
that the graphics are ‘painted’ on the grass. Knowledge of the players’ locations can
be used to generate graphics such as distance lines to the goal or other players, such
as the example shown in Figure 2. Examples of of this kind of system applied to
American Football include the ‘1st an TenTM ’ line [19] and the ‘First Down Line’
[13].

Fig. 2 Example of virtual graphics overlaid on a rugby pitch [picture courtesy of Red Bee Media]
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3 The evolution of computer vision systems for sport
3.1 Analysis in 2D
Various interesting effects and analysis tools can be implemented using techniques
to segment people or other moving objects from the background. For example, the
motion of the segmented foreground person or object can be illustrated by overlaying a sequence of ‘snapshots’ on the background, to create a motion ‘trail’, allowing
the recent motion of the foreground object or person to be seen. This produces a
similar effect to that which can be achieved by illuminating the scene with a stroboscope and capturing an image using a camera with a long exposure. An early
example of this was an analysis tool for snooker [21] which exploited the relatively
benign nature of this sport (cameras are often static, and balls are easily segmented
from the plain green background).
A more recent example of this kind of analysis tool [14] is often used to show
movement in sports such as diving or ice skating. It is necessary to compensate for
any pan/tilt/zoom of the camera, so that the segmented snapshots of the people are
shown in the correct place; this is achieved using image analysis (see discussion in
Section 4). This application is relatively benign to segmentation errors which might
result in the inclusion of parts of the background around the edges of a segmented
person, as the person is overlaid on the background region from which they were
originally extracted. By stitching together the background areas from a sequence
of images and viewing this as one large image, it is possible to illustrate the entire
movement of a person over a given period of time, as shown in Figure 3. Where
the person tends to occupy the same location over a period of time, such as an ice
skater spinning around her axis, a set of successive images can be separated out and
displayed on an arbitrary background, like a series of frames in a film.

Fig. 3 An illustration of motion using a series of snapshots of the action [picture courtesy of
Dartfish]

An extension of this class of technique can be used to overlay the performance
of several sports people during successive heats of an event, such as a downhill ski
race [17]. This requires the calibration of the moving camera in a repeatable way, so
that the background can be aligned from one heat to the next, and may also require
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the timing to be synchronised so that competitors are shown at the same time from
the start of the heat. Figure 4 shows an example of this technique being used.

Fig. 4 Overlay of successive heats of a ski competition [picture courtesy of Dartfish]

3.2 Analysis in 3D
The combination of foreground object segmentation and camera calibration can allow the approximate 3D positions of objects to be inferred, if some simple assumptions can be made. The segmentation of players on a pitch in an image from a calibrated camera can be used to infer their 3D position by assuming that the lowest
point of each silhouette (usually the feet) is in contact with they ground (usually
assumed to be planar). This simple approach can also be used to create a crude 3D
model of the scene [6], by placing the segmented players into a 3D model of a stadium, as textures on flat planes positioned at the estimated locations. An example of
this approach is shown in Figure 5 [11]. This allows the generation of virtual views
of the game from locations other than those at which real cameras are placed, for
example to present a view of the scene that a linesman may have had when making
an offside decision, or to provide a seamless ‘fly’ between an image from a real
camera and a fully-virtual top-down view more suitable for presenting an analysis
of tactics.
The simple player modelling approach works well in many situations, but the
use of a single camera for creating the models restricts the range of virtual camera movement, with the planar nature of the players becoming apparent when the
viewing direction changes by more than about 15 degrees from that of the original
camera. Furthermore, overlapping players cannot easily be resolved. One solution
to these problems is to use pre-generated 3D player models, manually selected and
positioned to match the view from the camera. It can take a skilled operator sev-
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(b) Virtual view

Fig. 5 Generation of a virtual view from a single camera image [picture courtesy of Red Bee
Media]

eral minutes to model such a scene, which is acceptable for a post-match analysis
programme but too slow for use in an instant replay. The player models also lack
realism. A multi-camera modelling approach (described in the following chapter)
provides an alternative.
One of the first commercially-available multi-camera systems [8] based on computer vision was developed for tracking tennis balls in 3D. Although broadcast cameras were initially used to provide the images [12], the system is generally now deployed with a number of dedicated high-frame-rate synchronised cameras viewing
the tennis court [10], as there is no need to register the resulting 3D tracks to the
images from the main broadcast cameras, and space is available around the court
(often on the roof of the stands) to install them. Being static, they are easier to calibrate, interlace scanning can be avoided and short shutter times and higher frame
rates can be used. There is a lot of prior knowledge about tennis that the system can
use, including the size and appearance of the ball, its motion (once it is hit, its motion can be predicted using the laws of physics), and the area over which it needs to
be tracked. The cameras and the geometry of the court can be accurately calibrated
in advance. The system first identifies possible balls in each camera image, by identifying elliptical regions in the expected size range. Candidates for balls are linked
with tracks across multiple frames, and plausible tracks are then matched between
multiple cameras to generate a trajectory in 3D. The system is sufficiently accurate
that it can be used by the referee to determine whether a ball lands in or out. It has
now been used for other sports, for example in cricket, to predict the path that the
ball would have taken if the batsman had not hit it, or if it had not turned when
bouncing, as shown in Figure 6. Other multi-camera analysis systems for balls in
sporting events include [7].
Tracking the location of players is generally a more difficult task than tracking a
ball: in sports such as football there are many people who will occlude each other
from many viewpoints, and they tend to move erratically rather than following a
series of smooth paths as a bouncing ball does. The players usually need to be
identified as well as tracked to produce useful statistics.
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Fig. 6 Analysis and prediction of cricket ball motion [picture courtesy of Hawk-Eye Innovations]

One approach is to use multiple static cameras distributed around the ground
[15], although such an arrangement can be difficult and expensive to rig if the cameras are not left permanently installed. Commercial multi-camera player tracking
systems tend to rely on a mixture of automated and manual tracking and player
labelling. One such system [9] uses 8-10 cameras positioned at the corners of the
pitch (see Figure 7), connected via an IP link to a central control room, where the
images are recorded. Events such as tackles and passes can be identified and logged
manually live, and after the match the images are analysed semi-automatically to
produce player positions at a rate of 10Hz. The live data tends to be of most value
to broadcasters, to provide statistics for live broadcast or web streaming, whilst the
player position data can be analysed in depth offline to provide insight into player
performance for team coaches.

Fig. 7 Cameras installed at a football ground for player tracking [picture courtesy of Prozone]

Sports TV Applications of Computer Vision

9

An alternative approach is to use two camera clusters [24], allowing stereo triangulation. It is also possible to use just one camera cluster, using the assumption that
players are in contact with the pitch to derive 3D positions, and resolve occlusion
problems by tracking players across multiple frames [20], although an operator is
still needed to identify the players.
Tracking of the positions of limbs of athletes is a particularly challenging task.
Marker-based motion capture systems are sometimes used during training, as these
allow athlete motion to be captured to a very high accuracy of the order of a millimetre. For analysis of actual competitions, it is generally not possible to put markers or
sensors onto athletes, so video analysis is the only possibility. Automated systems
for tracking limbs from video are still the subject of research [5], as discussed in the
Chapter on Model-based pose estimation. Manual systems, where an operator marks
the positions of key points, can be used to provide interesting biomechanical information. Figure 8 shows an example in which the centre-of-mass of a triple-jumper
is estimated from a manually-fitted skeleton model, using information on the typical
relative masses of each body part. The motion of the centre-of-mass can give some
insight into how the jumper is performing, for example by showing whether they
maximise the height of their centre-of-mass before jumping.

Fig. 8 Estimation of the centre-of-mass of a triple-jumper from limb positions

4 A closer look at camera calibration
Most of the applications above require accurate calibration of the camera, and in
most cases this is a broadcast camera with a zoom lens, mounted on a pan/tilt head.
Given the importance of having calibrated cameras, this section takes a closer look
at how such cameras may be calibrated in real time in the context of a sports event.
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One way in which camera calibration data can be derived is by performing an
initial off-line calibration of the position of the camera mounting using surveying
tools such as a theodolite or range-finder, and mounting sensors on the camera and
the lens to measure the pan, tilt, and zoom. Figure 9 shows an example of a camera
head equipped with sensors. However, this is costly and not always practical, for
example if the cameras are installed and operated by another broadcaster and only
the video feed itself is made available. The sensor data has to be carried through the
programme production chain, including the cabling from the camera to the outside
broadcast truck, recording on tape or disk, and transmission to the studio. Also, any
system that relies on sensor data cannot be used on archive recordings.

Fig. 9 A camera mounted on a pan/tilt head equipped with motion sensors

A more attractive way of deriving calibration data is by analysis of the camera
image. The lines on a sports pitch are usually in known positions, and these can
be used to compute the camera pose. In some sports, such as football, the layout of
some pitch markings (such as those around the goal) is fully specified, but the overall
dimensions vary between grounds. It is thus necessary to obtain a measurement of
the actual pitch. A minimum of 4 lines (which cannot all be parallel) must be visible
to compute fully the camera pose, although fewer are needed if the camera position
is already known.
Image processing methods based on identification of the pitch lines are now routinely used to derive camera tracking data for these kinds of sports application. An
overview of one method used in commercial products for performing this task is
given in Section 4.1. In some sports applications, there are insufficient lines visible
for this approach to be used, so an approach based on tracking areas of rich texture
or other details such as corners may be used, as described in Section 4.2.

Sports TV Applications of Computer Vision

11

4.1 Tracking camera movement using pitch lines
The process of estimating the camera pose using lines on a sports pitch can be broken down into the steps of estimating the position of the camera mounting (which is
assumed to remain fixed), starting the tracker given a view of the pitch, and tracking from one image to the next at full video rate (50Hz or 60Hz). An overview of
how these steps can be implemented is given in the following sections. A detailed
description of this method is given in [23].

4.1.1 Estimating the position of the camera mount
Most cameras covering events such as football generally remain in fixed positions
during a match. Indeed, the positions can remain almost unchanged between different matches at the same ground, as the camera mounting points are often rigidly
fixed to the stadium structure. It therefore makes sense to use this prior knowledge
to compute an accurate camera position, which is then used as a constraint during
the subsequent tracking process.
Estimating the position of a camera from a set of features in a single image can be
a poorly-constrained problem, particularly if focal length also needs to be estimated,
as changes to the focal length have a very similar effect on the image to moving the
camera along the direction of view. To improve the accuracy, multiple images can
be used to solve for a common camera position value.
The pose computation method described in the following sections is used to compute the camera position, orientation and field-of-view, for a number of different
camera orientations, covering a wide range of pan angles. The pose for all images is
computed simultaneously, and the position is constrained to a common value for all
the images. This significantly reduces the inherent ambiguity between the distance
of the camera from the reference features and the focal length. By including views
of features in a wide range of positions (e.g. views of both goal areas), the uncertainty lies along different directions, and solving for a common position allows this
uncertainty to be significantly reduced. The diamonds in Figure 10 show the positions computed from approximately 40 individual images for a camera viewing a
football pitch, indicating the range of uncertainty that using individual images produces. The points tend to lie along lines from the true camera position to the main
clusters of features on the pitch (the goals and the centre circle). The cross shows
the position optimised across all these images; note how this position is not simply
the average of the individually-measured positions.
The process described above can be repeated using images from all the cameras
into whose feeds the production team are likely to want to add virtual graphics.
For football, this is likely to include the camera on the centre line, the cameras in
line with the two ‘18 yard’ lines, and possibly the cameras behind the goals. The
computed camera positions are then stored for future use.
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Fig. 10 Camera positions estimated from pitch lines in the image, using individual images

4.1.2 Initialisation of the camera pose
Before the tracker can be run at full video rate, it is necessary to initialise it by determining which of the pre-calibrated camera positions the camera is at, and roughly
what its values of pan, tilt and field-of-view are. This process needs to be carried out
when the tracker is first started, and also whenever it loses track (for example if the
camera briefly zooms in tightly to an area with no lines, or the video signal is cut
between cameras). It is usually possible to track from a so-called ‘iso’ feed (isolated
signal from a single camera, rather than the output of the vision mixer that switches
between cameras), so the tracker can maintain track even when the tracked camera
is not on air. The challenge of the initialisation process is to locate pitch lines in
the image and deduce which lines on the pitch they correspond to. The only prior
knowledge available is the list of known camera positions, and the dimensions of
the pitch.
The Hough transform is a well-known way of finding lines in an image. It maps
a line in the image to a point (or accumulator ”bin”) in Hough space, where the two
axes represent the angle of the line and the shortest distance to the centre of the
image. If the camera pose is known roughly, it is possible to predict which peak in
Hough space corresponds to which known line in the world, and hence to calibrate
the camera. However, if the camera pose is unknown, the correspondence can be difficult to establish, as there may be many possible permutations of correspondences.
Furthermore, if some lines are curved rather than straight, they will not give rise to
a well-defined peak and are thus hard to identify. Figure 11 shows an example of a
Hough transform of an image, operating on the output of the line detector described
in the following section.
Rather than attempting to establish directly the correspondence between world
lines and peaks in Hough space, the Hough transform can be used as a means to
allow us to quickly establish a measure of how well the image matches the set of
lines that would be expected to be visible from a given pose. A ‘match value’ for a

Sports TV Applications of Computer Vision

13

Fig. 11 Hough transform of lines as used for initialisation of camera pose

set of lines can be obtained by adding together the set of bins in Hough space that
correspond to the locations of the lines we would expect for this pose. Thus, to test
for the presence of a set of N lines, it is only necessary to add together N values
from the Hough transform, rather than examining all the pixels in the image that we
would expect the lines to lie upon. By representing a curved line as a series of line
segments, curves can also contribute to the match, even if they do not give rise to
local maxima in the Hough transform. Although specific forms of Hough transform
exist for circle or ellipse detection, the line segment approach allows both curves
and lines to be handled in a single process.
This approach can be used in an exhaustive search process, to establish the match
value for each pose that we consider. For each pre-determined camera position, and
for the full range of plausible values of pan, tilt, and field-of-view, the match value
can be calculated by summing the values in the bins in the Hough transform that
correspond to the line positions that would be expected.

4.1.3 Frame-to-frame tracking of the camera motion
The tracking process uses the pose estimate from the previous image (or from the
initialisation process), and searches a window of the image centred on each predicted line position for points likely to correspond to pitch lines. A straight line is
fitted through each set of points, and an iterative minimisation process is used to
find the values of pan, tilt, and focal length that minimise the distance in the image
between the ends of each observed line and the corresponding line in the model
when projected into the camera image.
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4.2 Camera tracking using areas of rich texture
For sports such as athletics, the camera image will generally show limited numbers
of well-defined lines, and those that are visible may be insufficient to allow the
camera pose to be computed. For example, lines on a running track are generally all
parallel and thus give no indication of the current distance along the track, making
pose computation impossible from the lines alone. For events such as long jump,
the main area of interest (the sand pit) has no lines in it at all. Thus to accurately
estimate the camera pose for the insertion of virtual graphics for these kinds of
events, an alternative approach is needed.
The challenge is to be able to estimate the camera pose for these kinds of applications from the content of the image, without resorting to the use of mechanical
sensors on the camera. This is a specific example of a problem known as SLAM
(simultaneous location and mapping) [3], in which the pose of the camera and the
3D location of tracked image features are estimated as the camera moves. The general approach involves storing patches of image data centred on good feature points
(such as corners), and matching these to the features seen in subsequent frames.
From these observations, the pose of the camera and the 3D location of the features
can be estimated using techniques such as an Extended Kalman Filter.
In this application we need to be able to cope with significant changes in camera focal length, but can make use of the constraint that the camera is generally
mounted on a fixed point. This is in contrast to most implementations of SLAM,
which assume a fixed focal length camera but allow full camera movement. We also
need to be able to cope with a significant degree of motion blur, as motion speeds
of 20-30 pixels per field period are not uncommon with tightly-zoomed-in cameras
covering sports events. The approach described in [4] is designed to meet these requirements. It uses a combination of fixed reference features to prevent long-term
drift (whose image texture is always that taken from the first frame in which the
feature was seen), and temporary features to allow non-static scene elements (such
as faces in the crowd) to play a useful part in the tracking process. The image features are assigned an arbitrary depth, as their depth cannot be determined from a
fixed viewpoint. Although it would be possible to treat the whole image as a single
texture and determine a homography that maps it to a stored panoramic reference
image (since the fixed position of the camera makes the 3D nature of the scene irrelevant), the presence of a large number of moving features (the athletes) makes
it advantageous to consider the image as a set of separate features, so that outlying
features caused by athlete movement can be discarded using a technique such as
RANSAC. Figure 12 is an image from a triple jump event, showing the features that
have been selected for tracking, with those discarded due to athlete motion shown
in red.
In order to obtain a calibration in a fixed world reference frame, the absolute
positions of some features in a selection of views can be specified by an operator,
and the system then refines the positions of all the fixed reference features to be
consistent with these, before storing the features for future use.
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Fig. 12 Reference features selected for camera tracking on a triple-jump event

In situations where some lines are visible, such as that shown Figure 12, it is
possible to use these in addition to the features centred on areas of image detail.
Further details of the algorithms used in this system, including the approach taken
to initialise the camera pose when tracking is first started, can be found in [4].

5 Current challenges
5.1 Camera calibration
Camera calibration is difficult in uncontrolled scenes which typically have few features with accurately-known 3D positions. Although lines on sports pitches are notionally in well-defined positions, pitches are rarely flat (being deliberately domed
to improve drainage) and lines are often not painted in exactly the right positions.
Techniques such as 3D laser scanning sometimes need to be used to build an accurate model of the environment which can then be used for camera calibration. When
calibrating sparsely-spaced cameras having a wide baseline, features in the scene
can change their appearance significantly between camera viewpoints, making reliable feature matching between cameras difficult.
The use of zoom lenses on broadcast cameras inevitably makes intrinsic calibration more difficult. Lens distortion, image centre point and chromatic aberration can
all vary as a function of both zoom and focus settings, and in the absence of data
from lens sensors it can be difficult to accurately determine their values.
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5.2 Segmentation, identification and tracking
Accurate segmentation of sportsmen can be very difficult given issues like motion
blur, uncontrolled background and illumination, and aperture correction in the camera, yet accurate segmentation remains an important step in many sports analysis
systems.
Automated identification and tracking of multiple players on a sports pitch remains difficult, particularly in the presence of occlusions. The value of player tracking data from a broadcaster’s perspective may not justify the cost of using additional
cameras or operators, although data such as distances that players have run, or ‘heat
maps’ of team positions can provide some added value for post-match analysis,
and are particularly useful for team coaches. Other tracking technologies such as
RFID or ultra-wideband real-time location systems provide an alternative approach
to vision-based tracking; although these can be used for gathering data during training, at present they are not acceptable for use during real events.
Issues such as self-occlusion, limited number of camera views, motion blur, and
changing appearance over time make it difficult to track individual parts of sportsmen (such as feet and arms). This makes it hard to extract information that could be
used for automated 3D modelling or generation of statistics such as stride length, or
jump angle.
However, the current level of performance of camera calibration and segmentation is just about sufficient to allow multi-camera 3D reconstruction techniques to
be applied, which are the subject of the next chapter.

6 Further Reading
There are several good textbooks available which give more insight into the area of
biomechanics for sports, mentioned briefly in Section 3.2. [1] is aimed at sports students and coaches who need to use biomechanics as a part of their work. It gives a
clear explanation of many concepts and describes the relationship of biomechanics
to competitive sport. [18] is a more academic text aimed at researchers and biomedical engineering students. It provides an introduction to the experimental and numerical methods used in biomechanics research with many academic references.
A more in-depth discussion of the use of real-time virtual graphics in broadcast
can be found in [22].
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