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Abstract
When broadcasting sports events it is useful to be able to place virtual 3D
annotations on the ground, to indicate things such as world record lines and
distances. This requires the camera pose to be estimated in real time, so that the
graphics can be rendered to match the camera view. Whilst camera calibration
data can be obtained by using sensors on the camera mount and lens, such
sensors can be impractical or expensive to install, and often the broadcaster only
has access to the video feed itself. An image-based method of tracking the
camera movement is thus the only practical approach in many situations.
This paper reviews past work on image-based camera tracking, and presents the
method we have developed. Our approach uses a method based on randomized
trees for initial feature identification, and a KLT-based tracker to track features
from frame to frame. Results of our system are presented on a selection of
material representative of typical broadcast athletics, and the performance
benefits of the approach we have taken are compared to a simple KLT-based
tracker.
This document was originally published in the proceedings of the IEEE
International Symposium on Broadband Multimedia Systems and Broadcasting
(BMSB 2009) Bilbao, May 13-15 2009. It is copyright IEEE and is reproduced
here with permission.
The slides used in this presentation are included in the appendix.
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Introduction

An important aspect of the coverage of sports events is helping the viewer gain a deeper
understanding and insight by providing analysis of the action. A common technique is to place
virtual 3D annotations in the picture such that they appear tied to the ground. For example, in
athletics it is useful to have graphics that indicate things such as world record lines and distances.
This requires real time estimates of the camera pose (position, orientation and focal length (or
zoom)), so that the graphics can be rendered to match the camera view. Accurate camera tracking
is also required by emerging multi-view 3DTV systems, which require all cameras to be accurately
calibrated in a common reference frame. The camera data generally needs to be generated at full
video rate.
One way in which camera calibration data can be derived is by performing an initial off-line
calibration of the position of the camera mounting using a theodolite or range-finder, and mounting
sensors on the camera and the lens to measure the pan, tilt, and zoom. However, this is costly and
sometimes very difficult, especially when considering that the broadcaster may have no access to
the camera itself, only to the video feed.
A much more attractive way of deriving calibration data is to analyse the camera image delivered
on the video feed. This was the approach taken in [1], where the markings on the pitch are used to
derive the camera pose. The lines are then tracked from frame to frame to discover how the pose
alters as the camera moves during a sequence. This system gives very good results when used on
sports with obvious pitch markings of a known shape such as rugby or football. The system is
much less successful at working in an environment where the markings are unsuitable or few in
number.

Figure 1 – Sports graphics in operation
One such environment is athletics, where the camera picture will generally show limited numbers
of well-defined markings, and those that are visible may be insufficient to allow the camera pose to
be computed. For example, lines on a running track are generally all parallel and thus give no
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indication of the current distance along the track, making pose computation impossible from the
lines alone.
An alternative approach is to track arbitrary features to help estimate the camera pose.
Approaches based on feature tracking, such as [2], are well-known in the literature, although they
have not been widely applied to situations with rapid camera movement, narrow field-of-view and
significant moving foreground objects, which are common in athletics coverage. Furthermore, for
our application, we need to calibrate the camera in an absolute reference frame, rather than just
track the scene as it moves through the image.
We also need a method to automatically initialise the camera pose before starting tracking. It can
be a time-consuming job for an operator to manually set the pose for the system for each new
sequence. It is desirable for this process to be as rapid as possible to allow for its use in a live
broadcast environment. A fast-working system would also allow for mid-sequence initialisation that
would trigger once the camera reached an area of interest, automatically placing the graphics into
the scene. Furthermore, ideally the system should be able to detect when there is a problem with
the tracking so that the initialisation can be triggered automatically to correct the pose in as
seamless a way as possible.
The remainder of the paper is organized as follows. Section II describes the feature selection
process, explains how the features are mapped into the desired absolute world reference frame,
and how they are tracked from frame-to-frame. Section III describes the initialization process.
Section IV presents results from both of initialization and tracking stages of the processing, and
Section V concludes the paper.
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Feature selection and tracking
A. General approach

Many feature-based trackers work by selecting suitable features in the first frame of the sequence,
and tracking them from frame-to-frame. The tracking process typically involves finding a match in
frame n+1 for the texture around each feature in frame n, searching around the predicted location
for each feature. The pairs of corresponding features are then used in a robust pose computation
process. In a structure-from-motion application, the pose computation will compute both the
positions of the features and the pose of the camera, using feature positions in both the current
and previous frames. In the absence of any absolute reference points, the camera pose will be
expressed with respect to an arbitrary reference frame (for example, based on the pose of the
camera in the first image). An inherent problem with matching features between successive
frames is drift: small errors in the estimated inter-frame motion accumulate over time. For a short
sequence of several hundred frames, this is unlikely to be a problem, but for longer sequences,
and particularly where a system may be running for many minutes or even hours, this drift causes
the tracker to become unusable.
Our approach uses a KLT-based tracker to identify and track features, using a combination of fixed
reference features to prevent long-term drift (whose image texture is always that taken from the
first frame in which the feature was seen), and temporary features to allow non-static scene
elements (such as faces in the crowd) to play a useful part in the tracking process. In order to
obtain a calibration in a fixed world reference frame, the absolute positions of some features in a
selection of views can be specified by an operator, and the system then refines the positions of all
the fixed reference features to be consistent with these.
B. Feature selection
Any feature-base tracker requires a good selection of easily-trackable points distributed across the
image. In our application, where real-time operation is important, we not only need to pick good
features, but need to ensure that we limit the number to the best 50-100 within the image, and that
feature selection can operate in real time.
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We use the well-known feature detection process described in [3], which computes the
eigenvalues of the structure tensor for each pixel being considered, and chooses features where
the smallest eigenvalue is above a given threshold. In order to reduce the computation time for
feature selection, we divide the image up into regions (typically 6-8), and only search one region
per frame for new features. We also ignore features that appear very close to those already being
tracked, and place an upper limit on the number of features per region. This helps ensure a
relatively uniform distribution of features across the image.
C. Acquisition and calibration of reference features
Before using the tracker on live material, a set of permanent reference features must be captured
and registered into the desired world reference frame. Before any features are stored, an image is
captured showing some known reference points or lines, such as the start of a running track.
These are identified manually in the image, and the pose of the camera is computed using an
iterative optimisation process to minimize the squared reprojection error of the features into the
image, following the approach in [1].
Reference features are then acquired by panning the camera around the scene to cover the area
of interest, whilst capturing features using the method described in B above. The features are
tracked in successive frames using a method based on the well-known KLT tracker [4]. The
tracking process operates in two stages:
1. In the first stage, each feature is matched using the image texture from the preceding
frame. This makes for robust tracking, as the appearance of the feature will generally
change very little between frames, as effects such as motion blur will remain largely
constant. A hierarchical approach is used, starting with downsampled images, and using
the result to control the start position for the search at the next-highest resolution.
2. The feature positions obtained in this first stage may have suffered from drift, as explained
earlier, so in a second stage the image patch originally stored with each reference feature
is used, using the predicted position from the first stage.
The camera pose is computed from the observed feature points, using the same approach as in
[1], but with the addition of a RANSAC process to remove outliers.
As each new feature appears, it is assigned a 3D coordinate by projecting the line-of-sight of the
feature out of the current camera position until it intercepts the side of an imaginary cube centered
on the camera position, with side lengths set to a fixed arbitrary value. As we are assuming that
the camera is rotating around a fixed point, we have no way of working out the true 3D coordinate
of each feature (unlike in a full structure-from-motion system, where features will be seen from
different viewpoints). Equally, we do not need to know the true position of each feature; we only
need to assign a position that is consistent with the angle at which the feature was seen.
Although the camera pose for the first frame will have been estimated to a good accuracy, the
pose in subsequent frames is unlikely to remain as accurate, since even a small error in the initial
pose will cause significant misalignment during the camera move. For example the finish line of a
100m track may appear several metres away from where it would be predicted to appear.
To overcome this problem, during the feature acquisition process the sequence is paused on a
selection of frames containing features with known world coordinates (such as intermediate
distance markings or the finish line on a running track). The video from the camera will usually be
captured first to a video tape of disk recorder, making it straightforward to pause the sequence at
desired frames. On each of these frames, an operator manually marks the positions of these
known features. The image coordinates of the tracked features are also stored for these
‘keyframes’, as well as in a selection of other frames, in order to ensure that there are at least 5-10
features in common between successive keyframes. Each time a keyframe is stored, a bundle
adjustment process is carried out, to refine the 3D positions of all observed features and the
corresponding camera poses. The camera position is constrained to remain constant, in
accordance with our assumption that the camera is on a fixed pan/tilt mount and that any motion of
the principal point of the lens around the mounting point can be ignored. Reference features that
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are not seen in any keyframes are deleted, as no information has been stored that would allow
their 3D positions to be refined.
Once the camera has observed the whole area of the scene over which tracking is required, the
patch texture and 3D positions are saved to a file, ready for use for live tracking.
D. Live tracking
To track during a live event, the reference features captured as described above may themselves
be sufficient to allow reliable tracking, without the need to create new features. However, if the
appearance of the scene changes significantly, or if the camera view moves outside the area
covered by the reference features or zooms into an area not explored in such detail, it is useful to
be able to create additional ‘temporary’ features. This process uses the same approach as that for
acquiring permanent features, except that each detected feature is given a fixed ‘life-time’, i.e. the
number of frames it will be used for before being deleted. This prevents too many patches being
acquired (leading to excessive computation time), and allows gradual changes in parts of the
scene (e.g. movement in the crowd) to be accounted for.
One key difference between the initial calibration process and tracking for live use is the need to
rapidly initialize the tracker, rather than relying on manual alignment of features in the first frame.
The initialization process is described in the next section.
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Initialisation
A. General approach

Initialisation is needed in situations when the tracker is no longer providing a reliable list of
features. This can occur for a variety of reasons; for example when the camera rapidly moves to a
different part of the scene at a speed greater than the tracker can cope with. In this situation, it is
necessary to identify known features in the image without having tracked them from the preceding
frame.
Our method for producing a list of visible features is to first conduct feature detection on the scene
and then identify the features using a classifier by matching them to previously-learned features. It
is desirable to locate the same features as the tracker found in the scene, so the feature detection
process is the same as that used by the tracker but tuned to locate a greater number of patches
and so increase the chance of a match.
After the features have been identified by the classifier those with the best match are used to
estimate the correct camera pose. Once the pose has been set the tracker can continue to
operate. The whole process should be as near instantaneous as possible, and far faster than an
operator manually realigning the system.
B. Classifier
For the classifier to operate there must be a training phase when it can learn the encountered
reference features. It is most convenient for this to coincide with the learning period, described
above, when the operator is calibrating the sequence and refining the feature positions. The
classifier retains only an identifier for each of the reference features; their 3D coordinates are
stored by the tracker. Later, during run time, when the classifier is given an unknown feature it will
try to match it to one of the known reference features.
Our system is designed such that any method for feature detection and matching could be used. A
common approach for this sort of task would be to use SIFT features [5], however this was
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considered too slow for our purposes. We have used a classifier based on multiple tertiary search
trees, similar to the approach used in [6] which has been shown to work in real-time. The decisions
are based on comparisons of two points within the texture patch around the feature. When a
feature is classified the distribution of learned features among the leaf nodes of all the trees is used
to estimate the likely identity of that feature.
The principal change to the approach used in [6] is to apply the process to a scene rather than an
object. We have also had to take into account the use of our system in a broadcast environment,
particularly the considerations of how the system will be operated and used within the context of
live sports coverage.
In [6] the choice of points to compare at each decision in the tree is based on a heuristic to find the
two points that will best split the data. This is not possible within our system because it needs to
learn in real-time – we cannot guarantee there will be an offline phase when all the dataset will be
available to be examined and pre-processed in this manner. Instead the points for the comparisons
are chosen at random when the tree is constructed.
[6] spends time processing each texture patch to generate warped and altered views on which the
classifier can learn to make it robust to those possible movements during run-time. Our
environment means we cannot do pre-processing on such a scale and instead rely on getting the
necessary dataset from the video itself. Future development will investigate how much feature
processing can be conducted during the training phase without adversely affecting performance.
A classification method such as this can be used to provide a means of tracking movement by
performing the process every frame. While we are continuing to use the main tracking algorithm for
this purpose we are able to use the classifier as a parallel tracking system. By comparing the
results of the two systems we can see how well the tracking is working and provide a measure of
confidence in the tracking. This can be used for a variety of purposes including a way of warning
an operator that the system has developed problems or as a trigger for automatic re-initialisation of
the system.

Figure 2 – Field trail at an athletics event
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Results
A. Tracking

The system has been successfully tested on a wide range of video material, including live video
from a TV camera in a studio, and material from sports events such as athletics. The examples
shown here used material captured at indoor athletics events. Figure 2 shows the remotelycontrolled overhead camera covering the sprint track (left), an operator performing the initial
calibration of the tracking system (top right and centre), and a manually-operated camera viewing
the sprint track (bottom right).
The features selected by the system for use as permanent patches during initial calibration around
the start of a hurdles race are shown in Figure 3. Note the reasonably uniform distribution of these
across the image, but how some of them (for example those on the people on the left-hand side)
are unlikely to remain stable over many races. This figure also shows the virtual track model
(overlaid in green), after an operator manually indicated the left, middle, and right lane markings,
the start line, and the base of the first row of hurdles.

Figure 3 - Reference features around the start of the track
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Figure 4 - Difference in pan measurements between forward and reverse passes on a 4second sequence, with and without feature refreshing
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The benefit of tracking from a fixed set of features that are retained over time, rather than tracking
from frame-to-frame (which is how the KLT is commonly applied) is shown in Figure 4. In this test,
a 4-second sequence from a sprint race viewed from the side camera was run through the tracker,
first forwards, then backwards, so it ended on the same image as it begun. The camera panned
through about 65° over this short period. An ideal tracker would be expected to estimate the same
pan angle for each image in both forward and reverse pass. When features were re-acquired in
each image, there was significant drift, of just over 0.3° over the sequence, which corresponded to
a drift in the image of over 30 pixels (the vertical lens angle was around 6.3° at the start of the
sequence). Conversely, when the texture patches associated with each feature were retained from
when the feature was first seen, the drift was essentially zero. The plot shows a small amount of
noise-like variation when using these permanent features, up to about 0.02° at the later part of the
sequence (where the lens angle was around 7.6°), corresponding to positional noise in the image
of around 1-2 pixels. This is likely to be at least partly due to the significant amount of motion blur
during this part of the sequence, as the motion speed was around 12 pixels per field period and the
camera was unshuttered.
To illustrate the need for the use of multiple frames with different views when computing the
absolute positions of reference features, Figure 5 (left) shows how the virtual track model drifted
away from the true track position at the end of the calibration process when using only the initial
frame (shown in Figure 3) for calibration, whereas when the last frame was also used, the feature
positions are refined to maintain accurate calibration along the whole length of the track (Figure 5
right). Also note how the multi-image refinement process deleted many of the patches that
became outliers (shown with red crosses); the majority of these were detected on the moving
athletes.

Figure 5 - Registration of real and virtual track at end of sequence with alignment just at
start (left) or using both start and end frames (right)
The average execution time of the key parts of the tracking process (measured on a 3.6GHz
Pentium Xeon PC) were as follows:
Computation of 4-level image pyramid:

1.9ms

KLT (32x32 patches, 50 features/image):

2.8ms

Pose computation, including RANSAC:

1.5ms

Acquiring new features (in 1/6th of image)

1.3ms

Total

7.5ms

This uses less than half the available time on a single CPU when tracking 50Hz video, leaving
ample for tasks such as image input/output via a video card, and rendering graphics.
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B.

Initialisation

To find out the sensitivity of the classifier to changes in the pose we first trained it on a single
position then made alterations to the pose while requesting feature classification every frame. The
results of the classifier were then compared to those of the tracker – which keeps a record of the
unique identity of all the features – to produce a score for classification. The score was normalised
based on the number of the taught features remaining visible at any point.
While the camera remains at the initial pose, the classification score is high with upwards of 70% of
features being matched. The score is not perfect because it cannot be guaranteed that the feature
detector will produce exactly the same features as the corresponding detector used by the feature
tracker. Some features may be missed out, and other features – unknown to the classifier – may
be located and may cause a mismatch. With 70% of features matching correctly the pose estimator
will almost always make an accurate estimate. However, the random nature of the RANSAC
process means that this cannot be guaranteed.
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Figure 6 – Change in average classification score as pan is varied
As the camera pans away from its initial orientation, there is a steady drop in the average
classification score, shown in Figure 6. Part of this drop is caused by slight changes in the
appearance of the features as the camera’s view of them alters, as well as some aliasing effects.
However, it is likely that most of the decrease in score is caused by the drop in the proportion of
the frame covered by known features. As the camera pans, an increasing amount of the frame is
taken up with an unknown part of the scene and features that have not been encountered by the
classifier. However, the feature detector will still find new features in this region and the classifier
will try and match them. This can lead to erroneous matches, reducing the score. In the example
shown, to ensure a classification score above 50% we would need to train the classifier on all the
features in the scene for at least every 10 degrees of pan.
Figure 7 demonstrates how the drop in the score is far sharper with a variation in zoom, dropping
to unusable levels within 5 degrees of variation from this example’s initial pose. This demonstrates
a weakness of this classifier approach. The classifier performs badly when there are changes in
zoom unless it has been given suitable data to train on. There are similar issues around motion
blur when a feature has been learnt at one speed, but classified at another. The constraints of the
broadcast environment mean there is little opportunity to get control of the camera to produce
suitable training data. Part of the future development of the system will be to investigate how much
data can be synthesised during training without damaging the real-time performance.
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Figure 7 - Change in average classification score as field of view is varied.
We ran the full initialisation process against an entire race sequence to examine the performance
of the initialisation during typical operation. Before testing we calibrated the tracker on a sequence
and trained the classifier. We then triggered the initialisation process ten times every half-second
for the duration of the race. For each resultant pose we examined the percentage of features that
the tracker regarded as inliers. This percentage gives a good guide as to how well the new pose
matches the calibrated pose of the tracker and therefore how successful the initialisation has been.
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Figure 8 – Comparison of percentage of inliers over the course of a sequence produced by
tracking and by periodic initialisation.
Figure 8 shows the results of this experiment. For each initialisation attempt, a small circle
indicates the percentage of inliers that the tracker reported after using the computed pose. At the
start of the sequence, the classifier identified almost all features correctly, and the RANSAC pose
estimator computed the correct pose for almost every attempt. Towards the end of the sequence,
there were more mis-classified features: many of the RANSAC attempts did not pick out the
correctly-matched features, and the correct pose was thus not found. The tracker itself
successfully tracked the whole sequence; the percentage of inliers during tracking (shown as a line
graph) was generally over 70%, so any initialisation attempt that gave over 70% inliers can be
considered to have been successful. The green bars indicate the number of initialisation attempts
that exceeded this figure, and show that in nearly all cases, at least one attempt gave a good
answer.
The percentage scores produced by the successful initialisations are broadly in line with the
tracker’s score and drop accordingly. The decline in overall performance – with fewer successes
towards the end of the race – may be for several reasons. At the start of the race the scene is
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feature-rich, with lane markings, officials, and advertising hoardings. Later in the sequence the
camera produces a view of the track and athletes and little else. With few strong features the
classifier is less likely to succeed, which in turn gives the RANSAC pose estimator fewer good
points to work with. Even the tracker starts to gives more varied results. The second half of the
race involves much more complicated camera movement as the camera zooms out and the speed
of the tilt increases. The speed with which the camera moves over the end of the sequence means
the classifier may not be able to train as well as it can for the early, slow moving, part of the
sequence.
5

Conclusion

The real-time camera pose initialisation and tracking method described here has been shown to
work well on a range of difficult material, including that typically found in broadcast coverage of
athletics. Problems of long-term drift, commonly found in KLT-based trackers, have been
overcome whilst still allowing successful tracking when the appearance of parts of the scene
changes. An example of virtual graphics overlaid using the tracker was shown in Figure 1. Further
work will focus on improving the tracking robustness in scenes with relatively few background
features.
The initialisation is particularly successful when used on a sequence or part sequence with limited
changes in pose. Within that region it provides a quick and simple method for initialising the feature
tracking without the need for laborious work by an operator to manually identify reference features.
Future work will concentrate on making the initialisation more robust to longer sequences with
greater variations in camera pose.
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The following slides are taken from the presentation of this paper at the IEEE International
Symposium on Broadband Multimedia Systems and Broadcasting (BMSB 2009) Bilbao,
May 13-15 2009. The videos have been removed and the image quality reduced to allow
for online distribution. Originals available on request.
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•! Requires the camera pose
–! Position, pan, tilt, roll and zoom
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•! Sports with clear pitch markings
•! Markings provide calibration information and tracking
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Calibration
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Initialisation
•! Vital for operation in a broadcast environment
•! Pose Estimator can work on a scene afresh – just needs a list of
features with their positions and 3D coordinates
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