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demands of both the film and television industries. The key idea for cost-effective
processing is to acquire and store metadata in addition to the essence data (image
material), such as camera and scene parameters.
Available depth sensing techniques are reviewed in order to identify suitable
methods. At the current stage of technology no single technique covers all
practical production situations, so the use of several complementary techniques,
and a framework to integrate them, is proposed. The requirements for
representation and sensing of depth information are discussed for specific
applications, and some initial results are presented. The applications include the
creation of special effects in post-production, optimised image coding and
(interactive) stereo viewing (3DTV).
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ABSTRACT
This contribution discusses applications for the use of depth metadata
acquired with a production system that is under development in the EU ISTMetaVision project. The aim of the project is to develop a camera and
production system for the capture, storage and distribution of programme
material that meets the demands of both the film and television industries.
The key idea for cost-effective processing is to acquire and store metadata
in addition to the essence data (image material), such as camera and scene
parameters.
Available depth sensing techniques are reviewed in order to identify suitable
methods. At the current stage of technology no single technique covers all
practical production situations, so the use of several complementary
techniques, and a framework to integrate them, is proposed. The
requirements for representation and sensing of depth information are
discussed for specific applications, and some initial results are presented.
The applications include the creation of special effects in post-production,
optimised image coding and (interactive) stereo viewing (3DTV).
INTRODUCTION
This contribution discusses applications for the use of depth metadata acquired with the
MetaVision production system. The IST project MetaVision3 aims to develop a new type of
camera and production system, incorporating metadata acquisition, suitable for use in both
the film and television industries. Current practice is to capture movies on film with very high
spatial resolution, for display at a comparatively low frame rate, but during production high
frame rates are used for slow motion. Standard definition (SD-) TV productions are mainly
captured using electronic video cameras with comparatively low spatial resolution, but higher
display frame rates. High definition (HD-) TV standards fit between SDTV and film. The
conversion of film material to HD- and SD- standards is a time- and therefore cost-intensive
process. MetaVision addresses this and aims to develop a production system that allows
more efficient processing by automation of at least some of the conversion steps and by
using metadata. The use of metadata also supports tasks in post-production and opens new
applications like 3DTV.
A key feature in the proposed system is a depth sensor, which will provide valuable
metadata to aid many post-production processes. This paper will primarily focus on
applications that will benefit from the capture of depth information, although some of these
applications may also make use of other camera metadata such as position, lens angle and
focus settings.
There has been substantial research interest in the field of depth capture in recent years.
Established techniques include stereo imaging, depth from focus / defocus, structured light
and laser range finder methods, some of which work in real-time. All current techniques
suffer from major drawbacks such as limited range or being restricted to indoor use as they
rely on laser beams or structured light for their operation.

The MetaVision camera will incorporate the most suitable method for depth metadata
acquisition and appropriate applications will be suggested. The principal application is likely
to be the integration of real and virtual scenes. Depth information from the shoot will
facilitate such post-production effects as depth-keying, virtual modification of lighting,
creating realistic shadows and reflections and handling of occlusions. In addition, depth
information will assist in pre-visualisation, i.e. creation of a model of the scene that can be
used to plan camera and actor positions and movements. Another application is 3D or
stereoscopic display. This could also be used for pre-visualisation purposes in postproduction but its biggest impact would be its 3D broadcasting possibilities.
The next section gives a review of depth sensing techniques. From this review a framework
for the use of depth metadata within the MetaVision system is derived. The most important
applications for this depth information are then discussed. The paper finishes with first
results and conclusions.
REVIEW OF DEPTH SENSING TECHNIQUES
Range finding techniques fall into two main categories: passive and active. Passive depth
sensors allow extraction of depth information without physically altering the appearance of a
scene. Binocular stereo has been the most widely used passive method. Range can be
determined by triangulation to points within the scene observed by the two cameras, which
involves finding the correspondence of points in the two images. However, in conventional
two-view stereo matching there will always be occlusions, i.e. points that cannot be seen by
one of the cameras. Trinocular 1,8,10 or Multi-ocular stereo 5,14 has been shown to give better
results, particularly in the handling of occlusions. These methods also allow real-time
operation. The stereo technique is particularly suited to our purposes due to its proven
ability to produce a dense accurate depth map for indoor and outdoor use and its long-range
capability. Experimenting with possible applications is our main objective and this is the most
easily available cost-effective technology for this purpose. Various commercial solutions are
available such as SRI International’s “Small Vision System”, an inexpensive real-time stereo
vision system for PCs, and the “Digiclops” Stereo Vision camera by Point Grey Research
which uses three cameras to produce a dense disparity map at up to 16 fps at 640 x 480
pixels. There is also freely available stereo software that can be downloaded from the
Internet. An example of such can be found on NEC Research Institute’s website12. The
software uses a maximum flow approach and is extendable to allow multi-camera
techniques to be used16. Other considered approaches include techniques developed in the
ACTS PANORAMA and RACE DISTIMA projects20,21.
Motion stereo, or structure from motion techniques, can be used in situations where there is
motion in a scene or the camera is moving. It is a useful technique as it allows suitable
archive material to have a depth map assigned to it. Only one camera is required and longrange operation is possible. ACTS VANGUARD developed techniques for automatic 3D
model building from uncalibrated video sequences2. Several researchers19,9 have studied
the co-operative integration of stereo computation and motion computation by optic flow.
There is a lot of redundant information in stereo calculations if temporal information is not
taken into account. By anticipating the expected depth map by using motion information, the
frame rate for stereo calculations can be vastly improved.
Shape from silhouette is a multi-camera technique15,18,13. This has been shown as a fast,
scaleable and robust method for reconstruction of 3-D information from silhouettes, that can
be computed easily in real-time in specially equipped studios using chroma-key techniques.
The method requires accurate camera calibration and computation of the intersection of the
bounding volumes of each silhouette. A surface description is computed from the remaining
convex hull in the form of a voxel representation. Finally, a texture map is created using the

information from the camera images. A disadvantage of the basic shape from silhouette
algorithm is that no convex structures can be modelled. This problem was addressed by
several extensions of the approach. The voxel colouring and shape carving approach17,6
makes use of the colour information, i.e. the difference between the generated model and
the camera images. It has also been combined with stereo techniques to improve results7.
Active methods work by emitting radio or light energy to a target scene and receiving back
the reflections. These methods are therefore likely to be limited to short-range applications
and to use in environments which are relatively free from interference from sunlight, i.e.
indoors. One example of a method based on time-of-flight is "z-cam", developed by 3DV
Systems. It fits between a standard video camera and the lens and will generate a pixel-bypixel depth map in real-time (over 30fps) at typical TV resolutions.
Structured light methods involve the projection of light patterns onto a scene and deducing
the shape of objects from the distortions of the pattern on the surfaces. Depth is inferred
using triangulation and knowledge of the camera and projector geometry. These techniques
tend to yield satisfactory results only for objects within a relatively narrow field of view and at
relatively close range, probably about up to 10m. A real-time focus range finder is
documented which uses structured light in conjunction with a multi-focus camera and
implements a shape-from-defocus method11.
The main problem of correspondence in traditional stereo can be overcome by laser
scanners. These use a laser to produce a point or line of light which can be viewed by both
cameras. Sweeping the light across the scene allows corresponding points in each image to
be identified. It is more suitable for industrial applications due to its requirement for a
controlled environment. There are laser scanners available which are suitable for film and
television production use, for example the “Cyrax” laser scanner from Cyra Technologies,
which has been used for special effects in feature films. It has a range of about 300m and is
useful for building 3D models of scenes, but it cannot be used in real-time.
DEPTH METADATA IN THE PROPOSED PRODUCTION SYSTEM
The review of depth sensing methods in the previous section shows that there is no single
approach that covers all possible production situations. The approaches reviewed are
applicable for a restricted range of situations, but at least a number of approaches are
complementary. The approaches deliver
different levels of accuracy or quality of
Camera metadata
(e.g. position, focus, shutter, ..)
depth information, but equally the relevant
applications have different requirements for
Camera footage
depth information.
The aim of MetaVision is to design a
system that covers a wide range of
applications and possible production
situations. For that reason no single depth
sensing approach is proposed, but instead
a framework that allows the use of different
depth sensors that are appropriate to the
specific
application
and
production
situation.
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Figure 1 – Real-time depth sensor

The review of depth sensing techniques also shows that at the current state of technology
only active approaches, like laser-range finders, deliver high-quality depth information in
real-time with video frame-rate, but they are restricted in maximum object distance and have
problems with highly reflective or dark objects. Passive methods, like binocular or multi-

ocular stereo are well suited for a large
range of application scenarios, but cannot
necessarily deliver high-quality data at
video frame-rate.
In applications like post-production it is
acceptable to store the data in a recording
phase and to process it offline later. Figures
1 and 2 show the data flow during the
record phase for a real-time depth sensor
and for an image-based stereo system.
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Figure 2 – Recording with stereo sensor
The configuration in figure 1 uses a realtime depth sensor, which can operate with
any available sensing device (schematically represented as the block under the main
camera). The depth information is created synchronously with the data from the image
sensor (main camera). Further metadata from the camera to support subsequent
processing, like focus, iris, exposure time, and so on, are also recorded. The data is
recorded as a data object in a file format that has to be specified and will most likely be
based on the MXF format as proposed by Pro-MPEG. In order to conform to future industry
standards the developed extensions of the record file format will be submitted for
standardisation.
The stereo sensor approach is depicted in figure 2. As well as the main camera, at least one
auxiliary camera is added to the configuration, in order to allow binocular or multi-ocular
stereo. The data is stored as image data, which means that no depth extraction is done at
this stage. Instead, the final processing
is done before the use of the depth
Camera footage
metadata in post-production. The
stereo configuration can be generalised
Virtual depth sensor
Data
by using a number of (MetaVision)
object
Depth sensing
cameras with known positions and
Depth information
algorithm
orientations. In the case when the
cameras are arranged around an
Parameter, user input
Associated method
object or scene it is also possible to
use algorithms based on shape from
silhouette15,18,13. These techniques are
best suited for use in controlled
Figure 3 – Use of the data in production
environments such as a studio.
To keep the data flow and processing transparent for the user, the concept of virtual depth
sensors is introduced here, as depicted in figure 3. A virtual depth sensor computes the
depth metadata when it is requested from the data object using a method associated with
that object. The actual method is determined by the configuration during the capture. That
means it depends on the type and number of sensors that were used. Also, the auxiliary
camera and scene metadata is used. The advantage of this concept is that the operator can
adjust parameters of the depth sensing algorithm specifically for the captured image
material, if necessary, even on a frame by frame basis. This is not possible in real-time
operation. Furthermore, the depth sensing algorithm can be updated when improved
techniques become available.
APPLICATIONS
This section gives an overview over the proposed applications of the depth metadata. The
most relevant applications in the MetaVision context are in post-production, video coding

and for (interactive) 3D-TV, as discussed in the next sections. A more detailed discussion of
3D techniques in virtual production can be found elsewhere4.
Post-production
Probably one of the most attractive applications for depth metadata is to augment image
footage with virtual elements in post-production for special effects. Most modern feature
films have used effects like this. The most common practice is to add some virtual objects to
a scene. In the final result these additional objects are integrated to create the illusion that
they were in the original scene. To achieve a perfect illusion, not only must camera
perspective and occlusion be correctly implemented, but also shadow casting between
virtual and real scene objects, including any light reflections, must be considered. In order to
create realistic shadows, a 3D model of both the virtual and the real objects must be
obtained. The virtual objects are usually created using a 3D-animation package.
For the real scene the MetaVision depth sensor should be used. The appropriate object
representation depends on what optical phenomena should be implemented. If for example,
a person is captured for insertion into a virtual scene, it is probably sufficient to have a rough
3-D description, for creating shadows on the floor. If the optical interactions are more
complex, such as, when several objects are casting shadows or reflecting light onto each
other, a 3-D description with more detailed information is needed. Due to the demanding
optical interactions the rendering processes are usually offline, i.e. non-real-time. Therefore,
real-time depth sensing is not required.
The depth information can also be used to create occlusion masks. That means virtual
objects can be inserted in the real scene and appear partially behind or in front of some
scene elements according to their depth in the scene. This effect is sometimes referred to
as z-keying. To achieve effects like this, currently object masks are created manually in a
very cost-intensive working process. MetaVison can help to automate the process and to
significantly reduce the production costs.
The results section gives examples of the use of depth metadata for creating both shadow
effects and z-keying.
Applications in image coding
Depth information can be used to help the process of image coding, in order to produce the
best subjective results for a given bit rate. For example, an operator could use the depth
signal to define approximate areas of interest, by specifying the range of depth values
containing the most important parts of the image (such as a person). An MPEG-2 encoder
could automatically switch to a finer quantisation setting in the selected region. In the
context of MetaVision, the selection of depths of interest could be automated by making use
of recorded information from the setting of the camera focus and iris rings. The focus
control then takes on the extra function of determining which regions of the image should be
encoded with greatest fidelity.
This application does not need a depth signal with high spatial resolution, since the control
of quantisation step size is carried out at the level of blocks rather than pixels. However, if
depth information with high spatial resolution is available, then more sophisticated methods
can be used to allow even greater coding efficiency. A pixel-wise depth mask can be used
to segment the image into areas of low and high interest, for example separating a person
from the background. This would allow techniques based on MPEG-4 to be used, such as
sprite coding to encode the background. Whilst conventional image processing can be used
to distinguish a person from a largely static background to some extent, the availability of a
depth signal should significantly enhance the performance that can be obtained.

3DTV – interactive stereo viewing
Although not currently used in broadcasting, three-dimensional display technology is likely to
be available in the future, allowing the option of broadcasting 3D television. As 3D virtual
production is already used for 2D television and film then it would be logical to make use of
the depth information to deliver 3D content to the consumer and to present it on a
stereoscopic display. The aspects of transmission and display of 3D data are not covered by
the MetaVision project. Projects like Prometheus22 are studying these.
In order to make interactive 3D television, a 3D model of the scene must be generated,
hence the requirement for a reliable dense depth map. Virtualised reality allows a virtual
camera to be placed to allow alternative views of the scene, i.e. other than the original
camera position. Views from a virtual camera could be generated allowing the viewer to
choose the camera position. It is also useful in the production process with cameramen,
producers, etc. making use of the facility for visualisation purposes.
RESULTS
Figure 4 gives an example for the use of 3D shape information computed from a person in a
4
studio using a shape-from-one-silhouette approach . The shape is used to compute a

Figure 4 – Insertion of object into a virtual scene. Original image (left), 3D shape (middle)
and integrated object (right)
shadow in the virtual scene, showing a street in Venice. Further, the inserted model of the
person can also receive shadows or light from the virtual scene, due to the complete 3D
description of the virtual and real scene (the person).
An application of depth information for z-keying is shown in figure 5. For the generation of
the depth or z-information a stereo imaging system is used. The system uses two
monochrome cameras fixed on a metal bar on either side of a studio camera and interfaced
to a PC. The results are at present processed using the Maximum Flow stereo technique16.
Figure 5 shows one of a pair of stereo images captured by our system and figure 6 the
resultant disparity map (from which a depth map can be derived).
Depth information can be used as an alternative to chroma keying. Using depth information
(Z), instead of chromaticity as the key to switch between real and virtual images. Figure 7
shows a z-key mask produced by setting a threshold disparity value to separate foreground
and background objects. Figure 8 shows a virtual object placed in the scene and occluded
by real foreground objects.

Figure 5 – Right image

Figure 6 – Disparity map

Figure 7 – Mask

CONCLUSIONS
The aim of this contribution was to
show possible applications for
depth metadata generated by the
MetaVision camera and production
system. A review of available depth
sensing methods has shown that
there is no single approach that
covers all possible production
situations.
The
approaches
discussed are applicable for a
restricted range of situations.
Therefore, a framework was
suggested which allows the use of
Figure 8 – Insertion of virtual object into real scene
several
complementary
approaches, as necessary to meet the particular application demands. Active techniques
were identified as the most promising techniques for real-time depth estimation, and stereo
techniques (and for some cases shape from silhouette) were identified as candidates for
depth sensing in the proposed non-real-time system.
The list of applications for the depth metadata includes special effects in post-production,
improvements to image coding and for (interactive) stereo viewing (3DTV). First results for
z-keying using a stereo algorithm to create masks are looking promising, but up to now they
do not reach the quality and reliability of conventional chroma keying techniques. Therefore,
improved keying algorithms are under development. Another issue for further investigation is
the combination of low spatial resolution image material from video cameras used in the
stereo approach with high spatial resolutions of film and HDTV material.
For special effects in post-production depth metadata has already been shown to be a
valuable tool to allow optical integration of real scene content into virtual environments and
vice versa.
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