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Abstract 

Version 2 of the Hypertext Transfer Protocol (HTTP/2), published in 2015, 
introduced a Server Push protocol primitive, offering the possibility of improving 
user-perceived web page performance through the unsolicited delivery of 
additional dependent resources by a web server in response to an initial request 
from a client. Analysis of deployments in the wild has shown actual performance 
gains to vary greatly, and even reduced performance in some cases.  

This paper explores Server Push from the perspective of Web Application logic 
implemented using JavaScript and the Web Platform. Current web browsers hold 
pushed resources in a so-called “Push Cache”, where they exist in effective 
purgatory until explicitly requested. Server Push is, in essence, hidden from the 
Web Application. 

We contend that the failure to expose Server Push events to the Web Application 
layer has impeded the realisation of promised performance improvements. 
Furthermore, hiding Server Push restricts a new set of use cases that would 
benefit from a reactive approach to web-oriented HTTP delivery of resources, in 
particular, unidirectional flows such as long-lived bulk data delivery and low-
latency delivery. 

In this paper we describe a candidate Server Push API design that could be used 
to address reactive use cases. We describe a prototype that combines Server 
Push and Service Worker to power a novel MPEG-DASH video streaming Web 
Application, with media content delivered using BBC R&D’s experimental IP 
multicast profile of HTTP over QUIC. The goals of this are scalability, applicability 
to web-based clients, reduced operational costs, and commonality and seamless 
transition between unicast and multicast delivery modes. We show that the 
design achieves these goals and is generally applicable to a variety of long-lived 
unidirectional HTTP flows. 

 

Additional Key Words: HTTP, Server Push, Service Worker, QUIC, MPEG-
DASH, IP Multicast, WebAssembly 
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White Paper WHP 336 

Scalable media delivery on the Web with HTTP Server Push 

Lucas Pardue 

1 Introduction 
The Hypertext Transfer Protocol (HTTP) (1) has proven worth as the application-layer protocol that 
powers the Web. The flexibility of HTTP has seen it applied to a multitude of use cases beyond its 
original scope and, in recognition of this, continues to evolve to meet new requirements: 

1. The development of HTTP/2 (2): a transition to a binary wire format that maintains the 
same protocol semantics and the reliance on TCP. HTTP/2 has been widely taken up by 
client and server implementations, possibly motivated by the performance improvements 
that it provides to the general web browsing case. 

2. The QUIC protocol (3) (4) provides a secure transport over UDP in order to provide better 
multiplexing possibilities.1A special mapping of HTTP over QUIC (HTTP/QUIC) reduces 
head-of-line blocking between independent request and response message exchanges. 
Google has implemented QUIC in its Chrome browser and several of its public services 
support the protocol enabling Google to experiment on a large client base. Akamai has also 
deployed QUIC on its Content Delivery Network. 

There is clear interest in implementation and deployment of HTTP/2 and QUIC. However, not all 
implementation complexity is equal. Several features introduced during the evolution of HTTP 
place a higher burden on the client. This is especially true when considering integration with the 
technologies, constraints and expectations of the Internet and the Web Platform. 

One example is HTTP/1.1 request pipelining, a protocol efficiency improvement that allows multiple 
client requests to be sent in quick succession without needing to wait for a response. Difficulties in 
deploying this effectively in the real world, particularly involving middleboxes, lead to problems for 
the end user. For example, the Chromium Project noted crashing bugs and front-of-queue blocking 
issues which led to the feature being disabled (5). Several browser vendors chose also to disable 
or remove the feature altogether. 

This paper focuses on HTTP Server Push, a protocol primitive introduced in HTTP/2 and 
supported in HTTP/QUIC that allows unidirectional delivery of HTTP resources. BBC R&D has 
developed an experimental IP multicast profile of HTTP/QUIC (6) that uses Server Push as its 
basic resource transfer primitive. Previously, we have built a non-browser proof of this concept with 
senders and receiver clients that are particularly suited to specialised embedded environments. 

Extending the proof of concept to support a browser-based use case demonstrates how this 
multicast delivery mode could achieve more widespread applicability. The design intent is to use 
the Service Worker API (7) to receive and process multicast Server Push. Pushed resources are 
stored in the Service Worker cache in advance of a Web Application’s requests. However, early in 
the design process it was discovered that browser support for any form of Server Push, in the 
context of the Web Platform, was wanting. 

________________________________________________________________________________________________ 
1 Google’s experimental version of QUIC and the form being standardised by the Internet Engineering Task 
Force are considered equivalent for the purposes of this paper. 
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The remainder of this report is structured as follows: 

• Section 2 describes our primary use case: media streaming. 

• Section 3 provides some background to the technologies mentioned above, the difficulties 
of using Server Push in practice, and a comparison with some alternative approaches. 

• In Section 4, we present the design space, some of the challenges encountered, and a 
candidate Server Push API. 

• Section 5 describes a prototype media streaming application for the Web Platform. 

• Section 6 concludes the report with a review of the work completed. 

2 HTTP media delivery use case 
There are several specifications for HTTP-based media delivery. Of special interest is the 
international standard Dynamic Adaptive Streaming over HTTP, known as MPEG-DASH (8). A 
source media stream is encoded at several different bit rates. The resulting encoded 
Representations are then packaged as short-duration Segments whose boundaries are aligned 
in time so that a client can switch between them dynamically and seamlessly in response to 
changing network conditions. An MPEG-DASH Presentation is initiated by a client HTTP request 
for a Media Presentation Description (MPD) resource, a top-level manifest that provides 
metadata about available Representations. The client commences streaming by requesting 
Segments belonging to the desired Representations. 

The broadcast industry continues to move towards IP methods of media distribution. The author 
has an interest in understanding how this shift affects distribution systems. We are particularly 
interested in solving the scalability challenge for simultaneous consumption of popular events by a 
very large population. Delivery of media content using the experimental profile of multicast 
HTTP/QUIC (9) (6) developed by BBC R&D is one potential solution; Layer 3 packet replication 
provides scalable means to deliver the same HTTP resources simultaneously to many recipients. 

We believe this solution is novel in its approach when compared to other similar technologies such 
as NACK-Oriented Reliable Multicast (NORM) (10) or File Delivery over Unidirectional Transport 
(FLUTE) (11). These older protocols require additional encapsulation or non-standard encoding of 
resource metadata. In contrast, multicast HTTP/QUIC uses the HTTP Server Push primitive to 
offer native, in-band URL visibility. In combination with HTTP Alternative Services (described in 
Section 3.1 below) (12), it provides a means of articulating a common Layer 7 semantic (the URL) 
across both multicast and unicast delivery modes. Furthermore, the multicast mode of delivery is 
regarded as an optimisation with unicast always available as a fallback. 

Multicast HTTP/QUIC is a generic bulk file delivery protocol suitable for a wide variety of wide-
scale distribution use cases, including object-based broadcasting. To demonstrate the linear media 
streaming use case, we have built a prototype specialised for the distribution of MPEG-DASH 
content. Dynamic Adaptive Streaming over IP Multicast (DASM) begins at a conventional unicast 
HTTP origin. Unicast media Segment responses are decorated with Alt-Svc HTTP response 
header fields that describe an alternative multicast HTTP/QUIC Session: a unidirectional flow of 
HTTP resources corresponding to the MPEG-DASH Representation in question, and delivered as 
a sequence of Server Push exchanges over a unidirectional IP multicast path. 

The prototype DASM system has thus far targeted non-browser clients. However, we have a desire 
to demonstrate the applicability of the proposed solution to a Web Application running in a browser. 
Unfortunately, we found that the way browsers currently support Server Push (described in 
Section  3.3) is not fit for our purpose. To address this problem, we set about designing both an 
ideal and a practical solution, both of which are described in Section 4. 
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3 Background 

 HTTP/2 and HTTP/QUIC fundamentals 
A full study of HTTP/2 and HTTP/QUIC is beyond the scope of this document. Of importance to 
this paper is that the semantics of HTTP/1.1 (1) request and response message exchange patterns 
are maintained in these more recent specifications, despite changes to the underlying wire syntax. 

The textual format used in HTTP/1.1 was replaced in HTTP/2 by a binary format consisting of 
Frames. HTTP messages are encapsulated in a sequence of Frames (conveying metadata and 
body data), carried on logical Streams that provide explicit identification. HTTP/2 Frames 
belonging to different Streams may be interleaved when serialised for transmission via TCP. This 
provides a multiplexing capability superior to HTTP/1.1 request pipelining. Unfortunately 
multiplexing still suffers from head-of-line blocking caused by in-order delivery guarantees on a 
single TCP connection. 

QUIC builds on HTTP/2’s binary framing concept, but pushes stream handling down into the 
session layer where it can take advantage of UDP out-of-order delivery for true multiplexing without 
head-of-line blocking. 

Because there are now multiple HTTP-semantic compatible application-layer protocols, clients 
need a way to indicate which one they would like to use. The IETF HTTPbis Working Group 
identified this issue during the design phase of HTTP/2 and proposed two complementary 
solutions: 

• Application-Layer Protocol Negotiation (ALPN) (13) is an extension of Transport Layer 
Security (TLS) that allows secure clients and servers to negotiate an application-layer 
protocol during the TLS handshake. This is used, for example, to negotiate the use of 
HTTP/2 instead of HTTP/1.1. 

• HTTP Alternative Services (Alt-Svc) offers the means for an HTTP origin server to 
advertise that an alternative endpoint is authoritative for all the resources it provides. The 
server signals alternatives using the Alt-Svc HTTP response header, or an ALTSVC 
HTTP/2 frame. This advertisement allows for a change of application protocol and/or host 
address and/or host port. For example, an HTTP/1.1 origin server could advertise a 
HTTP/QUIC alternative on a different listening port. 

A key feature of Alt-Svc is that alternatives are used optimistically; a client can test a 
potential alternative in parallel with retrieving from the canonical origin, switching only when 
it chooses. Furthermore, a client may at any time fall back to the canonical origin, for 
example in the case that communication with the alternative fails. 

 HTTP Server Push 
Server Push allows a server to speculatively send to a client data that it anticipates the client will 
need. In HTTP/1.1 terms this could be thought of as sending multiple response messages to a 
single request. Pushed resources are always sent in relation to an initial client request and are 
delivered as a sequence of application-level protocol Frames: PUSH_PROMISE (simulated request 
metadata), followed by HEADERS (response metadata) and DATA (response body data). This same 
pattern is supported by both HTTP/2 and HTTP/QUIC. 

Server Push is intended to reduce user-perceived latency (also known as Page Load Time – PLT) 
by means of shortening the critical render path. As a browser client parses an HTML document 
retrieved from the Web, it builds a map of dependent resources (e.g. style sheets, script libraries, 
images) that need to be requested for the document to be completely rendered. This takes 
valuable time. Server Push is intended to proactively provide the dependent resources ahead of 
this processing, which theoretically provides a performance improvement. Server Push can only be 
used to push resources that the server is authoritative for, meaning that it cannot be used to push 
third-party resources belonging to some other origin. The effectiveness of Server Push on page 
performance is therefore related to all parties comprising a web page. 
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Several studies (14) (15) investigate the performance of Server Push in laboratory conditions, with 
and without simulated packet loss. The performance results vary, but a common conclusion is that 
the use of Server Push needs careful design, tuning and measurement. Google published “Rules 
of Thumb for HTTP/2 Push” (16), which provides some guidance and identifies that “indiscriminate 
use of server push can actually make page load time worse”. Performance problems are generally 
related to wasted bandwidth (see Section 3.5 of the present report for a proposed solution). 

Unfortunately, there are not many published results that consider large-scale, practical 
deployments of Server Push on the Web. Torsten Zimmerman presented some results at IETF 101 
(17) from the team at RWTH Aachen which provides a public tool (https://http2.netray.io) tracking 
adoption of HTTP/2 and Server Push by the top 1 million websites (as measured by Alexa). The 
data from this tool shows that 20% of the top 1 million websites support HTTP/2 Server Push 
today. The trend over time is increasing, as shown by Figure 1. 

 
Figure 1. Adoption of HTTP/2 Server Push over the Alexa top 1 million web sites, over the period of April 2017 to 

April 2018. As reported by https://http2.netray.io/stats.html. 

Commercial Content Distribution Networks dominate adoption of Server Push. See Table 1 for a 
sample of adoption share taken in March 2018. 

Autonomous System Share 

Cloudflare 40.52% 

Akamai 26.3% 

Fastly 9.16% 

TWL-HOM (Germany) 3.34% 

OVH (France) 1.19% 

Table 1. Adoption of HTTP/2 Server Push by the Alexa top 1 million web sites, 
as measured in March 2018 (17). 

https://http2.netray.io/
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Zimmerman also presented results of automated web performance tests carried out across 
supported websites. This considered page load time (measured by the browser as the time delta 
between connectEnd and loadEventStart render timeline events) and SpeedIndex (a Google 
metric). The results show that Server Push impacts performance positively and negatively, with no 
simple reason evident. 

The author would welcome content providers or network operators to publish similar data in order 
for the community to analyse and better understand Server Push in real-world deployments. 

 HTTP caching and the trouble with Server Push browser behaviour 
HTTP Server Push, as specified, makes specific requirements on the client cache. However, 
browser caching is a complex field and, in reality, there are several caches that may be used for 
any given web page or HTTP session. Of relevance to this paper are the Preload Cache, the 
Service Worker Cache, HTTP Cache and the so-called Push Cache. This caching hierarchy is 
intended to take into account important browser considerations, including the security model and 
same-origin policy enforcement. Public discussion of this design rationale is hard to come by so it 
is difficult to truly understand all factors at play. In any case, the hierarchy goes beyond the scope 
of the present paper; the interaction with the Push Cache is the main focus here. 

Jake Archibald’s survey of the Chrome, Edge, Safari and Firefox browsers (18) identified a 
common design property. For any given resource request2, the Push cache is the last cache 
checked in the browser before a network request is issued to a server (Figure 2). The study 
identifies many inconsistencies in behaviour, which highlights the complexity of managing Server 
Push. 

 
Figure 2. HTTP user agent caches. Moving from left-to-right, a document accesses several caches when it 

attempts to load an HTTP resource from a server. Pushed resources languish in the Push Cache until a request 
promotes them into the HTTP cache. 

In all contemporary web browser implementations the Push Cache is opaque to any Web 
Application residing above it. It cannot be directly queried and it does not generate events when 
either a resource promise or the promised resource are received. It is the author’s belief that 
“opaque Server Push” negates some of the intended performance benefit. Web Applications are 
not able to optimise their resource loading approach because the information is hidden. The 
present report focuses on a solution to this specific problem. 

The Web community has also identified that opaque Server Push is a shortcoming and several 
issues have been raised against relevant W3C specifications such as Fetch (19) (20) and Service 
Worker (21). Alex Russell collected some thoughts and solutions (22). One behaves similarly to the 
Server-Sent Events (SSE) API (23), with which a Web Application can opt in to receiving events of 
particular interest. Another solution uses an Observer pattern (“Fetch observer”) with push events 
fired by the browser in relation to a particular Fetch. 

We believe that the definition and implementation of such Server Push APIs would provide a 
means to realise performance gains, particularly where Web Applications use JavaScript to gain 
finer-grained control over resource loading (see Section  3.6 for further discussion). The ability for 
client-side JavaScript to be reactive to events, as opposed to waiting for resource execution or 
timed polling, could reduce the overall time taken to complete the render pipeline. 

________________________________________________________________________________________________ 
2 Jake Archibald identifies that Microsoft’s Edge browser failed to check the Push Cache when requests are 
issued using the Fetch API, XMLHttpRequest or iframe element. 
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 Analysis of reactive web APIs 
A number of APIs have been specified for the Web Platform that allow developers to write reactive 
Web Applications: 

• Server-Sent Events 

• Push API (24) 

• WebSockets (25) 

• WebRTC RTCDataChannel (26) 

We have identified four key characteristics that are important in determining the applicability of 
such technologies and we present our mapping between the characteristics and the technologies 
in Table 2 below: 

 URL visibility Directionality Distribution 
model 

Supported 
payload types 

Server Push3 Native Unidirectional Centralised Any permitted 
type 

Server Sent 
Events 

Mapped/ 
encapsulated 

Text only 

Push API Any permitted 
type 

WebSockets Bidirectional 

RTCDataChannel Peer-to-peer 

Table 2: Feature comparison of reactive web APIs. 

The directionality, distribution model and payload type characteristics have obvious meaning. The 
URL visibility characteristic captures how well the technology integrates with the Web model. 
Mapping or encapsulation of the URL above the HTTP layer is, by necessity, application-defined, 
and often non-standard. This can place a burden on application development. There is anecdotal 
evidence that deployability is also affected. For example, traditional scalable delivery solutions 
such as caching do not work effectively for WebSockets, WebRTC or Server-Sent Events. 
Therefore, the feasibility of scaling to support massive populations of clients in unclear. 

The prototype video streaming use case described in Section 2 depends upon the use of URLs 
and the delivery of binary data. The Server Push primitive nominally satisfies this requirement but 
the Web Platform lacks a suitable API. Section 4 explores this area and describes our proposed 
solution to the problem. 

 Cache digests for Server Push 
In addition to the client-related Server Push issues described earlier, performance problems may 
be attributed to server behaviour. Some naive servers repeatedly attempt to push resources that 
the client has already locally cached, regardless of whether the resources already sit in the HTTP 
Cache or the Push Cache (see Figure 2). Pushing unnecessary resources wastes bandwidth and 
may reduce user-perceived performance. 

Cache Digests (27) are a proposed strategy for avoiding this problem. A client may indicate the 
state of items in its local cache when making an HTTP request, and a server supporting Cache 
Digests can use this information to make better decisions when pushing dependent resources. 

________________________________________________________________________________________________ 
3 Our thoughts on what characteristics a Server Push API should provide. 
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 Preload and early hints 
In light of the slow progress made in defining a Server Push API for the Web Platform, alternative 
means of improving the performance of resource loading have been specified: 

• Link preload – Web Applications may require fine-grained control over resource loading. 
Placing this behaviour in JavaScript (by means of XmlHttpRequest or Fetch (28)) allows 
for control but can cause performance problems because the required resource is loaded 
after JavaScript execution. The preload keyword (29) of the link HTML element (23) (or 
Link HTTP response header field) allows browsers to do early fetching of resources for 
performance gains. 

• Early Hints – It was identified that Link preload headers are useful and that it would be 
desirable to send them as early as possible. However, servers may not be able to generate 
a final response that includes such a header field. The 103 (Early Hints) informational 
status code (30) can appear in a non-final HTTP response (i.e. prior to the final response in 
a particular HTTP transaction), and can carry with it Link response header fields. This 
approach allows a client to learn about dependent resources and fetch them even earlier. 

These solutions are well suited to web page resource structures that tend to be fairly rigid. There is 
the potential to help improve page load time by applying such solutions. However, for other use 
cases, such as media streaming, resource requests are more fluid and quality of experience 
cannot be measured in the same terms. We therefore do not believe these solutions are suitable 
for the new use cases discussed in the next section. 

 Server push opportunities 
The BBC offers several web services (e.g. media streaming, live event text updates, business-to-
business RESTful APIs) where the quality of experience or measure of success is not related to 
user-perceived page load time. During our research, we have identified the opportunity for a Server 
Push API to enable a new set of use cases that benefit from a more reactive approach to web-
oriented HTTP delivery of resources. 

The use of Server Push to improve media playback performance has been investigated by several 
groups: Huysegems et. al. (31), Van der Hooft et. al (32). and Wei et. al. (33)). Further discussion 
of such work is beyond the scope of the present report. 

The scalable media streaming use case is outlined in Section 2 above. Beyond media streaming 
we are also interested in using Server Push for the low-latency delivery of resources. This could be 
used to deliver more timely updates of news or sporting events, for example, using either unicast 
or multicast distribution. 
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4  System design 

 An ideal system 

 
Figure 3: Components of an ideal system 

In the long term, our ideal system would see the browser itself implementing native support for 
multicast HTTP/QUIC. It would act on Alt-Svc advertisements and join sessions on behalf of a Web 
Application. Such a deployment would be composed of several high-level components (Figure 3): 

1. A conventional unicast HTTP media origin providing access to MPEG-DASH resources. 

2. A multicast HTTP/QUIC sender segmenting MPEG-DASH resources into QUIC packet 
streams and transmitting them over source-specific IP multicast. 

3. A web browser with native support for multicast HTTP/QUIC to receive and reassemble 
incoming packet streams into HTTP resources. 

4. An MPEG-DASH browser Web Application that opts in to receive multicast HTTP/QUIC. 

 The challenge of browser-based multicast reception 
Receiving multicast IP in a browser is challenging today: there is no deployed Web Platform API 
for interacting with multicast. Some browser addons offer a potential route. However, Chrome and 
Firefox have announced plans to remove this capability (34) (35). 

A TCP and UDP socket API was proposed by W3C (36) but it did not progress to the 
Recommendation track, in part because of security concerns. The generic ability to open raw 
sockets could be used to work around “same-origin” policy rules, which may have contributed to 
the lack of uptake by browser vendors. 

We believe that the HTTP over multicast QUIC proposal could present a more restricted and safer 
means of accessing multicast from a browser context. A Web Application would signal its desire to 
receive such transmissions. The policy and security context, influenced by the Alt-Svc security 
model, would be managed by the browser core components. This approach of adding policy to 
Server Push is similar to Web Push, as specified in (37). The W3C Push API is supported by 
Chrome and Firefox browsers, but it is not known how widely used the Server Push primitive is to 
deliver content. 

Our practical work aims to demonstrate an end-to-end proof-of-concept solution in order to frame 
the problem and gain interest in the proposed solution. In order to further these objectives, we 
have decided for the time being to sidestep the problem of multicast delivery directly into the 
browser. 

To simulate multicast reception in the absence of native browser support, we have instead devised 
and prototyped a protocol gateway that receives multicast QUIC packets and tunnels them to an 
interested web browser over a dedicated WebSocket connection (Figure 4). A stream of packets 
corresponding to a particular multicast HTTP/QUIC session (i.e. a single MPEG-DASH 
Representation in our linear media streaming use case) is identified by a URL that uses the wss 
(secure WebSocket) protocol scheme. A Web Application that opens a connection to such a URL 
signals explicit intent to “subscribe” to this packet stream. Received packets are then processed in 
JavaScript in order to generate a sequence of pushed resources. (In the ideal system, multicast 
packet handling would be done by the browser core without the need for the external protocol 
gateway, the use of WebSockets, or JavaScript packet processing.) 
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Figure 4: Transport Protocol Gateway protocol stack. 

 The proof-of-concept system 

 
Figure 5: Proof-of-concept system components 

Our proof of concept has the following components (Figure 5): 

1. A conventional unicast HTTP media origin providing access to MPEG-DASH resources. 

2. A multicast HTTP/QUIC sender segmenting MPEG-DASH resources into QUIC packet 
streams and transmitting them over source-specific IP multicast. 

3. A Transport Protocol Gateway that tunnels QUIC packets over WebSockets. 

4. A web browser running a DASM Web Application, composed of: 

o An MPEG-DASH player, powered by Dash.js, running in a web page. 

o A Service Worker responsible for: 

 Intercepting resource fetch requests from the web page. 

 Modifying MPEG-DASH Media Presentation Descriptions to introduce a 
short delay in the Presentation timing. 

 Handling multicast HTTP/QUIC advertisements provided in Alt-Svc HTTP 
response headers. 

 Managing WebSocket connections. 

 Storing pushed resources in the Service Worker cache. 

o An HTTP/QUIC reassembler handler that receives QUIC packets that it 
deserialises and reassembles into HTTP messages. This is implemented in cross-
platform WebAssembly (38) for reasons of performance 
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Thus, when the MPEG-DASH player requests the next media Segment in the Presentation, the 
requested resource should already have been received from the WebSocket tunnel, reassembled 
and placed into the Service Worker cache, and can be returned immediately from there by the 
Service Worker without recourse to conventional unicast retrieval. 

Similarly, the Service Worker has sufficient time to patch any gaps in the received multicast packet 
stream (resulting from network congestion and consequent packet loss, for example) using a 
conventional unicast HTTP request to the HTTP media origin. (This could be an HTTP byte-range 
request to avoid increasing network congestion any more than necessary.) 

 Server Push API Proposal 
In the absence of a Server Push API suitable for Web Applications, we propose one that aligns 
with the Fetch paradigm. We define a new event object, ResourcePushEvent, that inherits from 
DOM Event (39). The WebIDL definition is shown in Figure 6. 

This event object carries two read-only attributes: a Request, representing the HTTP pseudo-
request metadata conveyed in a PUSH_PROMISE Frame, and a JavaScript Promise for a Response. 
A component that realises this API should generate a new ResourcePushEvent whenever a 
PUSH_PROMISE Frame is received. The Response Promise can only be resolved when all HEADERS 
and DATA Frames have been received. The Response may be cancelled before it is resolved. This 
may cause the implementation to issue a Stream reset and it is free to discard any unprocessed 
Frames from the Stream corresponding to the pushed resource. 

One of the key benefits of this simple API design is that it operates at a high level of abstraction 
(pushed HTTP resources) and is therefore applicable both to the proof-of-concept system 
(Section 4.3) and in the ideal system (Section 4.1). 

Use of the ResourcePushEvent is not restricted to any particular browser scope. The author 
invites feedback as to whether a restriction to Service Worker scope would be desirable. However, 
the ability for a Service Worker to generate a PushPromiseEvent to its client applications could be 
beneficial for certain use cases.

interface ResourcePushEvent : Event { 
  readonly attribute Request request; 
  readonly attribute Promise<Response> response; 
} 
 
dictionary ResourcePushEventInit : EventInit { 
  required Request request; 
  required Promise<Response> response; 
} 

Figure 6: ResourcePushEvent definition in WebIDL 
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Figure 7. The prototype DASM Web Application. A device contains an Operating System, which runs a Browser and a networking stack. Within the browser scope the 
components of the DASM Web Application are shown. The Service Worker intercepts HTTP requests from a media player (dash.js) made using the Fetch API (blue) 
and inspects the Service Worker Cache to see if they can be satisfied from its contents. Cache misses result in a unicast fetch (orange line) and the HTTP responses 

are stored in the Service Worker Cache. The Service Worker may simultaneously be receiving HTTP/QUIC packets via a WebSocket (cyan). It passes these to the 
HTTP/QUIC packet handling component that asynchronously generates Server Push events for each HTTP resource it successfully reassembles. These are then 

stored in the Service Worker Cache, hopefully before they are requested by the media player. 
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5 Prototyping work 
BBC R&D has prototyped the proof-of-concept system described in Section 4.3. The prototyping 
activity intentionally avoided modifying the browser source code so that we were able to 
demonstrate it on a range of browsers4 without additional implementation effort. However, this 
required us to modify our ideal Server Push API (Section  5.2) slightly. 

The prototype focused on using the Web Platform wherever possible to build the Web Application 
shown in Figure 7. This is a single HTML document that contains an HTML video element 
(controlled by Dash.js, an MPEG-DASH player framework that leverages the Media Source 
Extensions API (40)). This HTML page also loads our DASM Service Worker. Together, these two 
components form the DASM Web Application which is effectively a conventional, simple media 
player with some bolted-on smarts hidden within the Service Worker. Importantly, by using a 
Service Worker we are able to carry out critical work in the background of the media player. 

Because of the way DASM is designed, media streaming is a seamless consumer experience. The 
Web Application falls back to conventional unicast HTTP if: 

• the Service Worker fails to load, 

• the MPEG-DASH Presentation does not advertise multicast services, 

• multicast reception experiences packet loss, or 

• the user disables multicast reception altogether. 

 DASM Service Worker 
The Service Worker intercepts requests made by the MPEG-DASH player. If a Request for an 
MPD is observed, the Service Worker may take control of the Presentation. The Service Worker 
Fetches the MPD from the media origin and, once retrieved, it probes each of the MPEG-DASH 
Representations, by means of unicast HTTP HEAD requests for any media Segment, in order to 
determine whether multicast HTTP/QUIC is advertised via an Alt-Svc response header. If no 
multicast is advertised for a given Representation, the Service Worker operates in a unicast-only 
passthrough mode when that Representation is selected for playback. 

If multicast is available, the Service Worker takes control. It modifies the MPD, adjusting the 
availabilityStartTime and timeshiftBufferDepth in order to introduce a multicast reception 
window. This creates sufficient time for the Service Worker to receive QUIC packets and repair any 
multicast losses in advance of the MPEG-DASH player requesting them. This modified MPD is 
written to the Service Worker cache before it is passed back to the MPEG-DASH player. 

The Service Worker maintains a pool of WebSocket connections that, as explained earlier, receive 
a continuous sequence of pushed resources in a serialised QUIC packet format. 

 HTTP/QUIC reassembler 
The QUIC handling component is a library that realises our API and generate a 
ResourcePushEvent object when appropriate. The prototype has limited access to web 
fundamental elements, so we instantiate a DOM CustomEvent and pass the Request and 
Promise<Response> objects as attributes of the JSON custom data. The library also realises the 
DOM EventTarget interface, meaning that events are generated on a library instance, in a similar 
fashion to the WebSocket API. 

The QUIC handling library exposes a function, enqueuePacket(), that accepts a single QUIC 
packet. No browser available at the time of writing offers support for processing of QUIC packets at 
the application layer. Therefore, we have used the Emscripten tool (41) to convert an existing 
QUIC deserialization library written in C++ into WebAssembly for execution in the Web Application. 
________________________________________________________________________________________________ 
4 At the time of experimentation, only Chrome and Firefox browsers supported the Service Worker API. In 
the meantime Edge and Safari have added support. 
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 Integration and testing 
The DASM Web Application prototype was tested in Chrome and Firefox on internal BBC R&D 
networks. It was able to decode and play an MPEG-DASH presentation in real time with no 
disruption. The Service Worker is responsible for managing packet loss and Representation 
switching. An “expert view” provides information on the Service Worker inner workings. 

This was a successful demonstration of distributing live television content using multicast 
HTTP/QUIC to a web browser and was demonstrated at the IETF 101 Hackathon in London. 

6 Conclusion 
Analysis of Server Push by industry and academia (Section 3.2) shows variation in its ability to 
deliver on the early promises of web performance. This could lead to a temptation to disable or 
remove the feature in the spirit of engineering simplicity. The web community is employing different 
strategies in this space: Cache Digests (Section  3.5) seek to improve Server Push from the 
server’s perspective, while Link preload and early hints (Section 3.6) provide complete alternatives. 

Our prototype DASM system uses the Server Push primitive to support a novel delivery paradigm 
that is unrelated to web performance. We believe this has general application to several use cases. 

In the absence of a native Server Push API in today’s web browsers, we proposed one 
(Section 4.4). In order to avoid modifying web browsers at this stage, we designed a proof-of-
concept API based on CustomEvent and prototyped it in an application-layer library for use in a 
range of Web Applications. The proof-of-concept is intended to spur conversation on the 
applicability of Server Push well beyond its initial goal of improving user-perceived page load time. 
We hope to encourage discussion on this topic and to make a case for incorporating Server Push 
into the browser core. We encourage the adoption and/or maintenance of the HTTP protocol 
features required for Server Push in User Agents. 

Our prototype is a work in progress that has so far demonstrated an end-to-end media delivery 
system, based on our experimental multicast HTTP/QUIC protocol. We integrated a simple media 
streaming web page (based on dash.js) with the aforementioned Server Push API library using a 
Service Worker. We successfully tested the web application in Chrome and Firefox browsers 
(Section 5.3). In the course of this work we have identified gaps in our understanding, and gaps in 
the Web Platform. Pragmatic steps were taken to provide interim workarounds, with more viable 
long-term solutions sought out. We intend to engage with the web community in order to progress 
support for a Server Push API and native HTTP over multicast QUIC in the browser core. 

The prototype also proves the viability of processing HTTP Alternative Service headers in the 
application layer. We believe this could be useful for other experimental HTTP-based protocols that 
are not supported natively in the browser. 

Finally, we have also proven the ability of a web browser to deserialise and reassemble QUIC 
packets entirely in the application layer by means of WebAssembly. While this is not intended as a 
long-term solution, it demonstrates that the Web Platform can be flexible enough to support 
prototypes and experiments without needing to create custom builds of software. This allows for 
larger scale experiments to be deployed with minimal friction in the client user base. Gathering 
data is an important aspect of proving new designs. 
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