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Abstract 

Analysis of sports such as football often makes use of techniques to allow the 
broadcaster to show a view of incidents in a match from different angles. This can 
involve a manual process of creating a model of the game at a key moment, 
requiring a 3D model of each player to be created, or selected from a pre-defined 
library of players in different poses. This is time-consuming, limiting the number 
of incidents that can be analysed.  

This paper presents a method to automatically identify the pose and orientation of 
a football player from a video still image to allow such applications to be speeded 
up. 

The Random Fern Forest classifier is used in conjunction with a set of 3D person 
models to produce a pose estimation of the football player. 

This is a quick classifier so can be used in applications that are required to run in 
a very short time. 

This document was originally presented and published at the Intelligent Signal 
Processing (ISP) Conference, London 1st & 2nd December 2015. 

The slides are included in an appendix to this white paper. 
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Abstract  

This paper aims to identify the pose of a football player from 

a video still image. The Random Fern Forest classifier is used 

in conjunction with a set of 3d person models to produce a 

pose estimation of the football player. This is a quick classifier 

so can be used in applications that are required to run in a very 

short time.  

1 Introduction  

Modern televised sports coverage includes a large amount of 

analysis and explanation to help the viewer gain a greater 

understanding and insight into the sport they are watching. 

There are many different techniques and tools to aid sports 

broadcasters with this analysis including graphics systems to 

visualise and demonstrate the comments of the commentators 

and pundits.  

  

Often there will be a specific moment of interest in the event 

that requires detailed examination. One technique used by 

sports broadcasters, particularly in football,  is to pause the 

replay of the action at this point of interest and then move the 

viewers' viewing point around the pitch so that they can see 

events from another relevant position. There are a variety of 

techniques that can be used to generate this effect, including 

building up models of the scene from the various camera 

views [1]. Alternatively the broadcaster may employ a 

graphics system to render an entirely computer generated 

model of the scene and then fly a virtual camera around that 

scene. However, this technique is time consuming because the 

graphic system operator must place in their virtual scene 

representations of all the visible players and then manually 

pose them to match their real counterparts in the video image.  

  

The method proposes to automate the placement of the posed 

3D players within the scene. There are 81 rendered 3D models 

of players in a variety of poses available. These represent the 

base poses from which a graphics system operator chooses his 

or her initial poses for the players in the scene. This method 

matches the player silhouette with the silhouette of the closest 

matching rendered model.  

  

The selection of rendered poses is not exhaustive. It is a 

relatively small subset of all the poses that the human body is 

capable of. However, it is not required to exactly match the 

real player pose. True monocular pose estimation such as in  

 

 

 

[2] is not being performed. Instead a pose estimation that is 

sufficiently good for a brief on screen appearance is required, 

with at most small adjustment from the operator.   

  

There are further refinements needed to create the working 

system, for example, silhouettes are inherently ambiguous and 

every silhouette can fit multiple poses. However, the 

techniques being applied to resolve these challenges are 

outside the scope of this paper.  

2 Image Classification  

The silhouette matching itself is performed using a Random 

Fern Forest (RFF) classifier as described in [3]. Fern Forest 

classifiers and the similar Decision Forest classifiers have in 

recent years proved themselves to be powerful and versatile 

classifiers particularly for classifying pixels [4] and small 

image patches [5]. The application applies the classification to 

images of simple binary object shapes in the form of human 

silhouettes.  

  

This paper carries out a matching exercise between one shape 

in an image extracted from the real world to a library of images 

of shapes that have been generated. There is a wealth of 

literature on image matching such as those techniques 

reviewed in [6] and [7].  

  

A RFF classifier is effectively a large store of very simple 

descriptors made up of pairs of pixel comparisons. The offline 

training phase of the classifier is the more time consuming 

phase while it learns from a large body of images. The simple 

descriptors mean that classification can be performed very 

rapidly. This is ideal for the intended application in live sports 

coverage which requires a very fast turnaround.  

  

The RFF is made up of a series of weak learners that combine 

to give an overall score. Each learner (i.e. fern) doesn’t define 

the appearance of the whole image but contains some elements 

of its structure. This technique should fit the problem where 

there is likely to be a great deal of difference between the test 

images from real video coverage and the training set of 

rendered player models. The width of the forest can be 

increased by adding more ferns. This has the potential to hold 

a better description of the image. This will increase the 

execution time of the training and the classifying phases.  

  

The classifier can be trained using variety of synthesised 

images. The classes will hopefully contain enough information 

to match the test images despite the fact the test image will not 

be identical to any training image. The images generated for 

the classifier are discussed in this document.  
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The binary feature, fi, at each level of the fern is a comparison 

of two pixels, pi,1 and pi,2 in image I:  

  

     (1)  

  

The results of the binary features for the whole fern depth are 

combined to produce a binary number. This acts as a descriptor 

for that image for that fern  

  

When classifying an unknown test image the result is calculated 

by combining the posterior probability distributions for those 

images across all the ferns in the forest. The class with the 

largest combined probability wins and is determined to be the 

match. When testing with one image to train each class, the 

average of the probability distribution across the forest as in [5] 

was used. When working with multiple training images per 

class the Semi Naive-Bayes score calculation is used [3].   

  

The values of pi,1 and pi,2 are normalised so can work with 

images of varying size and proportion.   

3 Training the classifier  

The RFF classifier was trained using a set of synthetic images. 

It was then tested on a range of synthetic images and images 

have been taken from broadcast video to determine if the player 

pose can be defined.  

  

The training set is based on a rendered 3-dimensional model of 

a player. A professional animator produced models with 81 

different poses that are typical of a football player.  An example 

can be seen in Figure 1.   

  
Figure 1: Example of a player model  

  

The posed player model was then used to generate various 

training images by rendering the model from different 

viewpoints. The resulting images were turned into binary 

images to represent the player’s silhouette. Each training image 

is a binary image with an associated:  

• player model  

• tilt angle  

• twist angle  

The twist angle is how much the player model has been rotated 

about its vertical axis. The tilt angle is the angle between the 

player model and the ‘camera’ viewing the model.  

Test images have also been produced from the 3-dimensioinal 

player models, each with different twist angles and tilt angles. 

These images are not the same images as any of the images in 

the training data set.  

  

The RFF classifier has several variables that can be changed. 

Some are investigated in this paper. The default values used:  

• Number of ferns in forest (or forest width) = 100  

• Number of levels in fern =10  

  

In the results section the twist and tilt angles as well as the 

models used to generate the training sets are described.  

4 Results – synthetic data  

In this section tests and results are presented using selected 

synthetic data. In section 6 the results of testing the RFF 

classifier with actual silhouettes generated from broadcast 

video images are shown.   

4.1 Testing with constrained set of synthetic data  

The RRF classifier was trained. The training dataset contains 

three images that each relate to a class so there are three 

classes. All the images were generated from the model with 

pose ID number 0. The angle the model is viewed from is 

different for each image. The tilt angles selected are typical for 

broadcast cameras at a football match:  

Training 

Image  

Model 

pose ID  

Tilt angle  Twist  

1  0  -75  0  

2  0  -80  0  

3  0  -85  0  

Table 1: Training images for classifier  

  

  
Figure 2: Training dataset: 3 training images  

  

    
Figure 3: Test image:   

  

The test image was generated with the following: model 0; tilt  

angle -74.0744; twist angle 0.713947  

  

The RRF classifier was run several times, being retrained each 

time and the test image In Figure 3 being classified.   

100 runs produced the following results:  

• 56 class 1;   

• 34 class 2; 

• 10 class 3.   
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So despite the fact the RRF classifier has multiple ferns (or runs) 

within it, it still produces varied results for this set of training 

data with this training image.  

  

These results are for the training image as shown in Figure 3 

which has a significant area of background. This image was 

then clipped to the bounding box of the player (Figure 4) and 

re-tested. These tests yielded the result class 1, 100 times out of 

100 test runs; the ideal result.   

  

The first set of results was giving a less consistent result as the 

player was a smaller proportion of the image. When the test 

image was cropped so that the image was the player within their 

bounding box, the proportion of the image that was player vs 

background was much higher.   

  

  
Figure 4: Test image (cropped to bounding box version)  

  

The way the scores of each class varied between runs for the 

cropped images can be seen in Figure 5. It can be seen from this 

graph that the classification is robust, there is clear separation 

between the higher score of the ideal result and the other 

potential results scores.  

  

  
Figure 5: Class scores for each run of the RFF classifier for test 

image  

  

All training images and test images from now on in the paper 

will use images cropped to the player silhouette.  

4.2 Testing with expanded set of models: Synthetic data  

The training set next investigated has multiple models with the 

same 3 tilt angles as in the previous section, all at zero rotation:  

• 9 player models  

• 0 twist  

• -75, -80, -85 tilt  

  

The RFF classifier was run 20 times for each test image. For 

each run the RFF classifier was retrained. A correct 

classification is defined as a class within 100 tilt angle and the 

correct model ID. The scores and results are output for each run. 

The RFF Classifier successfully classifies the test image (Figure 

4) 20 times.  

  

For the first test the scores for each class can be analysed to 

understand further the performance of the RFF classifier, as 

shown in Figure 7. It can be clearly seen that class 1 was the 

result for all 20 runs. Class 7 also has a consistently higher than 

average score but significantly lower that class 1. All other 

classes’ scores are reliably much lower showing they will 

never appear in the results.  

  

Class 1 has the parameters:  

• model 1, tilt -75, twist 0;  class 7 has:  

• model 3, tilt -75, twist 0.  
Model 3 is visually very similar to model 1, so it is reasonable 

to see a high score for class 7. The class numbers are in sets of 

3. Classes 1-3 relate to model 1 with three tilt angles, then 

classes 4-6 to model 2 etc. A pattern can be seen in the lower 

scores that is periodic that relates to the tilt angles of the class. 

The classes with tilt angle -75 consistently score higher than 

the other tilt angles. -75 is the closest tilt angle to this test 

image   

  

Seeing these patterns in the scores suggests the RRF classifier 

is performing as expected and is not succeeding through 

chance.  

4.3 Testing with expanded set of models and viewing 

angles:  Synthetic data   

The training set investigated in this section has all models with 

a full set of rotations:  

• 81 player models 

 0, 5, … , 355 

twist  

• -80 tilt  

A new set of test images (Figure 6) are generated to represent 

this extended range of models (poses) and orientation.  

 

Figure 6: Set of Test Images  
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The RFF classifier was run 350 times. It was run 35 times for 

each test image. There were 10 test images created from various 

models, rotation and tilt angles. A correct classification is 

defined as a class within 100 twist angle and the correct model 

ID. The scores and results are output for each run. The RFF 

Classifier successfully classifies the test image 348 times and 

‘fails’ twice.  

  

The classifier is performing well in the various ranges of 

training classes and test images investigated so far. The next 

step is to test against real data from broadcast video.  

4.4 Testing with different forest width:  Synthetic data  

This section describes the RFF classifier being trained with 

multiple images per class. Until now a single training image has 

been used per class. A similar range of classes are used to those 

in the previous section, however, there are a reduced number of 

classes as a 30o increment in twist angle is used (instead of 5o):  

• 81 player models  
0, 30, … , 330 twist  

• -80 tilt  

33 training images were used to train each class with a variety 

of angles, these were:  

• Class twist angle + [-25, -20, … +25]  

• Tilt angles + [-85, -80, -75]  
As multiple training images being used per class the fern 

probabilities were combined in a Naive-Bayesian way, as in [3]. 

One of the variables in the RFF is the forest width. The value 

100 has been used until now. In these experiments the values 

from 10 to 200 are tested. Figure 8 shows how many of the 10 

test images were correctly classified, averaged over the 45 runs.   

  

A forest width value of about 50 or greater produces the highest 

number of correct results. 150 or greater produces a decline in 

correct results. It is not possible from these tests to know the 

cause of this decline. There may be a number of  reasons which 

may include the data being over fitted.   

100 seems a reasonable forest width value to use.  

  
Figure 8: Runs with different forest width in RFF classifier.  

5 Broadcast video as source data  

The RFF classifier has performed well on clean synthetic data. 

This section will look at how the classifier works when applied 

to real football player images.  

  

The football player images to be tested are from broadcast video 

footage. These football player images are produced by:  

1. Appling a key to the whole image  

2. Segmenting players from this keyed 

image The result is a binary image of a player.   

5.1 Pre-processing video images  

  
Figure 9: Keyed image from broadcast video  

The first process applied to the video image was to apply a 

keyer. For a football match the majority of the background is 

  

Figure 7: Class scores for each run of the RFF classifier a test image  
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the grass of the pitch, a chroma keyer can be used to ‘remove’ 

the green grass. The output of this chroma keyer is a binary 

image where white is foreground and black is the background 

(grass pitch), Figure 9.   

  

The second process applied is to extract the players themselves. 

This was done be segmenting player sized foreground regions. 

The resulting image of a player is a binary image that can be 

classified by the RFF classifier being tested  

  
Figure 10: Player silhouettes: Regions 1, 3, 7, 8, 9  

6 Results – silhouettes from broadcast video  

In this section the results of testing the classifier with silhouettes 

generated from broadcast video images are shown.  

  

The training data and test images that were used are the same as 

the previous tests:  

• 81 player models  
0, 5, … , 355 twist  

• -80 tilt  

9 keyed regions were extracted from the video image and 

preprocessed as described in the previous section. These are the 

test images for this section, each relating to a football player in 

the broadcast video.  

  

The RFF classifier was trained and then asked to classify each 

of these 9 test images. These test images relate to actual players 

and not models. The definition of a correct classification was 

therefore carried out subjectively.  

  

Test 

Image  

# good 

classifications  

# moderate 

classifications  

#  

Failures   

Region 1  

Region 2  

Region 3  

Region 4  

Region 5  

Region 6  

Region 7  

Region 8  

Region 9  

96%  

54%  

64%  

51%  

44%  

20%  

0%  

42%  

8%  

4%  

22%  

10%  

32%  

36%  

38%  

0%  

24%  

20%  

0%  

24%  

26%  

17%  

20%  

42%  

100%  

34%  

72%  

Table 2: Classification of test images from broadcast footage  

  

The first sets of tests used the RFF classifier with a forest width 

(number ferns) of 100 and fern depth of 10. Section 4.4 shows 

100 is a reasonable value for forest width. The RFF classifier 

was trained and then asked to classify each of the 9 test images.  

  

 These results in Table 2 show that the performance of the  RFF 

classifier with real images from broadcast cameras is  

significantly less stable than with synthetically produced  

images. This is to be expected. However these results show  the 

potential of the RFF classifier for classifying or defining  the 

pose in a satisfactory manner as in Figure 11.  

  

 For region 1 (Figure 10) the most frequently returned result  

was Model 71, angles 30-55, 36% of the time. This result  

(Figure 11) is a good approximation of the pose of the player 

in the video image. The training set didn’t contain a suitable 

pose to match region 3 and so returned results lack the raised 

arm.   

  
Figure 11: Pose approximation for regions 1, 3, 7, 8, 9  

  

Initially this does not look a very robust result as it is only 

returned a third of the time, however on closer inspection 

models 63-71 appear in 64% of the results. The 81 models are 

in sets of 9, so each set of 9 models are related to each other 

and similar, models 63-71 are one of these sets. All these 

models are a very good result. The returned result scoring  

‘good’ actually totals 96%.   

  

The 81 models produced have not been statistically produced, 

i.e. no account has been taken of the actual frequency of poses 

appearing in broadcast coverage. The models have been 

produced by a professional animator who generated models 

with poses typical to football. So it may not be surprising to 

see there are many related poses to a normal football player 

pose. Thus in these cases there may be more than one 

acceptable result each of which very closely mimics the actual 

pose of the player in the video.  

For regions 7, 8 and 9 the RFF classifier performs poorly as 

the segmentation includes the pitch lines or multiple players in 

a single region.   

  

The number of ferns in the RFF classifier in all previous tests 

was 100. Further tests were carried out with forest width of 200 

and 500. The greater forest width of 500 shows similar results 

for the best performing regions in previous tests and 

significantly improved in results for medium to poorer 

performing regions. There is no improvement for the worst 

performing regions that are very cluttered with segmented 

lines or multiple players.   

  

A further set of tests using multiple training images per class, as 

described in section 4.4 were carried out. The images classified 

were to the 9 regions from the broadcast image. The resulting 
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pose estimations are shown in Table 3. It can be seen the pose 

estimation matches well for many regions.  

  

Region1  2  3  4  5  6  7  8  9  

   

 

  

 

  

 

  

  

  

  

  

  

  

  

  

  

  

 

                   
Table 3: Region number; region image, pose approximation  

  

These results show improvements in a similar way to the 

improvement just seen with increase forest width. In this case 

the improvement of all but the very best and very worst 

performing regions is even greater. Regions 1, 2, 4 and 8 results 

are a good classification 96-99% of the time. Region 3 and 5 a 

good or moderate classification is returned 73-90% of the time.  

7 Applications   

There could be a number of applications for a classifier that can 

define the pose from a still image or from multiple stills from a 

video.  

  

In the scenario of football, or any sport, the motion of the 

players can be analysed.  

  

An alternative visual analysis of the players can take place. The 

players in the still are now of known poses. Thus, a 3d 

representation of the player can be created. Once these 3d 

representations are created then they can be placed in a virtual 

world and viewed from any position – not just the original 

camera position. A typical application of this would be to see if 

a player is offside in a football match. In rugby you could 

analyse if a player passed forward -forbidden in rugby.  

8 Conclusion  

In this paper a classifier using the Random Fern Forest approach 

has been presented. The training data for this classifier has been 

derived from a set of player poses created by a professional 

animator.  

  

It has been shown that synthetic images produced from these 

same player models can be successfully classified with over 

99% accuracy. The classification performs best when the 

training images and the test images are cropped to the player 

silhouette and have no excess background.  

  

Furthermore, this RFF classifier can be used to classify player 

poses from broadcast video images. The set of 3d player models 

approximates a person or players pose from a single image that 

could be from a broadcast video. The set of silhouette images, 

that relates to the football players, are successfully classified to 

a pose defined by a 3d player model, twist and tilt angle. That 

is, the player poses are reliably approximated by the RFF 

classifier used in conjunction with these 3d player models. A 

good approximation of the player pose from a broadcast video 

is achieved.  

9 Future Work  

It is not possible to discriminate between a player facing you 

and a player with their back to you by silhouette. This is the 

one degree of freedom that cannot be resolved by this classifier 

as it only has a silhouette image as an input.  

  

Further work could include a second step that uses the colour 

image to classify if the player is facing towards or away. 

Another area of work would be to investigate the best way to 

give a confidence level for a result. This could relate to how 

separated the result score is from other scores within the RFF.  

  

The regions that contain pitch lines or multiple players are 

challenging to classify. Further investigation of using multiple 

training images per class could be explored to see if this can be 

overcome.  
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Image Classification 

Exceptionally useful to be able to do well.

Uses:

• Robotics: to understand the environment and items to interact with

• Personal cameras: classify object as face to aid focussing

• BBC archive of TV programmes

• iPlayer

• TV Programmes
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Image Classification 

BBC archive of TV programmes:

• image classification would further improve the ability to search the BBC archives.

iPlayer:

• Label each character in a programme (optional, actors name displayed) 

• Face detection over time to be able to classify a person, celebrity, actor over the years. 

Classify as the same person the 10 year old, 23 year old, 54 year old person

• Metadata generation: classifying the player via the number/name on shirt and shirt colour. 

This can also lead to player being tracked. 

TV Programmes:

• Transitioning from broadcast video of a real sports game/match to a Virtual World
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Classifier: Random Fern Forest

M. Özuysal, M. Calonder, V. Lepetit, P. Fua. “Fast keypoint recognition using 

random ferns”, Pattern Analysis and Machine Intelligence, IEEE Transactions 

on, 32(3), pp. 448-461, (2010). 

Simple, Efficient, Robust algorithm.

Scales well as number of classes grow.

Naïve Bayesian classifier.  Assumes independence between arbitrary sets

of features

At each node is a simple, quick, pixel comparison based on foreground / 

background.
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Training the Random 
Fern Forest
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Training the Classifier

Uses Synthetic images

• Rendered 3D model of a player

• Poses generated by professional animator

• 81 models

• Render from various known Tilt & Twist angles

• Binarised

A class is defined as one of these images (model#, twist, tilt). 

This class was trained using this single image once.
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Training the Classifier

The RFF is typically used to match small features. 

In this case a players pose is being classified and will find:

• a predefined pose

• Angle of twist

• Angle of tilt

The RFF is trained using:

• A whole player

• A binary mask of the player (not colour image)

• Segmented region
Classification of player pose from video image

 

 

 

 

 

Training Images
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Classifying Images
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Synthetic Images

The first test:

• 3 synthetic images

• Different pose – ie varied the tilt angle [-75,-80,-85]

• Silhouette to classify had tilt angle different to each training image

Results:   Class 1 (56%); Class 2 (34%); Class 3 (10%)

• Good results as Class 1 is closest match

There is a significant black area in each of these images. 

Training and Test images Cropped to silhouette.  New Results: Class 1 (100%)
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Class Scores
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Class Scores – Synthetic Test Image

9 player models,  0 twist,  -75, -80, -85 tilt
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Synthetic Test Image

Training images: 10 test images:

• 81 player models,  

• 0, 5, … , 355 twist,  

• -80 tilt

The RFF was re-trained and run 35 times

for each test image.

Results: 

• Correct 348, incorrect 2 
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RFF width

The RFF has a width variable which has been set to 100 until now
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Pre-processing of broadcast video image

Broadcast video frame:

• Apply key to whole image

• Segment each region

• Reject “non-player” shapes
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Results
What Next
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Classification of player pose from video image

 

 

  



 

What Next?

Give a confidence score OR traffic light the classification

Define the team automatically (and the officials)

Use these classifications to aid virtualisation of a broadcast 

football match

• enables alternative view points

• aids analysis of the game

Apply to other applications

Define motion of person (standing / running / jumping / etc )

Insert Presentation Title in the Footer

 

 

 

 

 

Virtualisation of a football match

Classification of player pose from video image

 

 

  



 

Index page 

• Image Classification

• Random Fern Forest

• Training the Random Fern Forest

• Classifying images with the Random Fern Forest
•Synthetic Images 

•Scores

•Random Fern Forest width to Use

•Pre-processed Video Images

•Results

• What Next
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bbc.co.uk/rd

Email:

Hannah.Fraser@bbc.co.uk

 

 




