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Abstract 

Television production and broadcast facilities currently use specialised point-to-
point unidirectional links to transport real-time video and audio synchronously 
around the plant.  Broadcast industry interest in replacing this specialised 
infrastructure with an Internet Protocol based solution has been gathering pace in 
recent times, driven by economic and technical considerations. 

 

IP networks offer a bidirectional layered communications model.  Data is moved 
across the network in packets.  Moving audio and video over an IP network 
involves splitting the signals into packets, separating the data from its timing 
signal. This is a fundamentally different paradigm to the prevailing synchronous 
technology, which requires a fresh approach to timing and synchronisation in 
particular. 

 
This paper proposes an approach to timing and synchronisation of real-time 
video and audio by modelling these signals as a series of Events to which 
timestamps sampled from a high-resolution clock are bound.  The clock is 
distributed to all devices using IEEE 1588 Precision Time Protocol (PTP).  Events 
can be periodic or aperiodic within a series, comprising raw or compressed audio 
or video, or any other arbitrary time-related data.  While certain aspects of this 
approach are novel, the principles on which it is based draw heavily on recent 
work in SMPTE and AES concerning timing and synchronisation in networked 
environments.   

 

Additional key words: Genlock, Timecode, SDI, RTP, Media Identity, Media 
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1 A Short History of Synchronization and Transport of Professional Media 

1.1  Genlock  
Generator Lock, or Genlock, in the video domain involves the distribution of a black and burst [1] or 
tri-level [2] video sync signal around a facility, generally in a star topology from a master generator 
to each device, delivered over copper cables or fibre.  This signal is received by each device 
(cameras, production switchers etc.) and used as a timing reference for the internal video handling 
performed by the device, and for synchronous output. In the audio domain a wordclock signal is 
generally used for the same purpose (sometimes called sample clock) [3].  In both cases the role 
of the common clock is to ensure consistent frequency and phase for media signal handling across 
all devices. 

1.2  Timecode 
Timecode provides a counter value that can be used to index frames of video.  Timecode can also 
be used to index audio content.  This information, stored alongside the video or audio content, can 
be used to identify time-coincident frames across multiple cameras and audio capture 
devices.  The most commonly used timecode formats are defined by SMPTE ST 12-1 [4], 
traditionally encoded in Linear Time Code (LTC), Vertical Interval Time Code (VITC) or Ancillary 
Time Code (ATC) variants.  These signals can be delivered from a master time code generator to 
each device via an independent coaxial cable.  The application of timecode to identify frames of 
video or audio content is sometimes referred to as time labelling.  SMPTE ST 12-1 format 
timecode can uniquely identify frames over a timespan of up to 24 hours at frame rates of up to 
30fps1. The purpose of timecode is not for synchronisation of live media streams in real time, but 
as a reference to line up recorded media in post-production. 

1.3  SDI Digital Video Transport 
SDI, or Serial Digital Interface, is a family of interface specifications for the unidirectional transport 
of uncompressed digital video, the first of which was standardised by SMPTE in 1989 [5,6,7].  SDI 
carries a single channel of video represented as a digital raster, up to 16 mono channels of 
uncompressed PCM digital audio (48kHz sampling rate, 24 bits per sample) and other ancillary 
data such as SCTE triggers and Closed Caption data.  A limited number of SMPTE ST 12-1 time 
labels can also be associated with each video frame, carried as ancillary data. The layout of the 
SDI bitstream in time follows the video display raster and it contains embedded timing markers 
(timing reference signal or TRS) that can be used as a synchronisation reference by receiving 
devices.  Ancillary data is carried in the video vertical or horizontal blanking intervals [8]. SDI has 
become the de facto standard for moving digital video signals around the production facility. 

1.4 AES/EBU Digital Audio Transport 
 
AES3 (also known as AES/EBU) [9] is a standard for the unidirectional transport of digital audio, 
first published in 1985 by the Audio Engineering Society.  It is capable of carrying two channels of 
PCM digital audio (44.1/48kHz up to 24 bits per sample) along with channel status information and 
______________________________________________________________________________ 
1 In the case of 50/60fps video SMPTE 12-1 timecode labels are applied to pairs of frames 
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minimal user data.  Timecode can be embedded in AES3 channel status bits.  An audio bit clock is 
embedded into the signal using Biphase Mark Coding (BMC).  Audio frame synchronisation is 
signalled by a non-BMC preamble to identify audio blocks, frames and subframes. 
 
AES10 (also known as MADI) [10] provides unidirectional carriage of up to 64 channels of digital 
audio at 48kHz/24 bits per sample.  The audio data, channel status and user data formats are 
more or less identical to those used for AES3.  AES10 uses a constant 125MHz bit clock to 
transport 100Mbits/s of data encoded using the 4B5B scheme2.  Audio frame synchronisation is 
achieved via sync symbols outside the data itself.  The AES10 standard was first published in 
1991. 
 
AES3 and AES10 are very widely used in studios and broadcast facilities to move digital audio 
around. 

1.5  Data Transport 
While there is some provision for the carriage of user/ancillary data in the SDI and AES bitstreams 
this is rigidly specified and therefore highly constrained [8,9,10].  Any time-related data that falls 
outside these defined capabilities is forced to live in a separate system, using whatever 
synchronisation mechanisms are available to that system. 

1.6  IEEE 1588 
IEEE 1588, otherwise known as Precision Time Protocol (PTP) [11] is a standard mechanism for 
the distribution of a high-resolution clock with optimum accuracy in packet-based networks.  While 
originally conceived in the late 1990s for control and measurement applications, it is well suited to 
the requirements of clock distribution for networked AV synchronisation purposes.  IEEE1588 
specifies a nanosecond resolution International Atomic Time (TAI) counter starting from an epoch 
of 1970-01-01T00:00:00TAI3. Custom profiles for specific applications are supported by the 
standard.  

1.7  AES 67 
AES 67 is an interoperability standard for packet-based professional audio published by the Audio 
Engineering Society in 2013 [12].  It employs RTP [19] and mandates the use of a PTP network 
clock from which media clocks of audio sample rate are derived.  The media clock and network 
clock share the same epoch of 1970-01-01T00:00:00TAI.  32-bit RTP timestamps are derived from 
the media clock by adding a constant offset.  The identity of the network clock source and the 
relationships between the media and RTP clocks are conveyed through session 
description.  Synchronisation is achieved by comparing RTP timestamps with a version of the 
media clock delayed by ‘link offset’, defined by the user to compensate for latency through the 
media network. 

1.8  SMPTE ST 2059 
Recent work in SMPTE has culminated in the 2059 family of standards covering the use of PTP for 
professional broadcast applications. ST 2059-1 [13] covers generation and alignment of interface 
signals to the SMPTE Epoch, which it defines as 1970-01-01T00:00:00TAI, following the choice of 
Epoch specified by IEEE 1588.  ST 2059-1 specifies that the phase of periodic signals is zero at 
the Epoch so that phase at any subsequent time can be determined.  Zero phase corresponds to a 
defined alignment point in the signal, and alignment points occur at t = n x T where T is the period 
of the signal in question. ST 2059-2 [14] defines a SMPTE profile for use of IEEE 1588 Precision 
Time Protocol for professional broadcast applications. 

______________________________________________________________________________ 
2 4B5B coding is defined in the ANSI X3T9.5 standard  
3 The format used to specify time and date here is a variant of the format defined in ISO 8601 [15], amended 
to signify that the timescale used is TAI   
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2 The Opportunity for a New Model 

2.1 Towards an Internet Protocol based world of media production 
There is significant interest in the broadcast and production community in moving to an IP packet 
based solution for real-time transport of video and audio around their facilities. This is driven by the 
confluence of a number of factors: 
 

• Demand for ever-higher spatial and temporal video resolution (3G-SDI is limited to 
1920x1080 pixels at 60fps4)  

• Improvements in the speed and capabilities of IP-based communications bringing IP as a 
real-time transport for professional media within reach 

• Cost advantages offered by the ubiquity of IP-based technology 
 
IP networks offer a bidirectional layered communications model.  Data is moved across the 
network in packets.  This is a fundamentally different paradigm to electrical interface specifications 
such as SDI and AES/EBU, and requires a different way of thinking, particularly in the area of 
timing and synchronisation. 
 
While like-for-like replacement of our SDI and AES-3/10 based infrastructures would likely be 
advantageous enough to justify this rethink, the opportunities offered to the video production and 
broadcast industries by IP could be much more wide-ranging.  The layered model presented by the 
suite of protocols we have come to collectively refer to as “IP” allows us to expand our definition of 
media to encompass time-based events that comprise data of any type.   These ‘events’ can 
represent video frames, blocks of audio or any arbitrary data.  Streams of events can be periodic at 
any rate, or aperiodic. 
 
The bidirectional, layered nature of IP also allows transmission and reception of packets of 
different types from a single physical interface on a device.  Consider a video camera that 
presently has separate connectors for SDI output, sync and timecode inputs.   In principle these 
connectors could be replaced with a single physical port that caters for reception of timing and 
sync and transmission of elemental media streams simultaneously.  Furthermore this port could 
also provide secondary streams of video and audio at lower bitrates, an endpoint for camera and 
lens remote control and an IP-based talkback transceiver. 
 
The elegance and convenience of hosting clock, time labelling, video, audio, talkback and arbitrary 
time-based data streams on the same infrastructure, with a single cable or fibre connection to each 
device, is surely too attractive to ignore. 
 

______________________________________________________________________________ 
4 Variants of SDI at running at 6GHz (6G-SDI) and 12GHz (12G-SDI) have been recently standardised by 
SMPTE, designed to cater for video resolutions of up to 3840 x 2160 pixels at up to 30 or 60 fps respectively 
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2.2 Requirements of a New Synchronisation Model 
Real-time synchronisation of media in an SDI-based world is implicit since the communication 
mechanism is synchronous.  Processing delays are dealt with directly by manually adding delay to 
other streams to compensate.  In an IP-based system we do not have this luxury. 
 
In an IP-based system the digital signals are chopped up and encapsulated into small packets, 
which travel through the network asynchronously.  The relative timing of signals arriving at the 
receiver is not guaranteed by the communications mechanism.  We therefore need some 
alternative means of recording the timing of signals and the synchronisation relationships between 
them before they are subject to packetisation. 
 
For video, moving to an asynchronous packet-based method of transport renders the precise 
timing of the video raster across the communications link irrelevant.  In an IP-based system the 
concept of video raster timing is only relevant to the internals of the device responsible for 
displaying the video frame (if indeed that device renders the pixels as a raster).  Video represents 
a succession of images, and it is only the relationship of these images (commonly referred to as 
frames) to the time axis that an IP-based system need be concerned with. 
 
Unlike SDI-based systems, IP-based systems are flexible enough to allow flows of arbitrary events 
that may occur periodically at any rate, or aperiodically.  It is not sufficient to label flows of events 
in a way that assumes periodicity at a constant rate (although there will continue to be a 
requirement to support this representation for certain constant-rate media types).  A new 
synchronisation model for IP-based systems must be capable of precisely reconstructing timing 
relationships between flows of any event type at any point in the chain, for cross-processing of 
event flows requiring temporal alignment (e.g. vision or sound mixing) or presentation.  It should 
also be possible to choose not to synchronise flows where it is unnecessary, without breaking 
synchronisation further down the chain.  The scope of the timing model must therefore extend 
beyond point-to-point links, so that original or intended timing relationships can be reconstructed 
regardless of the number of hops separating synchronisation points (see Figure 1).    
 
 
 

 
 

Figure 1 
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3 A Universal Synchronisation Mechanism for IP-based Event Flows 
The main principles embodied in the proposal outlined below have been implemented as part of 
the BBC R&D IP Studio Framework [16] and tested in various trial situations, including as part of 
the IP-based UHD Commonwealth Games trial [17]. 
 
A Master Clock is distributed to all nodes in the local area network from a PTP Grandmaster using 
IEEE 1588 PTP.  This takes the form of an 80-bit nanosecond resolution TAI counter with its origin 
at 1970-01-01T00:00:00TAI, using GPS as a reference.  The PTP timing domain can be extended 
outside the local area network using PTP-aware network appliances5.  For clock synchronisation 
over longer distances a second PTP Grandmaster locked to a GPS reference can be deployed in 
the remote location, overcoming issues with Master Clock degradation due to excessive and 
variable network latency (see Figure 2). 
 

Figure 2 
 

Wide Area Network

PTP Grandmaster PTP Grandmaster

Router

Router

Global Positioning System Satellites

London New York
 

 
 
 
Event Flows are composed of Events6, where an Event can be a frame of video, a block of audio 
samples or a unit of time-related data.  As Events are acquired or replayed into the system the 
Master Clock is sampled and the value used to generate a Synchronisation Timestamp that is 
bound to the Event.  As an Event travels through the system from node to node this Timestamp is 
passed with it as a record of its relationship to real time and therefore to Events in other Flows 
timestamped using the same mechanism. 

______________________________________________________________________________ 
5 Extension of PTP across network boundaries can be achieved with non-PTP-aware network appliances if 
the resulting degradation of clock accuracy can be tolerated. 
6 Those familiar with the work of BBC R&D in this field may wonder about the relationship between Events 
and Grains. A Grain is a data structure used in the IP Studio data model to bind timing & identity to an Event. 



 

6 

3.1 Timestamp Representations 
For periodic Event Flows, Timestamps can be expressed as PTP time values or in terms of 
number of Events from the Epoch. Consider an Event clock, phase-locked to the Master Clock at 
the Epoch, which starts from 0 at the Epoch and increases by one for each new Event.  Equation 
1(i) shows how Event counter values can be derived from Master Clock values, mapping values 
that fall plus or minus half an Event period either side of the Event clock transition time to the Event 
counter value immediately after the transition7.  The Event count can be converted back to a 
Timestamp of Master Clock resolution using equation 1(ii), resulting in a single regularised 
Timestamp value that is the closest possible Master Clock value to the transition of the phase-
aligned Event clock. Regularised Timestamps can be converted back to an Event count by 
substituting treg for t  in equation 1(i). 

 
Equation 1 

 
    (i) EvCount = floor (((t x fevent)/fmaster ) + 0.5) 
 
    (ii) treg = floor ((EvCount x fmaster)/fevent ) 
 
 

where  EvCount is the number of Events since the Epoch; 
t is the number of Master Clock ticks since the Epoch (for PTP, time in ns);  
fevent is the frequency of the event clock; 
fmaster is the frequency of the Master Clock; 
treg is the regularised Timestamp 

 
floor() rounds down to the nearest integer 

 
 
This method uses the same principles as the conversion of network clock to media clock in AES 67 
and the calculation of nextAlignmentPoint in SMPTE ST 2059-1.  For any Event rate up to 0.5 fmaster

8 
equation 1(i) and (ii) are deterministic and ensure that conversion between treg and EvCount can be 
performed in either direction with no loss of precision.  For periodic Event flows, Timestamps can 
therefore be stored in their native PTP form or as pairs of { fevent ; EvCount } – the two 
representations are fully interchangeable. 
 
In the IP Studio framework we have chosen to use the native PTP form as the authoritative 
representation, as this can be applied universally across all Flow types, whether periodic or 
aperiodic. Timestamps are bound to Events for their entire lifetime, from acquisition through 
processing and into storage.  Capturing and storing the full 80 bits of the Master Clock value 
directly relates an Event to the system time axis and provides it with an identifier that is unique 
within the Flow over an extremely long time span9. As such the Timestamp can be used as an 
index into the Flow for retrieval of stored Events. 
 
Queries to storage to retrieve specific Events or segments from a Flow can be made in terms of 
the native Timestamp format, date + SMPTE timecode or any other required representation, 
through translation logic in the APIs.  Similarly, native Timestamp values can be translated into 
other representations for display and use in user interface contexts.  These conversions can be 
customised to local conditions to take into account local time offsets such as daylight saving and 
time zone adjustments, as well as applying the necessary adjustments to convert between TAI and 
UTC as required, taking into account Daily Jam times as defined in [14] if used. 

______________________________________________________________________________ 
7 Practical implementations will need to consider the effect of jitter in the clock and the clock sampling 
process on these calculations, particularly for non-phase-locked sources.  
8 Applying Equation 1 (i) at Event rates greater than 0.5 fmaster  will result in aliasing 
9 The 48 bit second field of the PTP time format will roll over just less than 9 million years after the start of 
the Epoch 
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3.2 Real Time Event Synchronisation at the Point of Use 
Event Timestamps record the time of occurrence of each Event against a clock that is common to 
all Event Flows.  As such the timing relationship between Events in different Flows can be inferred, 
and we can reconstruct these timing relationships at any point in the network by ‘replaying’ the 
Events against a delayed version of the Master Clock. 
  
Consider a simple system with three devices: a camera, a digital audio interface and a video 
viewer with audio output.  A nanosecond-resolution Master Clock is distributed over the network to 
each device, using PTP.  Live streams of audio and video Events are created by the audio 
interface and the camera respectively, transmitted via IP and received by the viewer device (see 
Figure 3). 
 
 

Figure 3 

Camera Video Viewer/Audio Receiver
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IP Network
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audio events in timestamp order
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In this example, video is captured by the camera at a frame (Event) rate of 25Hz. Audio is sampled 
at 48kHz and, for convenience, captured in blocks (Events) of 1920 samples, so that each Event 
has the same duration as a single video frame.  The audio and video Events are timestamped with 
values regularised to the transition points of a 25Hz clock aligned to the same epoch as the Master 
Clock10.   

______________________________________________________________________________ 
10 In this case audio and video Events are time-aligned and there is an integer relationship between the 
audio and video media clock rates, so it makes no difference which clock we use for regularisation.  However 
for consistency and flexibility it is better to use the audio sample clock to regularise audio Event Timestamps 
(see Video and Audio at NTSC Frame Rates) 
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Events are split into packets and sent from the audio acquisition device and camera respectively 
onto the network.  These packets are received by the viewer device, reconstituted into audio and 
video Events and placed in a buffer ordered by Timestamp.   
 
The clock used for presentation of the video and audio is offset (delayed) from the Master Clock by 
an amount necessary to compensate for processing and network delays and to integrate any 
packet jitter introduced by the system.  In principle, with each tick of the clock a comparison is 
made with the Timestamps of the Events in the buffer11.  When the Timestamp of the next event in 
the buffer matches the clock counter value it is pulled from the buffer and presented. In the case of 
video Events this involves sending the Event payload data to the graphics hardware.  In the case 
of audio Events it involves supplying the samples in the Event payload to an audio Digital to 
Analogue Convertor (DAC).  The comparison operation is simplified by the Timestamp sharing a 
time base with the Master Clock.  Furthermore, the device responsible for timing the retrieval of 
Events from the receive buffer need know nothing about their periodicity.  Event Flows that are 
aperiodic can be handled by this device in exactly the same way. 
 

3.3 Timecode 
For periodic Event Flows it is straightforward to convert Timestamps to EventCounts and reformat 
as familiar representations such as SMPTE ST 12-1 time-of-day time addresses, performing TAI to 
UTC conversion, taking into account local Daily Jam time if appropriate and including offsets for 
leap seconds, local time zone and daylight saving.  Using the native PTP form as the authoritative 
representation for Timestamps allows maximum flexibility in how these translations are applied. 
For example, when using NTSC frame rates either drop-frame or non-drop timecode 
representations can be generated deterministically from the same set of underlying Timestamps. 
 
For some use cases involving a restricted range of Event types such as video or video-aligned 
audio (where the temporal length of audio Events matches that of the prevailing video Events), 
SMPTE ST 12-1 timelabels could be carried as ancillary metadata. For example, it may be 
desirable in some situations to use SMPTE ST 12-1 time labels on multiple time scales to support 
legacy workflows.  This can be achieved either by applying the time labels directly to the video and 
audio Events or by accommodating a new Flow of time label Events that are time-aligned with the 
video and audio Events through the Master Clock. 
 

3.4 Video and Audio at NTSC Frame Rates 
Event Flows of video frames in territories with a history of using the NTSC television system are 
most commonly captured at fractional rates.  A nominal rate of 30 frames per second is adjusted to 
give an actual frame rate of 30000/1001 (~29.97) fps; 60 frames per second becomes 60000/1001 
(~59.94) frames per second.  These Event rates do not have an integer relationship to a 
nanosecond timescale, which means that there is a sub-nanosecond error in the representation of 
some Event Clock edges as PTP clock values.  However, the precision provided by the PTP 
representation is more than adequate to regenerate the Event Clock. Transformation between 
regularised Timestamp and EvCount is deterministic in both directions.  
 
The standard sample rate for audio carried over SDI is 48kHz, regardless of video frame 
rate.  48kHz is not integer divisible by NTSC frame rates. Since audio data in the SDI bitstream is 
carried as ancillary data within each video frame, the number of audio samples associated with 
each NTSC video frame is adjusted for successive frames [1,3]. An IP-based system where audio 
and video are carried independently affords many more options for framing of audio samples into 
Events.   

______________________________________________________________________________ 
11 In practice performing a comparison every nanosecond is unnecessary (and likely to be unachievable), so 
comparisons are performed at a lower rate chosen to match the capabilities of the hardware  
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We could choose to frame the audio in the same way as in SDI, with a variable number of samples 
per frame.  This may be appropriate if there is a particular requirement to replicate SDI 
semantics.  The average Event rate in this case would be the same as the NTSC frame rate.  We 
could regularise the Timestamps for the audio Events to the same values as those of the 
corresponding video Events, but this is imprecise due to the irregularity of the duration of 
successive Events.  It also creates a false, unnecessary dependency between the video and the 
audio rates, which limits flexibility. We can do better with high-resolution Timestamps at our 
disposal.  The precise time of the first audio sample in the Event can be calculated by regularising 
to the 48kHz audio sample clock using Equation 2 (i) and (ii). 
 

Equation 2 
 
    (i) SampleCount = floor (((t x fsamp)/fmaster ) + 0.5) 
 
    (ii) treg = floor ((SampleCount x fmaster)/fsamp) 
 
 

where  SampleCount is the number of audio samples since the Epoch; 
t is the number of Master Clock ticks since the Epoch (for PTP, time in ns);  
fsamp is the frequency of the audio sample clock; 
fmaster is the frequency of the Master Clock; 
treg is the regularised Timestamp 

 
floor() rounds down to the nearest integer 
 

 
Free from the constraints of SDI, a more logical solution might be to formulate Events from the 
stream of audio samples with a regular duration (i.e. number of samples per Event), regardless of 
the relationship to video frames.  The same approach of regularising the Event Timestamp to the 
48kHz sample clock can be used.  The Event duration in samples can be any integer value we 
choose, with the Event Timestamp representing the time of the first sample.  Furthermore, if it 
becomes necessary to change the number of samples per Event subsequent to acquisition this 
can be achieved with no loss of precision in Event Timestamps. 
 
In some circumstances it may be necessary to support audio at other sample rates.  44.1kHz is 
common, and occasionally support for 48/1.001kHz and 44.1/1.001kHz audio is needed in an 
NTSC video context.  96kHz, 192kHz and corresponding pulled-down variants may also be 
encountered.  Event Timestamps at these and other more esoteric audio sample rates can all be 
catered for with the same basic approach, regularising the acquisition Timestamp to a notional 
sample clock that is phase-aligned with the Master Clock at the epoch.  Transformation between 
pulled-down audio sample clocks and regularised Event Timestamps is reproducibly deterministic 
in either direction using Equation 2(i) and (ii) despite the non-integer relationship between the 
sample clock and the Master Clock, by the same principle applied to NTSC video frame rates. 
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3.5 Synchronisation of Source Devices 
In fixed AV installations it is common to synchronise all devices to a video or audio reference 
clock.  For example in a camera video Genlock drives the shutter and sensor timing to keep all 
video frame capture timing in phase across multiple devices.  In a camera equipped with network 
connectivity, the high-resolution clock available over the network can be used to synthesize an 
internal clock of fevent, phase-aligned with the Master Clock at the epoch. The synchronisation of 
shutter and sensor timing to this clock effectively replaces the first stage of Timestamp 
regularisation as described in Equation 1(i).  Regularised Timestamps are generated by applying 
Equation 1(ii).  The removal of the requirement for additional cabling dismantles any barriers to 
achieving synchronised operation. As such it is expected to be the default mode of operation in 
networked AV production systems. 
 

3.6 Synchronisation of Destination Devices 
The same approach used for synchronisation of source devices can be used at destination 
devices.  An internal clock of fevent or fsamp is derived from the Master Clock delivered to the device 
via the network.  This media clock can be used to drive video display hardware or digital to 
analogue audio convertors in lock with the timing of the received content. 

 

3.7 Encoded Video and Audio 
Since an IP-based system is inherently agnostic to the format of the Event payloads it transports, 
we can create Events from encoded media units as well as from uncompressed audio and 
video.  Audio is often encoded in fixed-duration frames that may have no correspondence to the 
duration of video frames at any frame rate, for example AAC defines a frame as either 960 or 1024 
samples [18].  An encoded audio Event Timestamp derived from a high-resolution clock can be 
regularised to the encoded audio frame rate.  As discussed previously, the proposed approach for 
an IP-based system does not require that video and audio Event periodicity be aligned as all 
synchronisation is performed by direct comparison with the high-resolution Master Clock. 
 
Encoded video frames can also be carried as Event payloads, and all of the same principles 
relating to Timestamps on un-encoded video frames apply.  All that differs is the format of the 
Event payload. 
 

3.8 Variable Frame Rate video 
Use of Timestamps derived from a high-resolution clock allows Events to be aperiodic, or to have 
variable periodicity.  One application for this capability is to transport video with a frame rate that 
changes over time. Variable-rate video Events may be regularised to the maximum frame rate or 
the frame rate currently in use. 
 

3.9 Arbitrary Time-related Data 
One of the benefits of IP-based Event transport with the most far-reaching implications for media is 
its capability to carry arbitrary data as a payload in the same system as the video and 
audio.  Carried within a generic Event format, time-related metadata and control data can be 
defined in an extensible way building on the same universal approach to timing and 
synchronisation as proposed for media.  These Events can be periodic or aperiodic.  Periodic data 
Events can be regularised to a clock matching the periodicity.  Aperiodic Events can be regularised 
to a clock representing the maximum rate if desired, or left un-regularised. 
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4 Summary: A Simpler, More Flexible Solution 
Moving from media transport over synchronous point to point links to asynchronous carriage of 
professional audio and video in IP packets requires a significant shift in the way we think about 
timing and synchronisation.  The proposal outlined in this document attempts to maximise the 
flexibility afforded by IP-based systems by working with the strengths of such systems, and as 
such presents a number of advantages over currently deployed technology. 
 

4.1 IP is Bidirectional and Multi-purpose 
System timing and bidirectional data communications can be provided to a device via a single IP-
capable connection, fulfilling the traditional roles of Genlock and SMPTE timecode input, and SDI 
output.  This connection could in principle also support additional inputs and outputs that might 
include device control, talkback and secondary AV outputs. 
 

4.2 Each Event Describes Its Own Absolute Timing 
Using the proposal outlined above, a high-resolution Timestamp derived from the system clock is 
bound to each Event emitted by a device.  The relative timing of each Event in a Flow and of 
Events in different Flows can be directly inferred from this record of absolute timing.  A common 
time base for all Timestamps, shared with the system clock, allows direct comparison at points of 
synchronisation for Event Flows of different periodicities, including aperiodic Events.  No 
knowledge of Event periodicity is required at the point of synchronisation. This property solves 
many of the traditional problems with synchronization of AV, particularly where there is no natural 
alignment of Events in different Flows. 
 

4.3 Support for Different Representations of Time 
Regularisation of Timestamps to a media clock of lower frequency than the Master Clock allows for 
interchangeable use of Master Clock and {Event Rate; Event Count} representations where 
appropriate.  This is the basis for providing alternative, more familiar representations such as 
SMPTE ST 12-1 time code to displays and external APIs. 
 

4.4 Synchronise Only Where Required 
In an SDI-based system it is imperative that the multiplexed media and ancillary Flows on the wire 
are synchronised. This leads to the requirement that synchronisation of audio, video and ancillary 
Events must be performed at each output.  The proposal outlined here removes this requirement - 
synchronisation need only be performed where Events are to be combined or presented in 
combination, as audio, video and arbitrary data Events are carried in independent Flows and their 
intended timing relationship is written in the Timestamps. 
 

4.5 Benefits of Transport Protocol Independence 

The proposed mechanism is not coupled to any particular IP-based transport protocol.  As such it 
can be applied with any protocol that can support carriage of the Timestamps.  Our 
implementations to date have used RTP [19], mapping the Event Timestamps into header 
extensions applied to the first RTP packet of the Event.  This scheme has an additional benefit: 
Timestamps carried in header extensions coexist with the RTP timestamps, allowing transparent 
carriage of and direct interoperability with the approach used in AES 67. 
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4.6 Unique Identity 

Timestamps applied to Events for synchronisation purposes provide each Event with a unique 
identity within the Flow over an extremely long timespan.  The association of this ID with the 
Event persists into storage, so it can be used as an index into the stored Flow.   
 
The dual purpose, universal nature of these Timestamps as absolute time reference and 
component of media identity forms a powerful basis for rich datasets describing Flows, Events 
and changing relationships between them as they move through the production process. 
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