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Abstract 

Over the last year, BBC R&D has performed a series of trials of producing TV, 
radio and web programmes using IP production techniques using a research 
prototype that we developed called Stagebox. In this paper we will discuss our 
experiences from the last year and what we have learnt. The productions include 
the UK 2013 Elections, the London Olympics, Glastonbury Festival and Radio 1's 
Big Weekend. We will also discuss the details of some underlying technologies 
that we used in our IP productions and how we used them in a wide variety of 
programme making. In these trials we have moved away from traditional 
broadcast technologies such as HD-SDI. This has enabled us to provide the full 
range of production tools, such as production talkback (4 wire), clean feeds, 
camera control and genlock, all over a wide area IP network. 
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Abstract - Over the last year, BBC R&D has performed a 
series of trials of producing TV, radio and web programmes 
using IP production techniques using a research prototype 
that we developed called Stagebox. In this paper we will 
discuss our experiences from the last year and what we have 
learnt. The productions include the UK 2013 Elections, the 
London Olympics, Glastonbury Festival and Radio 1's Big 
Weekend. We will also discuss the details of some 
underlying technologies that we used in our IP productions 
and how we used them in a wide variety of programme 
making. In these trials we have moved away from traditional 
broadcast technologies such as HD-SDI. This has enabled 
us to provide the full range of production tools, such as 
production talkback (4 wire), clean feeds, camera control 
and genlock, all over a wide area IP network. 

INTRODUCTION 

Over the last year, BBC R&D performed a series of trials of 
producing TV, radio and web programmes using a research 
prototype that we developed called Stagebox, which has 
subsequently been licensed for commercial deployment. The 
first part of this paper will discuss the underlying 
technologies that go to make up Stagebox and the second 
part of the paper will discuss the requirements from the 
production teams and the experiences of the events we took 
part in. 
 

 
FIGURE 1 PICTURE OF THE STAGEBOX CAMERA BACK UNIT 

Stagebox can deliver bi-directional video, 18 channels of bi-
directional audio, camera control, production talkback and 
production metadata over an IP based network. 

The Stagebox stream is fully compliant with open 
standards and can therefore be decoded and displayed by 
software solutions such as the free media player VLC. It was 
important for us that we designed in open standards to 
encourage the open market to do the same. Proprietary 
solutions that lock a broadcaster into using a single 
manufacturer’s product do not help with our long term 
overall objective of transitioning to an entirely IP based 
production workflow, with equipment from different 
vendors working with the same content upon a common IP 
network. Stagebox can use IP multicast and so is receivable 
by several receivers at the same time, which can include a 
mixture of other Stageboxes and PCs. Stagebox is available 
in two versions. The camera-back version has a rugged case 
with a V-plate mount, allowing easy attachment to a 
standard broadcast camera. Alternatively the box may be 
used as a standalone unit. The second version is a unit which 
is suitable for rack mounting. 

HARDWARE 

The Stagebox hardware consists of an ARM Cortex-A8 
processor and a Xilinx FPGA. It contains multiple inputs 
and outputs to interface with standard broadcast equipment. 
It has a video input and output (on HD-SDI BNC 
connectors), an analogue audio interface on 5-pin XLRs, a 
timecode input and output, a genlock (black and burst) input 
and output and an RS422/RS232/LANC camera control 
interface. It takes power at 12V on a standard 4-pin XLR 
connector. 

VIDEO 

Stagebox accepts an SDI, HD-SDI or 3G-SDI input. It will 
perform automatic format recognition on the input. It will 
extract the video, all 16 embedded digital audio channels 
and the embedded timecode from the incoming HD-SDI 
signal. The video will then be encoded with AVC-I 100 and 
transmitted onto the IP network. AVC-I 100 was chosen 
after discussions with programme makers because it 
achieves better quality for a given bitrate than alternatives 
such as JPEG-2000 and imports easily into existing editing 
systems. AVC-I 100 is a subset of the H.264 video coding 
standard and is fully compliant with the standard. It uses 10-
bit, 4:2:2, intra-frame only compression. This means that 
each frame stands alone compared to other frames, which 
makes the video very easy to edit. It is also very fast to 
encode and decode. It is very important to minimize latency 



   

in multicamera setups or when using bi-directional links, 
such as during a two-way interview. Although the network 
link latency will dominate, we still want to keep the 
encode/decode latency small. 

In AVC-I 100, each frame is specified to be a fixed size 
which corresponds to a bitrate of about 100 Mbit/sec to 
preserve maximum video quality. If the coded length of the 
frame is less than the required length of the AVC-I 100 intra 
frame, padding is added to the frame to bring it up to the 
required length. On Stagebox, we do not transmit the 
padding bytes over the network, but these are reinserted at 
the receiving end before the frames are ingested into an 
editing program such as Avid Media Composer or Final Cut 
Pro. AVC-I 100 specifies that the H.264 coding must be the 
High 4:2:2 Intra Profile, Level 4.1 and that it must use 
CAVLC entropy coding. (The other form of entropy coding 
permitted by the H.264 standard is CABAC which will 
produce better results but at the expense of a significant 
increase in hardware complexity). Although the default 
bitrate for the video encoding is 100Mbit/sec, you can set an 
arbitrary bitrate for the video (with a resolution of 1 bit/sec). 
We have found that in difficult network conditions, a small 
reduction in video bitrate can make a big difference to the 
performance of the network. At a receiving Stagebox, the 
video will be decoded and output on the SDI/HD-SDI 
output. The output will be fully compliant with the relevant 
SMPTE standard: For example, SMPTE standard 274 [1] 
when using the 1920x1080 HD mode commonly used in the 
UK. Up to 16 channels of audio can be embedded into the 
HD-SDI output according to the standard SMPTE 299 [2] , 
together with the timecode (SMPTE 12-2) [3] for the video 
frame and a SMPTE 352 [4] VPID packet which gives 
information about the video format, such as the frame rate. 
This ensures seamless end-to-end transmission of the video, 
audio and timecode. Stagebox can also superimpose text and 
a Stagebox logo onto the output video. The ability to display 
text is helpful because it can display arbitrary text, which 
can be very useful for identifying a video source. The source 
name can be programmed into a remote Stagebox. The local 
Stagebox can then interrogate the remote Stagebox to find 
out the name of the source and then display the name on the 
video output. If you have multiple video sources, this greatly 
simplifies identifying each one. The Stagebox can also 
superimpose the timecode on each output frame, which is 
useful for editing or creating a first draft of an edit decision 
list. 

AUDIO 

Stagebox will carry the 16 embedded audio channels from 
the HD-SDI input together with two additional analogue 
channels. The two analogue channels can carry any standard 
balanced line level audio. We have found them to be most 
useful for carrying production talkback. The audio is 
sampled at 48 kHz with 24-bit resolution and is all 
transmitted uncompressed over the network. If all 18 audio 
channels were active, then the bandwidth to carry the audio 
would be about 21 Mbit/sec (on top of the 100Mbit/sec to 

carry the video). The number of active audio channels 
carried by default is therefore limited to 3 stereo pairs. 

NETWORK PROTOCOLS (WIRED INTERFACE) 

In order to carry the Stagebox signals, Stagebox uses a 
selection of open internet standards. Stagebox achieves its 
network connection using an SFP module. This means that it 
can support both copper and fibre connections onto a 1 Gbit 
Ethernet network. The first network standard that Stagebox 
uses is the IEEE 802.3 specification for wired Ethernet 
networks [5]. In order to ensure maximum compatibility 
with existing equipment, Stagebox does not use jumbo 
frames. The MAC addresses which are required for creation 
of an internet frame will either be acquired using the address 
resolution protocol (ARP) or by direct calculation in the case 
of multicast addresses. 

The next network standard that Stagebox uses is the 
Internet Protocol (IP) standard. This is governed by RFC 
791 [6]. RFCs (Requests for Comments) are documents 
issued by the Internet Engineering Task Force, the principal 
technical development and standards setting bodies for the 
internet. Stagebox currently uses IPv4, although provision 
has been made for IPv6 support in the future. In the IPv4 
layer, a source and destination IP address is specified. This 
can either be a unicast IP address (which will establish a 
point-to-point link) or a multicast IP address which will 
enable multiple receivers (PCs or other Stageboxes) to 
receive the transmission from a single Stagebox. Multicast 
IPv4 addresses will be in the range 224.0.0.0 to 
239.255.255.255, although some of them are reserved for 
other network functions. In Stagebox, we use source specific 
multicast (SSM) which means that a receiving device must, 
in addition to subscribing to the multicast group, check the 
source address of the data it is receiving. It is important, if 
you intend to use multicast, that the network is properly 
configured. In some switches, multicast traffic is simply sent 
as broadcast traffic and it is likely that this will have an 
adverse effect on the performance of the network and any 
connected devices. Stagebox uses IGMPv3 (Internet Group 
Management Protocol version 3) to join and leave the 
desired multicast groups. It is specified in RFC 3376 [7]. 

In the layer above this, the audio and video data is sent 
using UDP and the control data is sent using TCP. TCP, 
which is specified by RFC 793 [8], provides a robust 
transmission environment, which is used to transmit the 
important control data to and from a Stagebox. The video 
and audio data is transmitted using UDP. This is often 
referred to as “fire-and-forget” as any packets that are lost 
during transmission will be lost forever. UDP is specified in 
RFC 768 [9]. A receiving Stagebox will do its best to 
conceal the effects of any lost packets. 

In the layer above this, the video and audio data is 
carried using real time protocol (RTP). The main RFC for 
RTP is 3550 [10]. However, there is a specific RFC for 
carrying H.264 video over RTP which is 6184 [11]. There is 
also a specific RFC for carrying 24-bit linear sampled audio 
which is number 3190 [12]. It is essential that these RFCs 



   

are followed exactly as receiving equipment will have 
unexpected problems decoding it if there are any errors. The 
RTP header includes a timestamp which indicates the time at 
which the first sample of the video frame should be 
displayed and the first sample of the audio should be played. 
These timestamps use different (but locked) clocks. The 
video timestamps are locked to a 90 kHz clock and the audio 
timestamps are locked to a 48 kHz clock. Information about 
how to relate these two timestamps is carried in the RTCP 
(real time control packets) which are specified in RFC 3550 
[10]. On the first RTP packet of each frame, Stagebox also 
includes some optional RTP headers to assist in receiver 
synchronisation. These include the SMPTE timecode value 
of the current frame and the PTP timestamp (Precision 
Timing Protocol – described later) of the current frame. RTP 
packets are carried on even numbered UDP ports and the 
associated RTCP packets are carried on the next higher odd 
port. For example, if the video RTP packets are carried on 
port 5004, then the associated RTCP packets will be carried 
on port 5005. 

Finally, at the end of each video frame, a checksum 
packet is sent which includes a checksum for all the RTP 
video and audio data that was sent during the previous 
frame. This enables the receiver to determine whether all the 
information it received for the previous frame was complete 
and correct. It is expected that a future version of Stagebox 
will carry FEC data to allow missing packets to be 
recovered. 

The camera control packets, which will carry 
RS232/RS422/RS485 or LANC data are carried in separate 
UDP packets which include a sequence number so that the 
receiver can tell if any have gone missing. It is possible to 
carry RS232 and LANC data simultaneously. 

STAGEBOX CONTROL 

The ARM processor is running a full a Linux stack. This 
means that all the standard Linux functions are available. 
For example, it is possible to use secure shell (ssh) to 
remotely log into a Stagebox. It will respond to pings and 
can perform MAC address lookups using the address 
resolution protocol (ARP). 

The processor also simultaneously runs two webservers. 
The first webserver runs on the standard http port (port 80) 
and presents a user-friendly interface that can be used to 
configure all the features of a Stagebox. Figure 2 below 
shows a screenshot of one of the control webpages that can 
be accessed through the web interface. The second 
webserver runs on port 8080 and forms part of the BBC IP 
Studio [13] “Capabilities, control and configuration” API 
(CCC-API). The CCC-API provides control of all items in 
an IP Studio environment in a standardised way. The 
interface uses http POST commands to access to a JSON 
RESTFUL-like interface. For example, sending: 
 
{"DestIP":"232.0.5.2”} 
 
to the following URL 

 
http://192.168.0.2:8080/run/processor/rtptx/config 
 
using http POST will set the destination IP address of the 
Stagebox. 
 

 
FIGURE 2 - SCREENSHOT OF WEBPAGE INTERFACE 

 
 
The CCC-API is used to provide control of all IP studio 
based devices on the network. For example, Stagebox has an 
iPad app that allows control of all the Stageboxes on the 
network. Figure 3 shows one of the screens of the iPad app. 
 

 
FIGURE 3 SCREENSHOT OF THE IPAD CONTROL APP 

 
An iPad app only has a wireless network connection and you 
may not have a wireless router on your IP studio network. 
Luckily Stagebox can establish a wireless network 
connection with your iPad and you can use this wireless 
connection to control both the iPad you are connected to 
together with any other Stagebox on the network. So if you 
are within wireless range of any Stagebox on the network, 
you can control all the Stageboxes on the network from your 
iPad app. 



   

But how does the app know which Stageboxes are present 
on the network? Stagebox uses multicast DNS (mDNS) 
which is often known as Bonjour, for device discovery and 
configuration. Looking down the left hand side of Figure 3, 
you will see that the iPad app has discovered 5 Stageboxes 
on this network. Looking at the symbols, the first Stagebox 
is acting as a vision mixer, the second Stagebox is connected 
to a monitor and the last three Stageboxes are connected to 
cameras. 

Stagebox has tally lights built into it and also an 
interface to drive external tally lights. When a Stagebox is 
acting as a vision mixer, it will turn the appropriate tally 
lights on and off. Stagebox also has a Bluetooth interface in 
addition to the wireless network interface. 

The ARM processor will also serve an SDP file (Service 
Description Protocol). This file contains all the information 
about the media that is required to decode and display it. So 
in order to display Stagebox on a PC, you can simply open 
the URL: 
 

http://192.168.0.2/stagebox.sdp 
 

If you have a media player installed, such as VLC, then this 
will launch VLC, and start playing the video and audio in 
real time. 

PROBLEMS AND LIMITATIONS WITH IP DISTRIBUTION 

Stagebox uses RTP (Real-time Transport Protocol) over 
UDP for the transport of video and audio data within IP 
packets. IP opens up a whole new world for programme 
distribution. The potential benefits are huge. However IP 
networks are designed to deliver packets on a best effort 
basis. It is not uncommon for packets to incur variable 
transit latency, to be deleted, reordered or even duplicated. 
Reordering is particularly likely to occur in more complex or 
congested networks, for example, where traffic is load 
balanced between different routes. 

In a controlled network, with plenty of bandwidth 
headroom, such effects will probably be relatively minor. In 
an uncontrolled network or one where bandwidth utilisation 
is high, such effects could be significant. 

Most network traffic tends to use protocols such as TCP 
to mop up any problems with undelivered, reordered, 
delayed or duplicate packets. This incurs delay, as packets 
may need to be retransmitted. Such a protocol is unsuitable 
for real time applications, such as video and audio 
streaming. 

In order to mitigate some of the impairments described, 
Stagebox includes firmware which allows the reordering of 
out of order RTP packets as well as deletion of duplicate 
packets arriving at its receiver. 

A module is also provided which can report any RTP 
link’s received packet statistics, which is a useful debugging 
and network analysis tool. 

 
 

RTP PACKET REORDERING 

A packet reordering module is instantiated for each video 
and audio channel in the receiver. Different depths may be 
configured for different channels, depending upon the 
amount of memory available within the FPGA for a given 
build. 

The packet reorder block is designed to reorder 
incoming RTP packets, based upon the sequence number 
contained within each packet’s RTP header. 

Each incoming RTP stream requires its own packet 
reordering module. This module takes incoming RTP 
packets and first feeds them into a buffer memory. As the 
decision on whether a packet will be used is not known until 
the headers have been read, each packet reorder module 
always starts to write every incoming packet into its own 
buffer. If it turns out that a packet is not of interest, the write 
will be aborted. 

The buffer will only despatch a packet if its fill level is 
above a predefined adjustable set point, and at least one full 
packet is available to be dispatched. Packets are then read 
from the buffer in turn, with the next smallest RTP sequence 
numbered packet dispatched first. 

If packets with duplicate RTP sequence numbers arrive 
within the window used for packet reordering, they can 
either be read out in turn, in the order in which they arrived, 
or as by default, deleted. It is anticipated that duplicate 
packets are only likely to be seen in a very broken network 
(dropped or reordered packets being the more usual expected 
failure modes). 

Each packet reordering module tracks packets held 
within its buffer memory using an index memory. The 
location and size of each packet, together with its RTP 
sequence number (the RTP sequence number stored is 
actually truncated, in order to save memory) and a valid 
indicator are held in the index memory. 

RTP STATISTICS MONITORING 

A firmware module is used to monitor the ordering and 
frequency of received RTP packets. This module may be 
monitored and controlled via a convenient web page 
interface. The user can select an RTP packet stream to be 
analysed, based upon source IP address and destination port. 
The user can also select which side of the main signal path’s 
packet reordering module the tap to feed this module comes 
from. 

This module also has a block of memory, allowing it to 
index received RTP sequence numbers, and reorder them 
(not RTP packets, just the RTP sequence numbers). The 
depth of the index is adjustable. Adjustment of this allows 
the user to identify how deep the index needs to be before no 
RTP sequence errors are observed. The packet reordering 
depth requirement for the RTP stream being examined is 
then established. 

This is useful as it allows the user to measure the actual 
packet reordering depth requirement for a given network 
configuration, at a given moment in time. The maximum 



   

size of the index in this module is typically at least twice the 
size of that provided within the main packet reordering 
modules. This allows the user to characterise a problematic 
network’s packet reordering behaviour. Such a facility can 
be very useful when debugging a network. 

The current packet and byte rates are available (number 
of packets or bytes received in the last second) for the RTP 
packet stream being analysed. A number of other 
measurements for this stream can also be read back, 
including: 

• Number of non-sequential RTP sequence number 
transitions observed in consecutively arriving RTP 
packets. 

• Number of duplicate RTP sequence numbers 
observed in consecutively arriving RTP packets. 

• Maximum difference between RTP sequence 
numbers observed in consecutively arriving RTP 
packets. 

Each of these additional measurements is performed at the 
output of the RTP sequence number reordering block within 
this module. They are measured over a duration defined by 
successive microprocessor accesses to the registers storing 
these measured values. The RTP sequence number 
reordering block can optionally be configured for zero depth, 
allowing these measurements to be made either side of the 
live packet reordering modules. From this data, problems 
such as occasional dropped or duplicated packets or large 
blocks of dropped or duplicated packets can quickly be 
differentiated. 

Note that this is a standalone module. Adjustment of its 
reordering index does not affect the payload’s signal path. 
So a user can modify the adjustable index depth parameter 
on a live system and establish the reordering depths required 
for the main signal path. 

RTP NETWORK TESTING 

A network emulator was used to test the performance of 
Stagebox with various impairments present. These included: 

a) Out of order packets 
b) Duplicate packets 
c) Distributed latency 
d) Combinations of a-c 

The firmware module designed to cope with (a) is 
configurable, such that larger degrees of reordering can be 
handled if required. The default configuration is for a 
reordering depth of 32 packets for the Stagebox video path. 
Distributed latency (ie. jitter) is seen in real networks. Tests 
were conducted using 15ms nominal latency, as this is 
approximately that measured between BBC Pacific Quay 
(Scotland) and BBC London. Latency deviation on this 
network is reported to be about 2.5% from nominal (worst 
case). Stagebox easily handled this condition, with plenty of 
margin in hand.  
 
 

CAMERA CONTROL 

A key design philosophy with Stagebox is that it should 
allow easy interfacing to legacy equipment, allowing IP 
technology to be integrated into existing production setups 
with minimum fuss and expense. This has led to the 
inclusion of the ability to carry legacy auxiliary control 
signals seamlessly over its IP link. 

Electrical interfaces have been provided for Sony 
LANC camera control and generic RS232/RS422/RS485 
communications. To avoid the need for a plethora of bulky 
connectors on the unit, these signals are provided on a 
compact multi-way “Lemo” connector. Custom flying lead 
breakout cables are then used to connect these signals to 
industry standard connectors as required. The unit 
autosenses the configuration of the breakout cable in use. 
Stagebox simply samples the camera control signals, 
packetises and transports them over the IP link. It does not 
decode, packetise the data and then re-encode the legacy 
control standards at the other end of the link. Although the 
approach taken might take more network data rate than 
strictly required in terms of information transferred, the 
simplification it allows is huge, with the links being totally 
device agnostic. 

Replacing the conventional wired connection used for 
these links by a network packet-based system introduces the 
possibility that the system performance may be degraded by 
a number of mechanisms. The packetisation and 
depacketisation processes introduce a delay. Also, the 
network will introduce an additional delay which may be 
variable, dependent on other network traffic. Other problems 
may arise through packets arriving in a different order from 
the order in which they were sent or sometimes whole 
packets may be lost. 

In a control context, the speed of modern network 
systems generally mitigates any problems of additional 
delay. Also, Stagebox has followed the approach of 
allocating a network packet to each serial data frame. This 
avoids the possibility of the data bits of a single frame being 
split between different packets and thus parts of a word 
being reordered or lost, leading to the corruption of control 
values. Allocating a higher priority to the relatively 
infrequent control information in the packetiser is also 
helpful, without introducing any significant penalty for other 
network traffic. 

Figure 4 shows an example setup in which a remote 
camera on a robotic head is controlled from a pan bar 
controller. The remote head would normally be connected 
using a serial cable and the digital video signal returned 
from the camera to the controller-mounted monitor by a 
separate dedicated cable. However, by inserting a pair of 
Stagebox units as shown, the control signals can be 
conveyed, along with the video and audio signals, by a 
single network connection. 

Such a setup using Stageboxes was demonstrated at 
NAB in April 2013 conveying signals between a Shotoku 
pan bar and a robotic camera as part of a more general 
display of the capabilities of the Stagebox unit. 
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FIGURE 4 REMOTE CAMERA OPERATION VIA A NETWORK CONNECTION USING TWO STAGEBOXES 

 
 

SYNCHRONISATION OVER AN IP NETWORK 

In a conventional multi-camera studio setup, cabled genlock 
is typically fed to each camera. This ensures that the start of 
each video frame arriving at the video mixer, from each 
camera, is aligned. 

The ubiquity of the black and burst reference used by 
genlock has made it a practical choice to support 
synchronisation in digital television systems, both for 
standard definition and high definition television standards. 
Stagebox allows the continued use of the black and burst 
format to provide timing references into and out of an IP 
studio network. For the standards supported in the Stagebox 
equipment, the 625/50 PAL black and burst format is used 
for those based on 25 and 50 Hz frame rates, while the 
525/59.94 NTSC black and burst format is used for those 
based on 29.97 and 59.94 Hz frame rates. 

A key part of the Stagebox system is the ability to 
perform synchronisation across an IP network. Genlock can 
be input to a Stagebox acting as the master timing reference 
for an IP network. Other (slave) Stageboxes on the same 
network can then lock to the master’s reference (which is 
distributed across the IP network), producing a genlock 
output signal locked to the master. 

To achieve this, there needs to be a mechanism to allow 
different Stageboxes on a common network to have their 
internal reference clocks locked together. There are 2 
synchronisation mechanisms provided. 

• Source-synchronous 
• Precision Timing Protocol (PTP) 

Simple point to point, or point to multipoint links can use 
“source-synchronous” mode. The Stagebox transmitting the 
stream acts as the clock master, and provides genlock to its 
local video source (eg. camera). The Stagebox receiving this 
stream has circuitry that will lock its clock to the incoming 
video stream. This mode is especially useful for point to 
point links of any distance (local, national or international), 
and can work across both layer 2 and 3 networks. 

PTP (IEEE 1588-2008) [14] is an increasingly popular 
protocol used in a number of professional applications that 
allows frequency and phase synchronisation of clocks over 
Ethernet packet based networks. Many modern network 
switches support PTP as standard. It allows all PTP enabled 

slave devices connected to a multicast capable network to 
synchronise their clocks with that of a master reference 
clock. For applications such as multi-camera studio 
installations, PTP can be used to ensure that all the 
Stageboxes on a local, carefully managed layer 2 network, 
have their clocks synchronised. 

This protocol relies on a single device in the network 
being nominated to act as a “grandmaster” clock. This 
broadcasts time reference packets (called “sync” and “follow 
up”) to all interested slave devices. Assuming more or less 
constant network transit times, these packets allow a slave to 
set its local clock correctly, albeit at a fixed time later than 
that of the master, due to the transit time of the packet 
through the network. 

[The packet being measured is named “sync”. The 
“follow up” packet is sent directly after the “sync” packet, 
with the timestamp that says when the “sync” packet 
actually left the master. The timestamp is not usually 
contained within the “sync” packet itself (although possible), 
as it is difficult for this to have been known before the 
packet was sent, as it is usually subject to variable delays 
through the Ethernet MAC / communications stack prior to 
final transmission. Measuring the actual departure time at 
the latest possible point prior to the packet actually 
appearing on the physical Ethernet port, and sending this 
value in a subsequent packet is the method used to 
circumvent this problem.] 

So this achieves frequency lock. If there were no delay 
on the transmission line connecting the master and slave, 
both clocks would now be in sync. 

A second step of the locking process establishes the 
delay from master to slave. This process is shown in Figure 
5. First, “sync” and “follow up” messages are sent again as 
previously described. The slaves then send their own “delay 
request” packets to the master, which returns them in the 
form of “delay response” packets. The “sync” and “delay 
request” control packets are time stamped very accurately 
upon entering or leaving the master or slave. The “follow 
up” and “delay response” packets (shown dashed) merely 
carry the timestamps recorded for their respective “sync” 
and “delay request packets”, these are not themselves time 
stamped. Note that it is assumed that both slave and master 
have their own very accurate clocks, and that slave 



   

frequency lock to master has already been achieved prior to 
this second stage of synchronisation. 
 

t1 & t2 only 
convey enough 
information by 
themselves to 
set the clock 
frequency.

Once timestamps t1 to t4 
are all known at the slave, 
the delay from master to 
slave and back to master 
can be calculated.
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FIGURE 5 THE BASIC PTP PACKET SEQUENCE 

 
The sum of the “sync” and “delay request” packet 

transit times can now be accurately calculated, but not the 
individual quantities. Conceptually, the round trip time, 
together with the assumption that the trip time is 
symmetrical, allows each slave to calculate the time taken 
for a packet to travel from master to slave, and hence be able 
to set its own local clock to a high degree of accuracy with 
respect to the master. 

One snag with this method is the assumption that the 
time taken for a packet to travel from slave to master is 
equal to that to travel from master to slave. On a totally 
wired link, this may be the case. However it is likely that 
switches or routers in a real network may introduce very 
different delays in each direction (eg. due to packet buffers 
and traffic loading effects). To eliminate this uncertainty, 
PTP enabled switches and routers use the concept of 
“transparent clocks”. As the PTP control packets previously 
described pass through a transparent clock enabled switch, 
the time taken for the packet to pass through the switch is 
carefully measured. This is then sent in the “correction field” 
of a subsequent packet, so the slave is informed of the 
switch delays in the route, and can compensate for them in 
the timing calculation. 

As can be seen in Figure 5, a correction field recorded 
for a “sync” packet will be inserted into the intercepted 
“follow up” message as it passes through a transparent clock 
capable switch in the route. The same would happen for the 
“delay request” and “delay response” packet pair. 

Once lock has been achieved, the PTP circuitry 
periodically repeats its measurements, steering the local 
slave clock appropriately to ensure lock is maintained over 
time. 

TIMECODE 

In a Stagebox broadcast system, there are three possible 
sources of timecode. The first is that Timecode may be 
distributed as linear timecode (LTC) and Stagebox will 
accept an LTC signal and lock to it. The second is that the 
incoming video may have timecode embedded in it. The 
third is that the PTP synchronisation mechanism accurately 
distributes timecode around the network, ensuring that all 
the Stageboxes on the network have the same locked 
timecode value. The order of priority that Stagebox adopts is 
that if a valid LTC signal is given to Stagebox, then this 
Stagebox will become the PTP master and distribute that 
value to all the other Stageboxes on the network. If you also 
feed in an external black and burst signal, it is important that 
the LTC and black and burst signals are both locked 
together. If there is no LTC input to a Stagebox, then the 
second priority is that the Stagebox will use any timecode 
that is contained on the incoming video. This has the effect 
that each incoming video frame is “labelled” with a 
timecode value and Stagebox will preserve these timecode 
values across the network. The final priority is that if there is 
no valid LTC signal and no timecode on the incoming video, 
then the timecode that is distributed by the PTP mechanism 
will be used. 
 

VIDEO AND AUDIO SYNCHRONIZATION 

One of the most important features about Stagebox is that 
the video and all the audio channels stay perfectly in 
synchronisation, even in difficult network conditions 
(dropped packets, reordered packets etc). Stagebox uses 
timestamps, PTP and source synchronous modes to ensure 
that this happens. We have done extensive testing of the 
video and audio synchronisation to ensure that this happens. 
We have created a custom test suite. One of the tests that we 
use for this is a fully-compliant HD-SDI signal where every 
video frame, timecode value and every single audio sample 
of every channel is labelled. When the signals arrive at the 
remote end, you can analyse where every video frame, 
timecode value and audio sample has ended up and you can 
see if they are all occurring at the correct time. This test can 
be used to test the synchronisation of any HD-SDI end-to-
end transport system. In addition to this, we have the ability 
to perform continuous real-time monitoring of the 
synchronisation of the video and audio. You can be alerted if 
the video and any of the audio channels have slipped out of 
synchronisation. 



   

STAGEBOX PRODUCTION TRIALS 

Over the last year Stagebox has taken part in a series of 
production trials. The production teams have always said 
that to be used, Stagebox needs to be: 

• Easy to use, even by non-technical staff. 
• Completely reliable. 
• Easy to interface to existing broadcast equipment. 
• Provide a real new benefit to production teams. 

 
We will now discuss how Stagebox was used at the 
production trials and what we learnt from each one. 

LOCAL ELECTIONS – MAY 2013 

The May 2013 local elections were the first live trial of 
Stagebox. The trial took place from two different locations 
in the UK over two quite different networks. The first 
location was Matlock in Derbyshire and the network used 
from here was a combination of both the open internet and 
Janet (Joint Academic Network). The second location was 
Staffordshire and this was over a managed network where 
the BBC network was “extended” out to Staffordshire. So it 
appeared that the network port in Staffordshire was on the 
BBC network. At each location a traditional satellite OB 
(outside broadcast) truck was used as a comparison. 

Both networks provided satisfactory performance, 
although it was necessary to reduce the video bitrate to 75 
Mbit/sec to avoid packet drops on the network. In these early 
trials we quickly discovered that we were working blind 
with the characteristics of the network link. We did not have 
any visibility of the integrity of the link, or measurement 
metrics. This led to the development of the RTP statistics 
monitoring. 

The delay of the video over the network link was also 
much less than the delay over the satellite link and this was 
evident during discussions between the reporter and 
presenter. There was a big cost difference between having a 
dedicated network and using the internet. One practical 
aspect learnt from this trial is that when connecting a 
Stagebox to the open internet it is important to pay attention 
to the security of the Stagebox and to take care that your 
organisation’s internal network is not exposed to the open 
internet. 

We analysed the network statistics and found that 
network packet reordering was essential for operation across 
the internet. This feature was subsequently included in 
Stagebox. 

RADIO 1 SUMMER FESTIVALS 

Over the summer of 2013, Radio 1 held three festivals. The 
largest of these was the Glastonbury Festival of 
Contemporary Performing Arts (Glastonbury). For this 
event, we created a Glastonbury digital hub in our R&D lab 
in West London. We had an OB satellite truck outside in the 
car park which housed the editors for the red button live 
streaming output for the weekend. The Stagebox feeds were 

fed into the compliance area where the live feeds from the 
Glastonbury stages were continuously monitored by editorial 
content staff from across the BBC. The staff had a touch 
screen display which showed them the live video and audio 
and a range of buttons that could trigger anything from an 
on-screen apology to an immediate cut of the video feed. 
The output from this team then went up to Salford to be 
encoded for the web and put directly onto the BBC’s 
website. 

In parallel with the live output, another team was 
creating the offline, catch-up, on demand packages and 
uploading these to the BBC Glastonbury site. Glastonbury 
was the second live trial of Stagebox and took place across a 
number of days. Glastonbury had to run in Standard 
Definition due to the satellite links and the time it takes to 
transcode HD video clips into all the formats required for the 
BBC website and to upload the large number of HD files to 
the web broadcast system. 

We learnt two things from this trial. The first was that 
Stagebox needed to be able to operate in SD as well as HD 
and this functionality was added as a result of the 
Glastonbury trial. This also required SD audio functionality 
to be added. We had not initially designed SD functionality 
into Stagebox as we did not expect SD to be required. At the 
outset, we had expected that all new productions would only 
require HD. Another major thing we discovered from this 
trial was that the clock that controls the encoding part of 
Stagebox (recovered from the incoming SDI) needs to be 
completely independent from the clock that controls the 
decoding part (used to generate the SDI output). A final 
thing we discovered from Glastonbury was that PTP is 
unsuitable for long distance links, so the source synchronous 
clock recovery mechanism was added which enables clock 
recovery in the receiving Stagebox without the need to use 
PTP. Our experience is that there is a divide between 
engineers who work with traditional broadcast infrastructure 
and engineers work with IP networks. In order to simplify 
Stagebox operation for both groups of people, we have 
repeatedly improved the user interface over the course of the 
development of Stagebox. 

CONSERVATIVE PARTY CONFERENCE 

This was the third major live trial of Stagebox. The 
Conservative Party conference was held in Manchester and 
Stagebox was used to bring both the main vision mix from 
the conference arena together with a remote-controlled 
robotic Bradley camera feed over the open internet. The 
Bradley camera is controlled using an RS485 protocol. The 
camera control unit was connected to a Stagebox in London 
via the RS485 interface. In Manchester the RS485 interface 
of the remote Stagebox was connected to the robotic Bradley 
camera. The video from the camera was connected to the 
remote Stagebox and streamed back to London over the 
internet where the video was decoded and displayed using 
the local Stagebox. We also observed an issue where, 
although the total capacity of the network was sufficient to 
carry all the required data, the network was unmanaged and 



   

this led to issues with other users on the network. We were 
able to solve this by using Stagebox in one direction only. 

FUTURE AUDIENCE EXPERIENCE AND PRODUCTION 
REQUIREMENTS 

One of the BBC’s most successful developments for the 
2012 Olympic Games was its online and interactive content. 
Following the success of the games, and then that of the 
2013 Glastonbury Festival, it has become apparent that our 
audiences want richer experiences of live events. From an 
editorial and technical point of view this means a significant 
change in the production chain, as we discovered recently 
when hosting the offsite Glastonbury production team at our 
London base. With an 80 strong creative team generating 
live online content, that would have been impossible to 
produce from an on-site location. By using the BBC’s core 
facilities they were able to call upon faster connectivity, 
share media across multiple production bases – Manchester, 
West London and Central London. This meant that the 
moment a music act agreed with our location crew which of 
their songs could be uploaded for our on-demand service, 
the editorial team in West London could start work. They 
created a near-live edit (working only 10 minutes behind real 
time), while simultaneously the BBC’s Legal and Right’s 
team in central London were able to review and agree any 
editorial policy concerns so that our live play out team in 
Manchester were able to be given the go ahead to stream the 
content quickly. This shared workflow reduces costs as 
fewer staff are required on location. The production’s quality 
and audience’s experience can also be vastly improved. This 
is achieved as a larger team, based in purpose built facilities 
with a fully supported set of tools are able to make the 
correct editorial decisions and create better edits, as the 
restrictions of on location working are simply removed. In 
the future, this method of working is clearly going to 
become much more common. We are already seeing larger 
trials planned for 2014, and 2015 with the UK elections, 
music festivals and major sporting events all looking to trial 
enhanced workflows. 

This increase in offsite production, fuelled by advances 
with IP technology, will create two challenges for the 
broadcaster / production company. The first is that as 
editorial teams grow, so will their requirements and demands 
on content. 

The second challenge is not a technical one, but rather a 
current business model limitation. The current model for an 
ISP is a connection charge and a multi-year contract, with a 
few months lead time to arrange for installation. This makes 
it harder for productions to budget an ongoing cost, and also 
be flexible at an OB location. A new model is going to be 
required by the industry, one where additional ISP capacity 
can be utilised on an ad-hoc basis. A model where costs are 
per week not spread over 2 or 3 years, and one where the 
cost of a link does not exceed the cost of a satellite link. 

This requirement will bring broadcasters into a closer 
relationship with ISPs. For example events such as the local 
elections, where counts and results are held at public 

buildings (schools, leisure centres and council chambers) 
which are all connected by ISPs for their everyday internet 
provision could have additional bandwidth allocated for 
short durations to enable IP based OBs. It is unlikely that the 
cost of installing a private network connection for a specific 
event will be acceptable in many such locations. The follow 
on from this is that technologies delivering these links will 
need to be resilient to operating over the public internet. 

CONCLUSIONS 

Stagebox has now been used on a number of high profile 
BBC productions. Each time we took part in one of these 
trials, we learnt something new about managing a production 
in an IP world. New features were added to Stagebox as a 
result of each production and new statistics were gathered 
about the performance of real world networks. 
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