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Abstract

Many cameras use a colour filter array (also known as a Bayer mask) to capture colour images
with a single sensor. The sub-sampling of the image often causes reduced resolution and colour
fringing. This paper describes a novel algorithm to extract better quality images from single chip
cameras. It exploits the similarity of the spectra of the three colour components to attenuate those
frequencies most likely to be aliases of the wanted signal.
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1 Introduction

A colour filter array (CFA) is a grid of colour filters placed over a white light image sensor to allow
the capture of colour images with a single sensor. There are several variations on the theme, with
filters of different colours or in different arrangements, but the “classical” Bayer mask has green
filters in a quincunxial lattice with red and blue filters in the gaps as shown in figure 1.

Figure 1: Bayer colour filter array pattern

This mask has the effect of sub-sampling the green image with a quincunxial grid and sub-
sampling the red and blue images with a rectangular grid at half the original horizontal and
vertical sampling frequencies. A process of “deBayering” or “demosaicing” (sometimes spelt “de-
mosaicking”) is required to reconstruct red, green and blue images at the full sampling rate.

If the image is not appropriately pre-filtered, these sub-sampling operations introduce aliasing.
Although a bit of aliasing is generally acceptable in images, the fact that the sampling of the three
colours is not co-sited results in the aliases not being co-phased. This can produce colour fringing
on fine detail in the reconstructed image. In a video camera the visibility of this aliasing may be
increased as it will tend to move differently to the underlying object.
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2 Interpolation with fixed filters

Figure 2: Demosaicing by fixed filtering: original (left), processed (centre) and enlarged (right)

The most obvious way to “demosaic” a Bayer masked image is to use low-pass filters to inter-
polate the “missing” samples. The red and blue signals can be interpolated with horizontal and
vertical filters, but for best image quality a diagonal filter is needed for the green signal.

Figure 2 shows an example of demosaicing using fixed low-pass filters. The original image
(“Lighthouse in Maine” by Alan Fink from the Kodak PhotoCD Color Image Database[1]) is shown
on the left, the reconstructed image at the centre and an enlarged portion of the reconstructed
image on the right. (All the full size images and spectra in this paper have been down-scaled by 2:1
horizontally and vertically to reduce the document’s file size. The enlarged images are unmodified.)

Note the strong colour fringing in the picket fence and the roof eaves. There is also some
fringing visible on the texture of the lighthouse wall. Some insight into the cause of this colour
fringing can be obtained by considering the spectra of the image before and after the Bayer mask
is applied.

2.1 The spectrum of an image

Figure 3 shows the spectra of the three colour components of the “Lighthouse in Maine” image.
(All the spectra in this paper have been prepared in the same way: apply a Hamming window to the
entire image, compute the Fourier transform, calculate its magnitude, take its natural logarithm,
multiply by 15 and add 40 to get a signal in the range 0 to 255.) The centre of these spectra
corresponds to zero frequency and the edges correspond to half sampling frequency. Hence they
show the entire range of frequencies supported by the sampling structure.
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Figure 3: Image spectra: red (left), green (centre) and blue (right) components

Note how similar the spectra of the three colour components are. Very few objects in a natural
scene are saturated red, green or blue, so they appear to some extent in all three colour components.

2.2 The spectrum of a Bayer masked image

Figure 4: The spectra of a Bayer masked image: red (left), green (centre) and blue (right)

Figure 4 shows the spectra of the red, green and blue Bayer masked images. The 2:1 horizontal
and vertical sub-sampling of the red and blue images cause spectral repeats at half the horizontal
and vertical sampling frequencies. You can see these repeats at the centre of each side and at all
four corners of the red and blue spectra. The Bayer masked green image has been sub-sampled
quincunxially, so its spectrum only repeats at the corners.

Note how the features radiating out from the centre of the spectrum are present in the spectral
repeats, sometimes overlapping the original. These are aliases that need to be removed if a good
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quality image is to be recovered from the Bayer masked signal.

2.3 The spectrum of a filtered Bayer masked image

Figure 5: The spectra of a Bayer masked image after filtering: red (left), green (centre) and blue
(right)

Figure 5 shows the effect on the spectra of the fixed filtering described in section 2. In each
colour component you can see residues of the spectral repeats, but they are more apparent in the
red and blue components.

These spectra also illustrate how severely filtered the red and blue signals are, compared to
the green signal. Algorithms have been proposed to increase the resolution of the red and blue
signals by using information from the green signal. For example, Glotzbach et al [2] propose copying
higher frequencies from the reconstructed green signal to the red and blue signals. Gunturk et al [3]
use an iterative reconstruction technique to reconstruct the high frequencies in red and blue, such
that they match those in green. Dubois[4] proposes a locally adaptive system, operating in the
frequency domain, to minimise errors in the reconstructed high frequencies.

No proposed algorithm that I’m aware of takes advantage of the fact that, before filtering,
high frequency information is still present in the red and blue signals, but has alias frequencies all
around it.

3 Fourier transform filtering

Examination of the spectra shown in figures 4 and 5 raises an intriguing possibility. What if one
could change the shape of the filter pass-bands to include more of the signal frequencies and reject
more of the alias frequencies? The pass-band shape would need to vary according to the particular
frequencies present in the image. Spectrum dependent filtering like this can be done using Fourier
transforms.

The image is divided into blocks or tiles (with some overlap), the Fourier transform (FT) of
each block is computed, the transformed signal is processed to remove the aliases, the inverse FT
is computed to transform back to the spatial domain and the blocks are stitched back together
again. Processing in the frequency domain like this has been successfully used in the Transform
PAL Decoder[5]. It adds complexity, but allows the filtering to vary with the spectral content of
the local signal.
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In a 2001 patent[6] I described a method of up-converting or de-interlacing a video signal
using frequency domain processing. In this case I was attempting to allocate each of a pair of
frequencies to “signal” or “alias” by determining which was better “connected” to zero frequency.
The technique showed promise, but I could not get it to work reliably. In the case of the Bayer
masked red and blue signals, we already have a strong indicator of which frequencies are signal and
which are alias – the green signal.

3.1 Guided FT filtering

Figure 6: Comparing frequencies: red (left), green (centre) and blue (right)

Figure 6 shows the spectra of the Bayer masked red, green and blue signals, as in figure 4.
Consider the frequency region indicated by the yellow circle on the spectrum of the red or blue
signal. It has repeats due to the horizontal and vertical sub-sampling as shown by the cyan circles,
and the repeats have the same amplitude. However, in the green signal the cyan circled regions
have a much lower amplitude than the yellow circled region. This is good evidence that the yellow
circled region is “signal” and the cyan circled regions are “alias”, so one can filter the red and blue
signals by setting the FT “bins” corresponding to the cyan circled regions to zero.

There are some frequencies we know are always “signal” - those near zero frequency - and some
that will always be “alias” - those near the spectral repeats of zero frequency. Hence the above
process is only applied at frequencies which could be either. Furthermore, frequencies a long way
from zero are less likely to be “signal”, so a bias can be introduced to favour lower frequencies.
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Figure 7: Signal spectra after removing horizontal and vertical aliases: red (left) and blue (right)

Applying this process to each frequency bin in the FTs of the red and blue signals (guided
by the green signal FT) results in the spectra shown in figure 7. Note how frequencies have been
recovered well into the cut-off area of the fixed filters shown in figure 5. This first stage up-converts
the red and blue signals to quincunxial sampling. The horizontal and vertical aliases have been
substantially attenuated, but the diagonal aliases remain.

We now have three quincunxially sampled signals: the original green and the up-converted red
and blue. Their spectra have similar magnitudes, but because the red and blue signals are sampled
in anti-phase to the green signal, their aliases are out of phase with those of the green signal. This
phase relationship allows us to mix the red, green and blue FTs together (in the ratio 50% green,
25% red, 25% blue) to generate the signal shown in figure 8. Note how the quincunxial sampling
alias has been substantially attenuated.

Figure 8: Guide signal derived from red, green and blue
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Figure 9: Comparing frequency bins: green (left) and “guide” (right)

This “guide” signal can now be used to remove the quincunxial alias from all three colour
components. The process is illustrated in figure 9. The yellow circled frequency in the green (or
red or blue) signal has an equal amplitude alias in the cyan circle. In the “guide” signal’s FT the
cyan circled frequency is much weaker, so the yellow frequency is assumed to be signal and the FT
“bin” corresponding to the cyan circle is set to zero.

Figure 10: Final spectra: red (left), green (centre) and blue (right)

The resulting signal spectra are shown in figure 10. The extended frequency response and
reduction of aliasing are quite visible.

It is not immediately obvious from these spectra that each block of the image has been filtered
just as severely as with the fixed filters of section 2.3. Each block’s filter has a different frequency
response, so when they are averaged across the image, and displayed as a logarithmic spectrum,
the filtering appears to be far less severe.
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Figure 11: Final results - “Lighthouse in Maine”: original (left), fixed filtering (centre), FT pro-
cessing (right)

Figure 11 shows the original image, the Bayer masked image processed with conventional filter-
ing and the Bayer masked image processed with the Fourier transform based algorithm described
in this paper.

This brief description of the algorithm has omitted many details of the implementation. More
detail is provided in appendix A.
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4 Comparison with other methods

An internet search finds many papers on demosaicing, but few provide objective performance
measurements or sufficient detail to replicate the proposed new algorithm. (This paper is no
exception to the rule.) Dubois[4] gives mean square error figures (MSE) for four algorithms,
none of which is simple to replicate. However, Dubois does provide result images for the Kodak
image set on his web-site. Malvar et al [7] describe an algorithm that is simple to implement,
and provide peak-signal to noise ratio (PSNR) measurements of it and some other algorithms. I’ve
implemented this “improved linear” algorithm but I’ve not been able to produce comparable PSNR
figures. This is perhaps because we’re using different versions of the source images. However, crude
measurements such as PSNR are a poor measure of the visibility of aliasing artefacts.

Figure 12: Demosaicing comparison - “Lighthouse in Maine”: Malvar (left), FT processing (centre),
Dubois (right)
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Figure 13: Demosaicing comparison - “Motocross bikes”: Malvar (top), FT processing (middle),
Dubois (bottom)
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Figure 14: Demosaicing comparison - “Market place”: Malvar (top), FT processing (middle),
Dubois (bottom)
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Figure 15: Demosaicing comparison - “Whitewater rafters”: Malvar (top), FT processing (middle),
Dubois (bottom)

Figures 12, 13, 14 and 15 show the results of Malvaret al ’s “improved linear”[7], my FT process-
ing and Dubois’ “adaptive frequency domain method”[4] algorithms on four of the Kodak images.
The FT processing is clearly imperfect, but it does show a useful improvement over the (admittedly
much simpler) Malvar algorithm.

Comparison with the Dubois results is not so easy. In many respects the Dubois algorithm
is superior, with generally less colour fringing and improved apparent sharpness. However, it is
prone to failure on the edges of coloured objects such as the blue animal head logo on the Suzuki
motocross bike or the red life jackets worn by the whitewater rafters.

With moving images (video) the colour fringing artefacts caused by a Bayer mask are often more
visible because they tend to move differently to the underlying object. Experiments with video
clips show a marked improvement with the FT processing (compared with the Malvar algorithm).
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Figure 16: Malvar image spectra: red (left), green (centre) and blue (right)

Figure 17: Dubois image spectra: red (left), green (centre) and blue (right)

The spectra of Malvar’s and Dubois’ results, shown in figures 16 and 17, are interesting. (See
figure 10 for comparison.) Both Malvar and Dubois avoid complete attenuation at half horizontal
and half vertical sampling frequency in the red and blue spectra. I assume this is related to their
improved apparent resolution compared to the FT processing.
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Appendix A Implementation details

In the interests of brevity I’ve omitted many of the practical details of the Fourier transform filtering
algorithm. There are numerous parameters that have an effect on the algorithm’s performance.
Unfortunately many of these improve performance on some images while giving worse performance
on others, so some sort of compromise is required.

A.1 Conversion to Fourier transforms

Figure 18 illustrates the conversion of the Bayer CFA image to red, green & blue Fourier transforms.
Mask signals corresponding to the colour filters on the CFA are used to extract the three colour
components, setting the unwanted pixels to zero. The picture is then rearranged into overlapping
blocks (or tiles) before a window function is applied to reduce the signal amplitude at the block
edges. The two dimensional Fourier transform of each block is then calculated to produce the
signals Rft, Gft & Bft.

A.1.1 Block size and overlap

As described above the picture is divided into overlapping blocks (or tiles) prior to computing
the Fourier transform of each block. The fast Fourier transform (FFT) algorithm works most
efficiently with block dimensions that are an integer power of two. There is no reason to treat
vertical frequencies differently from horizontal, so the blocks should be square.

Large blocks reduce the range of frequencies within each FFT “bin” but encompass a larger area
of picture so may include more image frequencies. Small blocks have reduced frequency resolution
but will probably cover fewer image frequencies. Small blocks also reduce the possible spatial extent
of any artefacts caused by the processing. The ideal block size would produce sparsely populated
Fourier transforms where signals and aliases can be easily distinguished. Square blocks of 32 by 32
pixels have been found to work well with most images.

Block overlap is essential to allow a window function to be applied to the image blocks before
computing the Fourier transform. The edge pixels are substantially attenuated by the window
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Figure 18: Conversion to R, G & B Fourier transforms

function, so would need a large gain to be applied after conversion back to the spatial domain.
This would create noise and other artefacts in the final image. Using overlapping blocks the inverse
window function can be modified to cross-fade from one block to the next within the overlap area.

The amount of block overlap affects the computational complexity of the algorithm. The worst
case would be a block spacing of one pixel, starting each block just one pixel after the start of
the previous block, in both horizontal and vertical directions. In effect this would implement the
algorithm as a large bank of filters. The pictures shown in this paper were computed with a block
spacing of half the block size. Other block spacings have not been tried.

A.1.2 Window function

There are many window functions used in different applications of Fourier transforms (e.g. Ham-
ming, Hanning, Gauss, Kaiser). A good compromise in this application is the Hamming window:

w(n) = α− β cos(
2πn

N − 1
), 0 ≤ n ≤ N − 1

α = 0.53836, β = 1− α = 0.46164

A.2 Fourier transform filtering

The filtering of the Fourier transformed signals is shown in figure 19. The “horizontal & vertical
alias detection” block analyses the green component’s FT as discussed in section 3.1. It produces
a signal in the range zero to one that is used to attenuate the horizontal and vertical “alias”
frequencies in the red and blue components, up-converting them to quincunxial sampling.

The “guide signal mixing” block combines the up-converted red & blue components with the
green component to generate a “guide” signal. This is then processed by the “quincunxial alias
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Figure 19: Fourier transform filtering

detection” block, as described in section 3.1, to produce another signal in the range zero to one
that is used to attenuate the quincunxial “alias” components in all three colours.

A.2.1 Protected frequencies

As mentioned in section 3.1 there are some Fourier transform frequency bins that are fixed to always
be “signal” or “alias”. The remaining bins form a “rigidly defined area of doubt and uncertainty”
where FT amplitudes are used to allocate signal or alias for each block of the image. In practice the
pre-determined frequencies are a small area around zero frequency and its aliases. The ideal size
of this area is, once again, image dependent. The horizontal & vertical alias detection works well
with a 3x3 area (for a 32x32 block size). The quincunxial alias detection requires a larger protected
area, as the mixing of quincunxial R, G & B to make a “guide” signal may not adequately suppress
alias frequencies for some strongly coloured objects, such as the life jackets in the “Whitewater
rafters” image. Applying a bias to favour lower frequencies, as mentioned in section 3.1, has not
proved to be useful.

A.2.2 Avoidance of sharp-cut filtering

With anything but the smallest block sizes this Fourier transform filtering can sometimes produce
“ringing” artefacts similar to those seen with conventional sharp-cut low-pass filters. These can
be reduced by filtering the output of the “alias detection” blocks before using it to attenuate the
main signals. A simple block average filter is all that’s needed. To reduce the impact on other
parts of the image this softening of the filter transition can be selectively applied only to those
frequency bins where the signal/alias decision has low confidence. This confidence is derived from
the magnitudes of the guide signal “signal” and “alias” bins.

A.2.3 “Guide” signal generation

In section 3.1 I said the up-converted (to quincunxial sampling) red and blue FTs are mixed with
the green signal’s FT in the ratio 25% R, 50% G and 25% B. This works well for image areas with
little colour, such as the picket fence in the “Lighthouse in Maine” image, but saturated colours
may not produce the same alias cancelling effect. A simple but effective improvement is to use
either red or blue, whichever ones amplitude is closer to green. This choice is made on a bin by
bin basis.
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A.3 Conversion back to an image

inverse
Fourier

transform

inverse
window
function

cross−
fade

function

merge
blocks

R’ft R’

Figure 20: Conversion from FT to image components

Figure 20 shows the conversion of the red component from FT to image. The green & blue
components are processed in exactly the same way.

A.3.1 Inverse window and cross-fade functions

The inverse window function is simply 1/w(n). The “cross-fade function” attenuates block edges
(where the inverse window function is large) to provide a smooth transition from one block to the
next. In this work I’ve used a “minimum noise” function:

x(n) =
w(n)2

w(n)2 + w(n− S)2 + w(n+ S)2

where S is the block spacing, typically N/2.
In practice these two stages are merged and use a single function:

i(n) =
w(n)

w(n)2 + w(n− S)2 + w(n+ S)2
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