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Abstract 

As the performance and cost-effectiveness of packet-switched networks continue 
to increase, broadcasters can benefit from handling real-time production-quality 
video and audio as first-class citizens on IP infrastructure. When combined with 
capturing richer production datasets, this provides new opportunities to produce 
innovative, and more personalised, products.  BBC Research & Development is 
developing a framework to investigate going beyond traditional technologies such 
as SDI towards an IP-based infrastructure, using widely adopted networking 
protocols and techniques. The framework treats items of content, such as video 
frames, as well as data events generated in a production, as uniquely identified 
and time-stamped objects. For live working, these are multicast at high quality 
locally and published as web feeds for remote access; they are also stored for 
immediate use by downstream processes and devices, without the overheads 
associated with file-based transfers.  
 

This document was originally published in the IBC 2013 Conference proceedings, 
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P.J. Brightwell, J.D. Rosser, R.N.J. Wadge, P.N. Tudor 

1 Introduction 

The broadcast business has a track record of being changed by IT, and benefiting from the 
economies of scale in that industry. Home and mobile broadband have revolutionised consumers’ 
access to content, and modern content distribution networks have transformed how broadcasters 
can deliver it. Production has also changed, and it is now usual to record onto files rather than 
tapes. However, in many cases the activities involved in file-based production tend to be based 
around processes acting on entire recorded clips, often causing unwanted delays in a team’s 
operations. This is particularly true for live and near-live productions.  

Traditional interconnect technologies such as SDI, AES-3 and SMPTE timecode have proved to be 
effective at their intended use, but their “disconnect” with more mainstream network technologies 
imposes overheads. In the past, the prohibitive cost of multi-gigabit network infrastructure meant 
there was no practical alternative. Typical modern production facilities now include extensive IP 
networking, and the possibility of extending this to handle real-time production quality video and 
audio directly is enticing. This allows the network itself to handle routing of signals, using proven 
approaches to multicast distribution and security where required.  

The potential benefits extend beyond savings from reduced specialist infrastructure: a converged 
platform could allow teams earlier access to their content, and more flexibility in how they can use 
it.  Productions would be able to capture richer production datasets, aiding creation of more 
personalised content and new types of product. And by exploiting techniques for dynamic provision 
and control of networked computing resources, the broadcast industry could also benefit in terms 
of how it procures its facilities. 

A major aim of BBC’s Research & Development’s current work is to examine how the meaning of 
the term “broadcasting” will change in the age of the Internet (1)). As part of this, the IP Studio 
project (2)) is developing a framework consisting of a content model, transport mechanisms, 
system architecture and implementations to investigate the benefits and challenges of adopting an 
all-IP approach to production infrastructure, with a particular emphasis on live and near-live 
working. This paper presents the technical approach taken, and demonstrates examples of how 
future production users and audiences could benefit from the possibilities offered. 

2 Content model 

2.1 Sources, Flows and Grains 

At the heart of the IP Studio framework is the idea that everything of interest generated in a 
production should be captured and made available for immediate or later access. This goes 
beyond just audio and video, and typical “clip-oriented” metadata, to include events: time-related 
data objects that contain information such as: camera settings, actor positions, logging entries and 
AV quality analysis data. In the project’s content model, events, and frames or sections of video 
and audio, are all treated as individually identifiable grains. Grains are time-stamped objects within 
flows of time-sequential information coming from sources (see Figure 1). An application can 
access grains in real time as they are created, or at a later time for retrieval from a particular 
timestamp. 
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Figure 1 – Sources, Flows and Grains 

2.2 Relationships 

Each source and flow is uniquely identified (with a UUID), allowing a system to determine the origin 
of any grain. Information about the relationships between sources, and with other things such as 
cameras and people, is also recorded. This data allows complex queries to be constructed. As an 
example, a user might want to view what was recorded from each camera when a particular line of 
dialogue was spoken. This could be achieved by: querying a database to find a particular (speech 
recognition) event grain; finding its corresponding source; finding related sources; and finding 
video grains with matching timestamps.  

2.3 Synchronisation 

Synchronisation between grains is achieved using a common time reference. Typically computer 
clocks are synchronised using Network Time Protocol (NTP), but as this does not provide the level 
of accuracy that will be needed for many professional applications, the project is investigating the 
use of Precision Time Protocol (PTP) (3)). Accordingly grains have nanosecond-precision 
timestamps. They also optionally can include SMPTE timecodes for use within existing 
infrastructures. 

2.4 Addressability 

Because sources, flows and other objects are uniquely identified, they can be addressed using 
URIs, for example: 

!""#$%%&&&'()*+#,('-.+%/.01-(%234256789:;:29<=889=>5;9765<?>;=@883A
This approach can be extended to, for instance, allow a client to specify a URI that asks for content 
in a particular format, or play a stored item from a particular time. This opens the possibility of 
straightforward integration with web-based systems.  

3 Processing 

3.1 Pipelines and Nodes 

Flows of grains can be processed in several ways. For example a video flow may be encoded into 
different formats, multiple flows may be composited, and audio or video flows may be analysed to 
produce event flows. Such processing operations are combined into pipelines that run on 
computing instances, or nodes.  Pipelines start and end by receiving and sending external flows 
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from and to a network port, a pre-existing interconnect such as SDI or local storage on the node 
itself.  Figure 2 shows a simple example of a node and pipeline. 

3.2 Control 

Each node provides a web service API to support remote configuration and control of the pipelines 
and their settings. The web service adapts automatically to reflect the pipelines running on the 
node. The API follows RESTful principles, responding to HTTP requests directly to resource URLs 
(4)). Clients can introspect the node to determine the structure of the pipelines and available 
parameters (e.g. encoder bit rate), and dynamically build their user interfaces. Additionally, the 
node acts as a source of status events, allowing information about configuration changes to be 
propagated in real time around the studio, and stored for later use. 

4 Streaming 

Although SMPTE has defined a number of standards for wrapping video into IP, these are aimed at 
solving particular interconnection cases, such as the tunnelling of SDI through IP (5)), rather than 
general transport of flows. 

For low-latency applications within the IP Studio framework, for example monitoring, video and 
audio flows are streamed in elemental form (not multiplexed) using RTP (6)). Because there may 
be several devices receiving the same stream, the framework uses multicast extensively. Source-
specific multicast (7)) is preferred, to aid scalability and security.  

A number of header extensions have been specified to carry the grain’s identification and PTP 
time-stamp information. This provides the possibility of using RTP streams when a high accuracy 
of synchronisation is required. For such cases an accompanying RTCP channel is not used. 

For other applications, for example when a reliable transport is essential, or when traversing 
firewalls, RTP may be less appropriate, so the IP Studio framework allows different transport 
mechanisms to be adopted. Of particular interest are MPEG-DASH (8)), which is becoming 
increasingly relevant to content distribution, and HTTP Live Streaming (9)), which is often used for 
streaming to portable devices. Note that both HLS and DASH use chunked HTTP transfers, 
making them unsuitable for low-latency applications. Similarly for events, WebSockets (10)) 
provide a reliable transport to and from modern web browsers. 

 

Figure 2 – Processing node 
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5 Software Implementation 

To demonstrate the feasibility of the techniques discussed here, the project has developed 
implementations of several aspects of the framework, and to potentially provide reference 
implementations for future standardisation activity. Where possible, open source components have 
been used, although proprietary modules such as video codecs can also be integrated. 

A node’s processing, local storage and control elements are implemented as compiled applications 
running as individual processes within a POSIX environment such as Linux. A node can be 
deployed on a standalone computer, or within a virtualised cluster. 

A plug-in framework allows new types of processing elements to be incorporated in a 
straightforward way. Shared memory segments join processors together within pipelines, while the 
node controller uses a messaging mechanism (11)) to control the processors, and lightweight 
HTTP and WebSocket servers for external configuration and control. 

A “polyglot” approach has been taken to storage (12)). A custom content store has been developed 
to provide rapid access to grains based on their flow identifier and timestamp, and different types 
of database are being assessed for their performance and scalability for event-based queries. 

RTP streaming is provided via an open source library (13)) that has been extended to incorporate 
the extensions outlined above. The project found that it was necessary to apply a traffic shaping 
algorithm to the egress of packets on sending nodes to prevent bursty RTP traffic from causing 
temporary packet loss. 

As cameras and professional monitors do not yet come with streaming IP connectivity, a number of 
SDI and HDMI interface cards are supported. These are installed in dedicated servers running 
pipelines to produce AVC-I 100  (14)) streams from 10-bit SDI signals. The project has 
experimented with other video formats, including MJPEG thumbnails and H.264 proxies. To date 
audio has been transported as linear PCM, with no limit on the number of channels; other audio 
formats will be supported in the future.  

AVC-I encoded RTP streams to the project’s specification can also be taken from a dedicated 
camera back node developed by BBC R&D’s Stagebox project (15)). 

The IP Studio project has developed a number of native and web-based user tools for monitoring, 
logging and control. The example in Figure 3 shows a multi-input viewer in which a tablet is used to 
control a receiver and decoder pipeline.  

 

Figure 3 – Multiviewer and tablet controller 
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6 Example Applications 

The framework enables many production and audience use cases, some of which are discussed 
here. 

Flexible viewing: Multiple video flows from the same source device can be created on demand for 
a range of purposes from viewing live thumbnails on a tablet up to critical monitoring (see Figure 
4). The pipeline parameters are set automatically based on the type of device and network 
connection. 

 
Figure 4 – Flexible viewing 

 
Large-scale quality analysis: In a large facility, looking and listening for potential technical issues 
across many sources can be aided through analysis pipelines that generate events warning of 
problems. These can be aggregated and filtered to present a helpful summary for the operator, 
who can then review the suspect flow in more detail. 

New forms of content: Camera positioning and pose information can be represented as event 
flows and used in conjunction with 3D models to produce synthetic renders on a variety of 
production and audience platforms.  

Data-driven second screen: Face recognition and GPS location events can be captured during 
production and presented to users of second screen devices. The events are automatically linked 
and synchronised to the available content. This opens new opportunities for personalisation, such 
as allowing a user to follow a particular sport or person at a large event. 

Social media events: Many teams already filter Twitter and Facebook feeds for comments about 
their programmes. IP Studio offers the possibility to connect this audience feedback directly into 
the live production environment.  

7 Scaling up and out 

7.1 Discovery 

Once a facility grows to more than a handful of sources and nodes, configuration and management 
become difficult without help from the infrastructure. A key aspect is the automatic discovery when 
they are plugged in or provisioned. In the IP Studio framework, nodes send multicast DNS Service 
Discovery (16)) advertisements about themselves, and about the sources they provide, out to the 
local network. However, it is often inappropriate for clients to deal directly with DNS messages. For 
example, most browsers require add-ons to be installed (Safari is an exception as it has close 
integration with Apple’s Bonjour implementation of DNS-SD). Therefore the framework includes a 
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web service that listens for DNS-SD announcements and forwards appropriate information to 
clients through a RESTful API.   

7.2 Layers 

For the IP Studio to be both useful and practical outside individual “silos”, its architecture has to 
balance robustness of real-time operations with the requirement to provide access from a range of 
different locations and on a range of platforms. The approach taken (Figure 5) is to identify 
different layers of activities carried out by a facility, with different requirements in terms of network 
characteristics and accessibility. So the most mission-critical real-time applications happen in the 
innermost layer, requiring a deterministic network and low-latency processing. Users working on a 
production over the Internet access an outer layer. Each layer stores grains that are appropriate to 
its activities, so the real-time layer provides the most recently recorded full quality content, while 
the outer layers serve web proxies. 

Service gateways control what can be discovered outside a layer, and who/what can access it; 
this is essential to prevent connections from outer layers overwhelming the processing resources 
of inner layers. Similarly, forwarding of multicast messages is permitted from inner to outer layers, 
but not vice versa.  

Expected network characteristics of different layers demand different approaches to transport of 
grains. Outer layers are likely to be less resilient and require use of TCP-based protocols to 
guarantee reliability.  

The structure of a grain allows any combination of payload and transport protocol. This not only 
provides flexibility in facility configuration, but will also allow future formats and transports to be 
adopted with minimal disruption. 

  
 

 
Figure 5 – Layers, Zones and Feeds 

7.3 Zones and Feeds 

Many productions occur across multiple facilities, or zones in the project’s terminology, (Figure 5).  
For example a local zone in a television centre might take contributions from a remote zone at an 
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outside broadcast location. In the IP Studio, this is achieved by publishing feeds of sources from 
the remote zone, enabling them to be accessed in the local zone. Such a live feed is likely to 
require a low-latency stream at the real time layer, while in other cases, a feed might use a non-live 
transport from an outer layer, as is the case for the feed to post production in Figure 5.   

In some cases all the sources might be published, such as where the remote zone is being 
monitored and controlled from the local zone. In other cases, only some might be published, for 
example just the output of the vision mixer, and a filtered version of events. 

7.4 Software Defined Networking 

Successful scaling of the techniques discussed here will also depend on the network fabric that will 
take the place of SDI, AES and timecode distribution infrastructure in traditional facilities. 
Configuration of multicast group addresses and forwarding rules has proved quite time-consuming 
at BBC R&D’s two demonstration zones at London and Salford, and a more automated approach 
will be needed for large installations, especially those that make use of dynamically provisioned 
networks. The project is investigating the use of software defined networking (SDN) technologies, 
such as those being developed by the OpenFlow project (17)). 

8 Conclusions 

BBC R&D’s IP Studio project aims to provide programme makers and their audiences with a 
platform to create, consume, and interact with new richer forms of content. This paper has outlined 
a framework to support flexible IP networking at the heart of the live production infrastructure. A 
unified approach to the identification and synchronisation of audio and video content and data and 
control events, and the adoption of techniques and technologies proven to scale for the Internet 
provide a level of flexibility that is not possible with traditional infrastructures.  

A potentially disruptive finding is the proposal to distribute and consume content and events as 
elemental grains. While this enables great flexibility for a variety of application use cases, it is 
something of a step-change from the usual practice of layering traditional bitstreams onto ever-
faster transports such as SDI over fibre. 
A software framework has been implemented to test the feasibility and usefulness of this approach 
in practice, through trials with productions and infrastructure providers, and to determine where 
future standards are needed. A joint task force on networked media has recently been established 
by VSF, EBU and SMPTE (18)). 
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