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Abstract

A speech classification system is proposed which has applications for accessibility of content for

younger children. To allow a young child to access online content (where typical interfaces such as

search engines or hierarchical navigation would be inappropriate) we propose a voice classification

system trained to recognise a range of sounds and vocabulary typical of younger children. As an

example we design a system for classifying animal noises. Acoustic features are extracted from a

corpus of animal noises made by a class of young children. A Support Vector Machine is trained to

classify the sounds into one of 12 corresponding animals. We investigate the precision and recall of

the classifier for various classification parameters. We investigate an appropriate choice of features

to extract from the audio and compare the performance when using mean Mel-frequency Cepstral

Coe�cients (MFCC), a single-Gaussian model fitted to the MFCCs as well as a range of temporal

features. To investigate the real-world applicability of the system we pay particular attention to

the di↵erence between training a generic classifier from a collected corpus of examples and one

trained to a particular voice.

This work was presented at the 132nd Audio Engineering Society Convention in Budapest on April

26th 2012.
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1 Introduction

Towards the end of 2011 the Children’s department at the BBC approached us with a project

proposal. They presented a video mock-up of a proposed interface that pre-school children could

use to find and navigate BBC content. In the video, a child makes the noise of an animal (a lion’s

“roar”) and a series of images and clips extracted from BBC Children’s programming featuring

that animal are presented to the child. In this paper we examine the feasibility of building such an

interface and propose some design guidelines to help with the design and build of such a system.

In order to inform the design of a system that could work in practice on, for example, a tablet

computer, laptop or set-top box we tackle the following questions:

• how should a system be designed that can discriminate with an acceptable level of accuracy

between a number of di↵erent classes (i.e. di↵erent types of animal noise)?

• is it more practical to design a system for an arbitrary child (such that it works “out-of-the-

box”) or trained to a specific individual?

• how many classes of animal can be recognised reliably?

One of the main challenges in this work is the classification of onomatopoeic sounds which

cannot really be considered speech. Typical commercial or open-source speech recognition systems

are trained to recognise words and sentences. Often, especially in the case of open-source systems,

they perform best with adult, North-American voices, depending on the acoustic and language

models used. In section 2 we look at the body of pre-existing research in the area of speech

classification systems, particularly concentrating on systems that can be used to classify non-speech

sounds and draw inspiration from the field of musical instrument classification.

In section 3 we describe how we collected training data for the evaluation of our system. In

order to compare the “out-of-the-box” system with one trained for a particular user we consider

two sets of training data - the first collected from a class of nursery school children, the second

consisting of recordings made by an adult male. We then show examples of the recorded data and

describe the acoustic features that were extracted from each training example. We describe the

classifier used (A Support Vector Machine with a linear kernel) as well as the method for selecting

the classifier parameters.

In section 4 we present learning curves and confusion matrices for the classifier when trained

on either of the two sets of training data. We also show the influence of the number of classes on

the performance of the classifier and use this to give some guidelines to help with the design of a

practical system.

Finally, in section 5, we make some recommendations on how such a system could be imple-

mented in practice, including considerations of the architecture of the system if it is to be deployed

on, for example, a low-powered mobile device. We discuss the limitations of the system presented

in the paper and discuss some improvements that could be made in the future.
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2 Summary of related work

The goal of the system presented in this paper is the classification of isolated sounds, rather than

entire sentences or even words. Early speech recognition systems (as reviewed recently by Anusuya

et al. [1]) attempted to recognise individual utterances and phenomes. A typical system would

isolate indiviudal segments of speech, extract a set of characteristic features from each one and then

generate “templates” which could be tested against new samples - the best fitting template would

provide a label for the new sample. Davis et al. [2] compared various parametric representations

of monosyballic words and showed that frequency-domain derived features that model the human

auditory response system (the Mel-Frequency Cepstral Coe�cients (MFCC)) performed best.

The use of MFCC coe�cients has been widely applied in the field of Music Information Re-

trieval. Breebart and McKinney [3] compare four di↵erent feature sets for the purposes of classifying

the genre of a piece of music and find that the MFCC coe�cients perform well for this task. We

discuss their method in more detail in section 3.2. A system for the classification of individual mu-

sic instruments is described by Eronen and Klapuri [4]. It uses a wide range of features, including

MFCC coe�cients, extracted from samples of orchestral instruments.

To our knowledge, their hasn’t been an attempt to apply classification or recognisation tech-

niques to the animal noises made by children. Mitrovic et al.[5] presented a system for the clas-

sification of real animal sounds. One successful variant of their system trained a Support Vector

Machine classifier with MFCC features extracted from a labelled training set. In this paper we

approach the problem from a similar angle, concentrating in particular on the factors which would

influence the real-world deployment of such a system.

3 Method

The classifier used in this paper is a Support Vector Machine with a linear kernel. The first step

(described in section 3.1) in training the classifier is the collection of two training sets, one from

a class of nursery school children, the other from an adult male. The second step (section 3.2) is

to examine the collected data and extract appropriate acoustic features from which to construct

feature vectors for each labelled training example. Finally (section 3.3) we describe the method

used to train and evaluate the classifier.

From this evaluation we select an appropriate learning rate for the classifier, and also examine

learning curves to assess whether additional training data is required.

3.1 Collecting training data

The first training set was gathered over the course of a couple of hours in a nursery-school classroom

setting. A teacher led an activity with the (approximately 30) children where they were introduced

to the 12 animal classes selected for this study, and asked to imitate the noises the teacher made.

Finally each child was met with individually, asked to make each noise a number of times while

being recorded with a high-end Sony field recorder (2-channel, 16-bit resolution, 44.1kHz sample

rate). Due to the recording conditions some background noise is present in some of the samples.

Each individual noise was then segmented from the recording and silence was trimmed at the

beginning and end of each sample. The sample was then down-mixed to a single channel. The
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resultant training set consisted of a total of 772 examples of 12 di↵erent animal noises made by 30

di↵erent individuals.

The second training set was collected in a quiet o�ce. 20 examples of each of the 12 animal

noises were made (240 examples in total), and the samples were processed as above. In this case the

recording equipment used was the internal microphone of an Apple Macbook Pro (16-bit resolution,

44.1kHz sample rate).

3.2 Extracting Acoustic Features

Figure 1 is a collection of spectrograms and time-series plots for an arbitrary example of each of

the 12 animal noises classes taken from the nursery class data set. There is considerable variety

between the individual noises - from the continuous, broad spectrum bee (1a) and snake (1l) to

the rhythmic, staccato pig (1j), monkey (1h) and dog (1d). We also see some noises have a rising

and falling tonal component, for example the cat (1b) and cow (1c).

Figure 1 suggests that both temporal and frequency based features may be useful in discrimi-

nating between individual animal sounds. We decided on MFCC coe�cients due to their success in

discriminating between animal sounds as shown by Mitrovic [5]. We used the VAMP audio extrac-

tion framework, with the Queen Mary University MFCC plugin [6]. The audio file was divided into

2048 sample frames with a Hann window and 50% overlap between successive frames. 20 MFCC

coe�cients were calculated from each frame. To capture some of the variance associated with each

training example we decided to fit a statistical model to the MFCC coe�cients. We used a single

Gaussian with a full covariance matrix as described by Mandel et al. [7] and Pampalk [8]. In this

model the training example is represented as a “bag of frames” and the mean and covariance of the

MFCCs over the duration of the example describe the likelihood of generating those coe�cients.

A m MFCC coe�cient by n frames matrix M 2 Rm,n is constructed for each particular example.

Each column is mean-subtracted and the covariance matrix ⌃ is calculated as

⌃ =
1

n� 1
M

T
M (1)

The leading and all the upper diagonal elements of ⌃ taken together with the mean value of each

MFCC coe�cient over all frames are rearranged into a feature vector for each particular labelled

example in the training set. This results in a 230-dimensional feature vector for each example.

3.3 Training a classifier

The classifier used for this system is a multi-class support vector machine (SVM). In particular we

use the implementation provided by the libsvm [9] code. The SVM is a supervised classification

system that attempts to separate classes of data by finding a hyperplane with maximum margin

between each class. Both data sets were split, at random, into training and test sets (70%/30%).

We evaluated both a linear-kernel and a radial basis function kernel for the SVM for a large number

of di↵erent random splits of the data sets. The performance di↵erence between the two was minimal

so for simplicity we decided on a linear kernel with a cost parameter C = 1.
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(a) bee (b) cat (c) cow

(d) dog (e) duck (f) elephant

(g) lion (h) monkey (i) owl

(j) pig (k) sheep (l) snake

Figure 1: Spectrogram and time series representations for an arbitrary example of each class of
animal sound
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4 Results

In this section we’ll evaluate the classifier for both data sets in order to answer some of the

questions posed in the introduction. We’ll start by evaluating whether we have the correct features

and su�cient training data.

4.1 Performance of the classifier

To assess the performance of the classifier we use the F1 score where,

F1 = 2
pr

p+ r

(2)

where p is the precision (the number of correct results divided by the number of all returned

results) and r the recall (the number of correct results divided by the number that should have

been returned). F1 is calculated by considering each individual class in turn as the “positive” class

compared to the sum of all the remaining classes as the “negative” class. Equation (2) is then

calculated using the macro average (over all classes) of p and r.

Figure 2 is a plot of the performance of the classifier (1 � F1) as a function of the number of

examples in the training set. The circled line is the performance of the classifier when evaluated

against the training set itself; the solid line is the performance when evaluated with the test set

(30% of the data set held back from the classifier). We see that the classifier classifies the training

set perfectly irrespective of the amount of training data. As the amount of training data increases

the performance improves. It appears that there is still quite a big di↵erence between the two

curves and that they are still converging - this implies that the addition of more training data

could improve the classifier with this particular choice of features. The fact that the classifier

performs perfectly on the training data suggests that the classifier is over-fitting with the features

used in our system. This is to be expected given that the number of features in each feature vector

(230) is comparable to the maximum number of examples used in the training set.

Figure 3 is a plot of the performance of the classifier when trained and tested against the

smaller, single-individual data set. In this case, as in figure 2, the classifier performs perfectly

when evaluated against the training set. Above 100 examples (around 8 examples per class) the

classifier also performs perfectly on the test set. Note also the y-axis scale - the classifier in this case

is performing much better than the generic classifier even when trained on only 2 or 3 examples of

each class.

4.2 Selecting well-performing classes

In the previous section we saw that the specific classifier performs better, given a smaller training

set, than the generic classifier. However, in order to have a system that works “out-of-the-box”

without requiring training to the individual child, we would prefer to pre-train the classifier. To

improve the usability of the system we can design for a smaller number of classes, or select classes

that are more easily discriminated.

To evaluate the latter of these options we can use a confusion matrix. Figure 4 is a confusion

matrix for the generic classifier trained with 70% of the data set and evaluated against the remaining
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Figure 4: Confusion matrix for the generic classifier.

30%. The rows of the matrix are the classes we expected from the training set, the columns show

the classes that were actually observed. Numbers on the main diagonal are counts of “perfect”

classification. From this matrix we can see that, for example, the snake sound is always perfectly

classified (refer to figure 1l where we saw that the snake noise had a very distinctive spectrum),

whereas the lion is frequently confused with the duck. In designing a user interface for this system,

based on figure 4, we may decide, for example, to present to the child a selected number of more

easily discriminated classes (the snake, sheep, monkey and bee, for example).

4.3 Optimal number of classes

Another strategy for improving the performance of the generic classifier is to reduce the number

of classes. Figure 5 is a plot of the F1 score as a function of the number of classes used to train

classifier. For each data point the classifier was only trained with x di↵erent classes, all possible

combinations of classes were used and the mean of the F1 score was taken.

In figure 5 we see that training the generic classifier for a smaller number of classes increases

the performance, with 3 classes F1 is over 0.1 greater than for 12 classes.

This section and the previous one show that the performance of the generic classifier can be

improved by careful evaluation and selection of the number and type of classes in the trained

system.

5 Conclusions

In this paper we have presented a system for identifying animal noises made by children. We have

considered some of the features of the system that will be important to consider when designing

the accompanying user interface and experience. The key findings of this paper are
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Figure 5: F1 score as a function of the number of classes for both the specific and generic classifier.

• It is possible to train a classifier for both an “out-of-the-box” experience and for a specific

individual. The former is likely to provide a better user experience but requires much more

e↵ort in collecting training data, selecting classes, and training the classifier.

• Fairly simple MFCC features are su�cient to give good performance (an F1 score greater

that 0.8) of the classifier. These features are well understood and several well-documented,

computationally performant implementations are freely-available, making them suitable for

implementation in a variety of client scenarios (for example native mobile or browser-based

applications).

• A system trained on a smaller number of well chosen classes performs better.

For the generic classifier we identified in section 4.1 that the classifier was probably over-fitting

the training set, and that the addition of more training data would also improve performance. We

could address the over-fitting problem by increasing the range of features extracted from the audio.

In this paper we have only considered extracting, and calculating the correlation between MFCC

coe�cients. We haven’t considered features that capture some of the temporal evolution of the

sounds. Breebaart and McKinney[3] evaluate the use of a variety of features in the context of an

audio classification problem (classifying noise, speech and di↵erent types of music) and conclude

that the use of temporal features improve the results of the classification task. In particular they

take the modulation energy of MFCC coe�cients in three di↵erent frequency bands between 1Hz

and 150Hz. This approach would increase the size of the feature vector by an additional 60 features.

To increase the amount of training data for the generic classifier would require considerable

additional e↵ort in the collection and processing. A way to mitigate this might be to incorporate

additional data collection as part of the interface of the system - by, for example, having a short

“training phase” when the application is first used, using this to train a specific classifier and then
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submitting the new training data to help improve a generic system. Communicating and making

this compelling for a younger audience would, of course, require additional thought.

An additional factor not considered in this study was the influence of the recording set-up on the

performance of the classifier. It has been shown[10] that the choice of microphone and background

noise conditions has considerable influence on the performance of speech recognition systems. It

is likely that these factors would also have an impact on the real-world performance of the system

described in this paper. Further work would be required to understand this influence, and it is

likely to be mitigated by collection additional training data (from a wider variety of recording

devices) or by simulating the influence of microphone and background noise by distorting a smaller

set of training data in realistic ways.
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