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Abstract 

This paper describes capture and web delivery of free-viewpoint video (FVV). 
FVV allows the viewer to freely change the viewpoint. This is particularly 
attractive to view and analyse sport incidents. Based on previous work on the 
capture and replay of sport events for TV programme making we present a FVV 
player based on the WebGL API, which is part of HTML 5. The player implements 
a streaming mode over IP and an image-based rendering using view-dependent 
texture mapping.  
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Abstract: This paper describes capture and web 

delivery of free-viewpoint video (FVV). FVV allows 

the viewer to freely change the viewpoint. This is 

particularly attractive to view and analyse sport 

incidents. Based on previous work on the capture and 

replay of sport events for TV programme making we 

present a FVV player based on the WebGL API, 

which is part of HTML 5. The player implements a 

streaming mode over IP and an image-based 

rendering using view-dependent texture mapping. 
 

Keywords: 3D Capture of action, view-dependent texture 
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1 INTRODUCTION 

Free-viewpoint video (FVV) allows the viewer to change 

the viewpoint freely during the replay of a scene or action 

[1]. The scene is usually captured with multiple cameras 

surrounding the action and a 3D representation of that 

action is computed automatically. FVV has been applied 

to capture action in a studio, but also to visualise sport 

incidents for TV broadcast applications [2]. 

In TV programme making the interactive abilities of FVV 

are used as a tool by programme makers, the resulting 

visualisation is then delivered as conventional video. The 

viewer has in this case no control over the interactive 

capabilities of FVV.  

An example of an interactive experience of sport events 

delivered via a web-service is Virtual Replay
TM

. BBC 

Sport used this system for placing some selected incidents 

of football games online [3]. Virtual Replay
TM

 is based on 

Adobe Shockwave
TM

. The football players are represented 

by generic 3D person models, i.e. they do not resemble 

much similarity with the actual players. The position of 

players is determined by an operator from still images of 

the game and is therefore only precise within the 

limitations of these manual placements. The system does 

allow changing the viewpoint to 'explore' the captured 

incident, but it does not provide a video playback 

functionality, i.e. it is limited to a static or 'frozen' scene. 

This paper builds upon the automatic capture and 

processing of multi-camera captured action, as described 

in [2]. The rendering of this approach produces photo-

realistic looking FVV of the captured scene. This is 

achieved by using view-dependent texture mapping 

employing all available video images in real-time in the 

player [4]. In this paper we describe a FVV player 

implemented using WebGL [5]. WebGL is a new API and 

is available natively in most HTML5 compatible web 

browsers, i.e. no plug-in is needed. 

The remainder of this paper is structured as follows: The 

next section gives a very brief summary of our multi-

camera capture system including the processing. Section 3 

describes the coding and transmission of the FVV data. 

Section 4 gives a description of the FVV WebGL 

renderer. The paper finishes with some results and 

conclusions. 

2 CAPTURE OF SPORT EVENTS USING 

MULTI-CAMERAS 

This section gives a brief overview of our 3D 

reconstruction, for more detail see [2]. Synchronised 

capture of video content from multiple cameras is 

achieved with a distributed system based on IT-

components [14]. The image and 3D processing consists 

of the following steps or modules: 

1. camera calibration 

2. image segmentation 

3. 3D reconstruction 

4. texture computation / preparation 

2.1 Camera setup and calibration 

The system is scalable with respect to the number of 

cameras used. The cameras can be arranged in an 

inhomogeneous, unstructured setup, allowing for example 

varying object distances, baselines, focal lengths or sensor 

sizes and resolutions. Calibration in controlled 

environments is achieved using a calibration target (a 

chart or LED object) that is recorded in various poses to 

cover the whole volume used for reconstruction. Static 

cameras are calibrated once before a capture session. In 

uncontrolled environments such as outdoor sports events, 

image-based techniques, like pitch-based calibration are 

used. For non-static cameras a live calibration is used 

with techniques described in [6]. 

2.2 Image processing and 3D 

Reconstruction 

The 3D reconstruction is a technique known as 'shape-

from-silhouette' or visual hull computation and relies on a 

segmentation of the scene into foreground objects (the 

silhouettes) and background. The silhouettes can be 



2 
 

acquired through chroma keying if a studio with chroma-

keying facility is available. Other techniques include 

difference keying, or a combination of the two, which was 

successfully applied to a number of sports scenarios [2]. 

For the 3D reconstruction we use a robust octree-based 

visual hull algorithm as presented in [7].  

3 TRANSMISSION 

The goal of this work is to allow home users to access the 

benefits of FVV without any further requirements, besides 

an internet connection and a WebGL-compatible browser. 

Therefore all content needs to be transmitted to the client 

when it visits the website. This website contains a basic 

HTML structure, including a HTML5 canvas for the 

WebGL content and JavaScript code for the rendering 

loop and the user control interface. The actual code for 

initialisation, processing and rendering, as well as the 

required data are served separately. 

 

Figure 1: Client-Server setup for FVV transmission. 

3.1 Web server setup 

The web server provides the clients with static resources, 

as well as dynamic resources which change depending on 

the current frame of the FVV. Static resources are 

provided via the HTTP protocol, whereas for frame-

dependent data the new WebSockets protocol [9][10] was 

chosen. The WebSocket protocol is an independent TCP-

based protocol aimed at the requirements of streaming 

live and interactive content by enabling bidirectional 

connections. Unlike the HTTP protocol, the current 

version 1 of the WebSockets protocol does not support 

data compression (e.g. use of gzip). Native protocol 

compressions could be used as soon as they are included 

into a new version of the WebSockets standard. 

The server machine runs a standard HTTP server and a 

separate WebSockets server on different ports to deal with 

all requests. For our implementation the server-side 

JavaScript environment Node.js with its WebSockets 

module socket.io were chosen [12]. Server-side caching is 

used for all static content, but also for the dynamic 

content, as this demonstrator provides a short pre-

recorded sequence, rather than actual live content. The 

client consequently caches all received content, so it can 

play back the sequence in a loop and allows the user to 

pause, play and rewind the sequence. 

3.1.1 Static resources 

Static resources need to be sent to the client only once per 

session. They include the JavaScript code that implements 

I/O and user control, the WebGL rendering code 

including GLSL shader code, as well as static background 

textures. Static resources might still change sporadically, 

e.g. when a background texture has been modified, or 

after updates to the rendering code. In this case the client 

browser will need to reload the website. The client 

requests static content from the web server using HTTP 

GET requests, which in JavaScript are initiated through 

XMLHttpRequest calls [11]. If it is supported by both 

server and client, then gzip compression is used to 

minimise the amount of data transferred. 

3.1.2 Dynamic resources 

Dynamic resources need to be sent to the client 

continuously, usually at the frame rate of the source 

video. They include the actual 3D mesh data and texture 

images for each original camera. They also include per-

frame camera calibration data, as the cameras may be 

moving, rotating or zooming, etc. 

The client first initiates a WebSocket connection to the 

server. It registers different callback functions for images, 

meshes and camera data, and finally requests the data 

stream from the server. The server then begins streaming 

data to the client, which will call the respective callback 

method for each received piece of data, to update the 

image texture, mesh or camera calibration data (see 

Figure 1). 

3.2 3D triangular surface models 

The 3D surface models of the scene are represented as 

triangle lists (sometimes called 3D meshes), which 

include surface normal data. They are streamed as array-

style JavaScript objects to allow direct transfer to the 

GPU. No compression is used, as JavaScript doesn't 

natively support handling of binary data. 

Currently our 3D data is coded on a frame-by-frame basis. 

This means that each mesh corresponds to a single frame 

and has a different set of vertices and varying topology. 

The application of a single texture map throughout the 

sequence is thus not possible. The lack of temporal 

consistency of the mesh topology makes it necessary to 

calculate a new set of texture coordinates for each mesh 

and each set of camera calibration data. This is done 

automatically in WebGL using projective texturing. 

3.3 Image textures 

Projectively texturing each frame requires that for every 

camera which is to be included in the texturing process 

the corresponding video frame is transmitted. The client 

only needs a certain subset of images for any given virtual 

camera pose (e.g. for the 3 cameras closest to the virtual 

camera). Although it could request only those required 

images at any point in time, this would introduce 

additional latency, due to the required bidirectional 

communication. As all of the data in this demonstrator is 

cached first anyway, we currently transmit all camera 

images for every frame in our experiments. 

For multiple HD cameras this results in a lot of data both 

for transmission and transfer to the GPU. In order to make 

this feasible the images associated with each frame are 
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down-sampled prior to transmission. To further reduce the 

amount of transferred data, all images are JPEG 

compressed on the server side. Due to the lack of support 

for binary data in JavaScript, the transmission via 

WebSockets is achieved by applying server-side Base64 

encoding on the JPEG data. Although this again increases 

the data size to be transmitted by roughly a third, this is 

still outweighed by the gain of the JPEG compression. 

Another solution to reduce the immense amount of image 

data would involve transmission of the images as a single 

video stream. The multiple (down-sampled) camera views 

could be concatenated into a single HD image and 

compressed into a single HD video stream. The inter-

frame compression of video codecs would thus help to 

reduce the amount of image data considerably. 

As the available internet connection bandwidth increases, 

the resolution of this video stream could be increased to 

improve rendering quality. Encoding multiple resolutions 

of video and choosing a resolution for transmission based 

on the available bandwidth also provides a means to make 

FVV available to the widest possible audience. The 

resolution actually streamed could also depend on the 

distance of the virtual camera to a certain surface, to 

optimise the FVV quality. Multiple resolutions further 

open the door for use on mobile devices which are 

increasingly providing support for OpenGL ES. 

3.4 Camera calibration data 

The camera calibration data includes external and internal 

parameters required for projective texturing and to 

calculate the blending weights for the FVV. It is parsed 

from XML files and transmitted as uncompressed 

JavaScript objects. For static cameras only one set of 

parameters is transmitted. For cameras that move, rotate 

or zoom a separate set of parameters is transmitted for 

every frame. 

4 FVV WEBGL RENDERER 

The recent release of HTML 5 has lead to the emergence 

of a number of compatible technologies to improve 

graphics and interactivity within web pages. WebGL is a 

JavaScript API developed by the Khronos Group, which 

exposes a subset of OpenGL functionality from within the 

web browser. WebGL is based on the OpenGL ES 2.0 

specification and render graphics to an HTML 5 canvas 

[5].  For the purpose of the work presented here WebGL 

version 1 is used. On the client-side the web browsers 

Chrome 14 and Firefox 8 and higher versions were 

successfully tested. 

The WebGL rendering pipeline that enables FVV consists 

of a number of stages: depth map generation, shadow map 

production and projective texturing based on the multiple 

camera views. 

The texturing of each mesh is created projectively on a 

frame-by-frame basis, by applying a texture projection 

matrix that is calculated for every camera. In the current 

implementation projectively texturing a mesh involves 

each vertex being back-projected into each of the camera 

views, to get the actual texture coordinates. 

Final pixel colours are decided after rasterization in the 

fragment shader on a per-fragment basis. 

4.1 Visibility test 

The amount by which a camera is contributing to any 

given pixel is assessed based on a visibility test and the 

interpolated surface normal at the fragment in question. A 

fragment is considered visible from a particular camera 

when the projection of its corresponding world coordinate 

into that camera matches the depth at that pixel in the 

depth map for that camera.  The depths are considered to 

match if they are within a given delta to allow for 

precision errors. Fragments occluded in each of the 

camera views will have different depths (see Figure 2). 

The visibility is a hard binary decision that initialises a 

per-camera weight to either 1 (visible) or 0 (not visible). 

Figure 2: Depth map visibility testing. 

4.2 Blending function 

The final colour of a pixel is selected based on a 

maximum of three cameras which have the best view of 

that fragment. The visibility test already eliminates all 

cameras that do not see the corresponding world point. 

The quality of the view is assessed based on a weight that 

is derived from the viewing angle with which a camera 

views that fragment. This is quantified by the cosine of 

the angle between the surface normal at the fragment and 

a ray cast from the camera to the world coordinate of the 

fragment (see Figure 3). In practice this weight is 

calculated using the dot product between these two 

vectors. Note that the surface normals for each fragment 

are automatically interpolated from the surrounding 

vertex normals of the triangle to which the fragment 

belongs. 

A camera view is also discarded if the calculated weight 

is smaller than a threshold value of 0.25. This value was 

chosen since it was experimentally demonstrated to result 

in fewer artefacts from unsuitable camera views. 

Up to three cameras can contribute to the final pixel 

colour of each fragment. If more than three cameras have 

a weight above the threshold, then the best three are 

selected. A fragment with multiple cameras, which view 

the pixel within these criteria, is coloured according to the 

sum of each contributing camera's colour, weighted 

according to its normalised weight. The weight value is 

normalised by dividing it by the sum of the weights of all 

selected cameras. For scenes with evenly distributed 

cameras with similar framing, using more than three 

cameras does not provide significant improvement of the 

visual quality and therefore this number has been chosen. 
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Currently no lighting model is applied to the rendered 

meshes since the camera images are captured under lit 

conditions. A re-lighting of the model would require the 

computation of un-lit texture maps (albedo).  

 

 Figure 3: Weighting for view-dependent rendering: camera 1 
cannot see the surface point P; camera 2 and 3 will contribute 

according to the cosine of their respective angle 

4.3 Depth map calculation 

Visibility testing during the projective texturing process 

requires additional depth information to assess visibility 

from each camera view. This depth information would not 

normally be required when rendering with a single global 

texture map. The standard approach to generating depth 

maps involves rendering the scene onto each camera 

using a perspective projection based on the camera 

parameters associated with the corresponding camera. 

Modern graphics cards are capable of performing this task 

for multiple cameras, whilst maintaining a frame rate high 

enough to view a smooth video. WebGL presents a few 

caveats to consider when creating depth maps. At the time 

of writing, WebGL does not permit access to the depth 

channel of a frame buffer object from the CPU. 

Additionally, floating point textures are only supported 

with the OES_texture_float extension [8], which is not yet 

supported by all browsers. To maximise compatibility, the 

depth is packed into the 24 bits provided by the RGB 

colour channels. The alpha channel of the colour 

attachment is avoided since – at the moment – the 

WebGL implementations in Firefox and Chrome always 

pre-multiply the alpha channel in textures. This practical 

limitation allows only the RGB colour channels to be 

used to convey data to the graphics card. 

There is potential for this computation to be done offline, 

prior to transmission. Since the video stream being 

rendered has known camera positions for each frame, the 

visibility information can be pre-computed and 

transmitted as a single bit per pixel representing visibility 

in each camera. With this approach there is also the 

potential for stream-based compression of this visibility 

information yielding the smallest possible transmission 

format. Due to JavaScript’s lack of support for binary data 

this would again require Base64 encoding, which would 

result in a 33% increase to the compressed data size. This 

makes on-the-fly depth map computation more attractive. 

4.4 Shadow rendering 

Shadow rendering is a standard feature in high-end 

computer graphics, as for example used in offline 

rendered animations. Shadows can also improve real-time 

graphics and we implemented a technique based on 

shadow maps to add shadows to the scene.  

The shadow mapping approach is selected over shadow 

volumes since there is a limit to the amount of 

computational power available and shadow mapping is 

less computationally expensive. The same principle 

applies to the production of shadow maps as the creation 

of depth maps. Shadow maps are depth maps rendered 

from the point of view of a light source rather a camera. 

To achieve this in WebGL a frame buffer object, with 

attached colour buffer is created to hold each shadow 

map. The perspective projection is generated based on the 

location of the light source and required field of view to 

produce all visible shadows.  By virtue of a custom shader 

each vertex is back-projected into the appropriate light 

source and the computed depth is packed into the RGB 

channels of the provided frame buffer. 

All shadow and depth maps are independent of the 

selected viewpoint and only change on each frame. An 

additional computational saving is made by only updating 

shadow maps at the frame rate of the transmitted free-

viewpoint video rather than the rendering rate achieved on 

the local machine. Shadow maps are computed as the 

meshes are displayed for the first time and on subsequent 

renderings of that frame they are reused. 

Shadows maps are applied as a down-weighting of the 

colour of each fragment that is in shadow. Fragments are 

in shadow if the depth of the corresponding world 

coordinate when projected into a light does not match the 

depth at that location in the shadow map (to within a 

given delta).   

 

5 RESULTS 

5.1 Studio setup 

A studio-based test capture was set up around several 

basketball players to evaluate the 3D reconstruction 

pipeline. For this work a sequence with two players was 

selected. A total of 13 broadcast-quality HD cameras with 

1920x1080 pixels and a single SD camera were used. All 

cameras were based on 3-CCD chip technology, except 

one HD camera that had a 3-CMOS chip sensor. For this 

test, all cameras were static and had a frame rate of 25 Hz. 

A shutter speed of 1/250 s was used to prevent motion 

blur problems caused by fast movement of the players. 

Synchronisation of the exposure time intervals was 

achieved with a common burst signal provided to all 

cameras through the GenLock input. The distributed real-

time capture system described in [14] allows 

synchronisation to be maintained across the boundary of 

broadcast and IT equipment. 

A camera setup was chosen that would cover the scene 

from all angles to aid the 3D reconstruction process and 

provide good textures. The SD camera was positioned 

directly above the players to improve the shape 

generation, but was not used for texturing. 10 HD 

cameras were placed in an oval setup around the studio at 

a height of 2.5m to cover as much of the scene as possible 
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from 360 degrees. Two HD cameras were placed on 

tripods at head height, using longer focal lengths than the 

other cameras, to give higher resolution textures. The last 

HD camera was fixed high on the ceiling to improve 

shape and texture when looking down on the scene. 

Two of the 14 original camera images can be seen in 

Figure 4 and Figure 5. These images are taken from the 

capture servers after applying lens undistortion. 

 

Figure 4: Undistorted image from original camera 7 

 

Figure 5: Undistorted image from original camera 10 

5.2 Test systems 

The proposed proof-of-concept client was tested on an 

Intel Core i7 920 quad-core processor with a NVIDIA 

GeForce GTX 260 GPU and 8 GByte of RAM. The 

server application was running on an Intel Xeon 5140 

dual-core processor with 2 GByte of RAM. Both systems 

are running the GNU/Linux operating system openSUSE 

11.4 and are connected via a 1 GBit network. The web 

browsers were further tested on the same client machine 

running Windows Vista 64-bit. 

5.3 Data transmission 

After capture and processing of the video data, all images, 

meshes and camera files were stored on the web server. 

For this demonstrator 7 HD cameras were selected. For 

these cameras, a two second clip (50 frames at 25 Hz) was 

actually used for transmission between server and client. 

The generated meshes have an average complexity of 

17000 vertices and 35000 surfaces. The actual size of the 

transmitted mesh objects varied between 235 and 355 

Kbytes. The camera calibration data requires only around 

600 byte per camera, totalling about 4 Kbyte. 

All HD camera images are in RGB colour space and have 

an uncompressed size of around 6 MByte. Scaling the 

images down to a 16
th

 of the original resolution already 

reduces the image size considerably. JPEG compression 

of the files results in a further compression factor of 

around 13. However, the Base64 encoding currently 

necessary increases the image size again by a factor of 

around 1.3. The total size of the images of one camera for 

the 50 frame clip is between 1.6 and 2.2 MByte. This 

means that for the 7 chosen cameras around 14.4 MByte 

of images need to be transferred. 

In summary, for this 2 second clip the WebSocket server 

needs to transmit a total of 27.3 Mbyte to the client. On an 

internet connection with 8 MBit/s bandwidth this would 

still require over 14 seconds until all the data for 1 second 

is transmitted. The client can however start replay as soon 

as a certain part of the sequence has been buffered. For 

every frame almost 300 KByte of images are sent to the 

client, which results in about 7.3 MByte/s. An alternative 

approach where the client requests just the images 

actually required would only roughly halve this amount of 

data, because three images will still be required for the 

view-dependent texturing. 

5.4 Visual output 

To test the client-side website application, Google’s 

Chrome browser with versions between 14 and 19 and 

Mozilla Firefox versions from 8 to 12 were used. Both 

browsers were successfully running the interactive FVV 

client application, and the graphical output quality was 

indistinguishable in both browsers. Tests with an alpha-

version of the Opera 12 browser showed that it supported 

the WebGL and WebSocket technologies, but that it 

failed to access the texture images that were embedded 

using a data URL scheme [13]. The rendered output 

therefore showed only untextured black 3D models. Tests 

with Safari 5.1 on an iMac with a 3.4 GHz i7 Intel CPU, 4 

GByte RAM and an AMD Radeon HD 6970M failed due 

to missing support for some WebGL extensions. 

Figure 6 and Figure 7 show the actual FVV running in the 

Chrome and Firefox web browsers. The basketball players 

were placed in a simple virtual environment with static 

textures. The black sphere in the background marks the 

position of the light that causes the visible shadow on the 

virtual floor. 

 

Figure 6: FVV in web browser Chrome 18.0 
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Figure 7: FVV in web browser Firefox 12.0 

5.5 Performance analysis 

The rendering performance depended strongly on the 

chosen virtual viewpoint and on the client. In Chrome the 

frame rate ranged from 14 to 33 fps, in Firefox from 23 to 

47 fps. Under Windows Vista those values were about 20 

fps higher. Systems with more modern GPUs can be 

expected to achieve much higher frame rates. The 

memory usage in Chrome was 350 MByte, in Firefox 310 

MByte and in Opera 530 Mbyte. 

The server start-up times depend heavily on the I/O 

performance of the system, as most of the work is 

concerned with loading and caching all resources. On the 

older Xeon server system this takes about 9.6s, on the i7 

only 2.5s. 

The start-up times on the client were measured for 

individual start-up stages using the Chrome browser on 

the specified client test system. The mean of 20 

measurements was used, and each measurement was 

taken after clearing the browser cache and a restart. To 

load all static resources it took around 154 ms. The time 

for initialising the WebGL context, GLSL shader 

compilation, creation of static graphics content and 

initiating the WebSocket connection took on average 

around 643ms. The delay between initiating the client 

connection and the first mesh arriving at the client was 

1.41s. The total time between initiating the client 

connection and processing the last arrived item on the 

client was 3.71s. 

6 CONCLUSIONS 

This paper demonstrates a prototype of an interactive 

FVV application in a HTML5 web browser. With the help 

of a WebGL-enabled browser and an internet connection 

users can navigate a virtual environment populated with 

3D objects generated from real video data. The visual 

quality of the rendered 3D objects is increased by using 

view-dependent texturing. This is implemented by 

intelligently combining multiple images from the original 

cameras at the texturing stage, taking into account 

viewing angles and occlusions. Virtual shadows are added 

to improve the integration of the reconstructed objects in 

the virtual environment. 

Future work will include research on adding interactivity 

that goes beyond the choice of viewpoints and enables 

actual interaction with the reconstructed 3D objects. 

Research into the reconstruction of temporally consistent 

3D models (see [7], [15]) also promises both better 

quality of meshes and the possibility of inter-frame mesh 

compression. 

This work builds heavily on JavaScript, as well as 

WebGL and WebSockets, two innovations of the new 

HTML5 standard. Certain aspects of these new 

technologies are still in their early stages. Above all, the 

current limitations of WebGL demanded unintuitive or 

suboptimal solutions to several problems, especially when 

compared to the features offered by OpenGL. Recent 

research has shown development of WebGL extensions 

which are capable of making use of video textures at a 

high frame rate. This yields the potential for faster 

transmission of the image data and faster transfer to the 

GPU, when compared to the current single image 

implementation. 

Despite those current shortfalls, this work shows that a 

working FVV application can achieve interactive frame 

rates. Future improvements on the used technologies and 

further research into the above mentioned areas will 

improve the achievable quality and allow larger audiences 

to be reached. More efficient transmission coding of 

texture and mesh data and the continuing spread of high 

bandwidth internet connections will eventually allow 

FVV for live action content.  
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Overview 

• Introduction 

 

• Automated generation of free-viewpoint video 
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• Conclusions 



R&D  BBC MMXI 

Introduction 

• Incidents in sport are happening quickly  

• ‘Virtual Replay’ of football scene 

• Allows viewer interactive review 

• Manually modelled offline 

• Not realistic 
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Introduction 

• Free-viewpoint video is ideal tool for sport commentary to 

analyse scenes from different angles 

 

 

 

(results from iview project, jointly with University of Surrey) 
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Introduction 

• Automated process 

• Video-based production tools intended for professionals 

 

• Motivation for this work: Give ultimate control to navigate to the end 

user 

• Current FVV viewers require dedicated software implementation: there 

is no standard file format or standard viewer 

 

• This work demonstrates an prototype implemented in WebGL that runs 

on recent web browsers 
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Automated generation of free-viewpoint video 

• Multi-camera capture 

• 3D reconstruction + rendering 
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3D Processing Pipeline 

Capture 

Multi-camera 

image 

sequence 

Camera  

calibration 

Segmentation 

3D Recon- 

struction 

Processing Replay 

Rendering 
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Rendering of free-viewpoint video 

• Based on 3D reconstruction 

• View-dependent texture mapping 

– Blend textures from multiple cameras according to ‘distance’ 



R&D  BBC MMXI 

View-dependent rendering  

• Implementation in OpenGL-shaders 

– Test visibility of surface-element in camera (depth-test) 

– Evaluate argument of viewing angles 



R&D  BBC MMXI 

WebGL 

• WebGL, OpenGL ES 2.0 for the Web, Khronos Group 

– http://www.khronos.org/webgl/ 

• WebGL API through Javascript in HTML 5 canvas 

– Low-level  

– Allows access to required means (shaders, buffers) 

• Implemented by major web-browsers 

– Apple (Safari) 

– Google (Chrome) 

– Mozilla (Firefox) 

– Opera (Opera)  
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Implementation of WebGL based viewer 

• HTML page, specifying a canvas and WebGL functions 

– Loading of  additional Javascript libraries 

– Loading data (client interface) 

– Rendering and user interface 

 

• Content: provided by server 

– Temporal sequence of 3D surface models ( obj files ) 

– Video sequences stored as sequences of base64 

 

• Client / server  

– Experimental functionality for data streaming 

 



R&D  BBC MMXI 

Client / server streaming architecture 
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Experiments and results 

3D 

• Capture of basketball game 

• 13 HD cameras surrounding the action 

• Automatic 3D reconstruction 
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WebGL viewer 
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Data flow + bottlenecks 

• Shape complexity 

– 17,000 – 35,000 triangles per frame 

– 235 – 355 Kbyte of ascii data to transmit 

• HD images 

– 6 Mbyte uncompressed RGB  

– Downsampling factor 4 

– Jpeg compression (factor 13) 

– Total of 1.6 – 2.3 Mbyte per 50 frames / camera 

 

• Overall total: 27.3 Mbyte for 2s (50 frames) of FVV 

– In the order of 10s to load sequence 
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Next steps 

• Shape encoding 

– Current: one independent mesh per frame 

– -> transmit geometry once then only shape updates 

• Video 

– With change to constant topology a consistent texture map can be 

computed 

– Then video codec can be applied with significant compression 

 

• Next generation of WebGL 

– Video textures 
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Paintings Project 

Collaboration with 

Queen Mary  

 Jeni Maleshkova 
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Conclusions 

• WebGL based implementation of free-viewpoint video viewer 

• Runs without plugin in recent HTML 5 capable web-browsers 

• Client-server implementation shows potential for implementation of live-

streaming. Current main bottle-necks: 

– All data passed through Javascript ascii-encoded  

 

• Future work and developments (wish list): 

– (streaming) file format for free-viewpoint video 

– Support of binary data in WebGL 

– Better WebGL support in all major web-browsers 

 




