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Abstract 

The introduction of digital television has brought with it the extensive use of 
MPEG-2 video compression technology. Without video compression digital 
television is entirely impracticable. However, compression also brings the ability 
to trade off capacity against quality, and in many cases the capacity of the 
system is pushed to the point where current broadcasts contain a variety of video 
compression and pre-filtering artefacts. 

In the compressed digital video domain there is a very strong relationship 
between the video image itself and the compression artefacts caused by    
MPEG-2. This strong interaction between the image content and compression 
artefacts can directly affect the audience's appreciation of the programme 
makers' work. 

This paper attempts to give some practical insights into the nature of the issues 
broadcasters face in trying to deliver acceptable quality video, for a highly varied 
range of programming, via affordable digital television systems. It looks at the 
problems faced in trying to understand the issue of video quality and in trying to 
measure it, and how this affects the issue of capacity planning. 
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1 Introduction 
 
The introduction of digital television has brought with it the extensive use of MPEG-2 video 
compression technology. Without video compression digital television is entirely impracticable. 
However,  compression also brings the ability to trade off capacity against quality, and in many 
cases the capacity of the system is pushed to the point where current broadcasts contain a variety 
of video compression and pre-filtering artefacts. 

Cost vs. quality trade offs are nothing new. Most analogue video systems were built around 
compromises which delivered something good enough for purpose, such as VHS tape, but in the 
analogue world there was little interaction between the video content and the manner of any 
degradation. However, in the compressed digital video domain there is a very strong relationship 
between the video image itself and the compression artefacts caused by MPEG-2. This strong 
interaction between the image content and compression artefacts can directly affect the audience's 
appreciation of the programme makers' work. 

This paper attempts to give some practical insights into the nature of the issues broadcasters and 
multiplex operators face in trying to deliver acceptable quality video, for a highly varied range of 
programming, via affordable digital television systems.  

Section 2 starts by examining the perception of quality in a video sequence and how that relates to 
the experience of our audience. It then looks at how the perception of quality can be influenced by 
other factors and the way in which these can be controlled during subjective viewing tests in order 
to give a repeatable measure of subjective video quality 

Section 3 looks at the use of automated video quality measurement and the strengths and 
weaknesses of two forms of measurement, and then discusses how some of these limitations can 
be mitigated. 

Section 4 details some of the ways in which measurement has been applied to the planning of 
digital TV systems and the use of multiplex capacity, and how the BBC has occasionally turned to 
its audience as the final arbiter of quality. 

Section 5 offers some thoughts on how programme makers might improve the look and feel of their 
programmes for the digital TV audience by taking into account the strengths and weaknesses of 
the system. 
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2 What is Good Quality Video? 

2.1 What is Quality? 
At a first glance the answer to the question, "what is good quality video?" may seem to be entirely 
obvious. After all, we all know what is a good and bad video picture, don't we? Ask a group of 
people what they think of the quality of a piece of video and they will give reasonably consistent 
answers. However, the more you look into the question of video quality, the more elusive and 
inconsistent the answer can become. The conditions under which the question is asked can 
heavily influence the answer and lead to varying results.  

For example, I have accidentally shown identical video on similar displays where my intention was 
to demonstrate the difference between the same video which had been coded differently. I 
discussed with my audience the differences we saw, because we knew what we should have seen, 
without realising that the two were identical. Only when I discovered my error and displayed the 
intended pair of video signals was it clear that we had been mistaken. 

When we look at a TV picture, or for that matter at the world around us, we do not directly 
experience the stimulus of the light entering our eyes, but see the result of an analysis and 
reconstruction process. Our brains interpret the input from our eyes and build a model of the world 
around us. It is through this model that we see the world and each of us constructs a unique model 
of the world through our own physical attributes and mental experiences[1], [2]. 

The quality of a video image is in essence an aesthetic judgement arising from the subjective 
experience of seeing the video. That subjective experience is formed by the interaction between 
the incoming visual signal and the brain of the viewer. As each of us will have a slightly different 
interpretation of the image there can be no exact objective description of what video quality is, only 
a statistical distribution of opinions. So whilst one viewer may find that the broadcast video signal 
contains all the key information for them to enjoy a TV programme, another viewer may notice that 
parts of the scene have been lost in the compression process. 

Robert M. Pirsig gives an entertaining and highly informative introduction to the nature of the 
general problem of defining quality in "Zen and the Art of Motorcycle Maintenance: an inquiry into 
values"[3], where he says (as Phædrus) that Quality is something that you know and yet at the 
same time something you don't know. You know instantly if something has Quality, but it is almost 
impossible to say what Quality is.1 Phædrus was driven mad by his quest for Quality. 

2.2 What is Good Video? 
Because film and video are displayed in two dimensions only, they are perceived as a picture and 
not as part of the real world. We accept that they behave differently from the real world and most of 
us subconsciously ignore the inherent limitations of our TV system like display flicker and motion 
aliasing. We also accept the rapid cuts and camera movements which are part of the "language of 
television" because, if you are following the programme, the brain can follow the narrative and 
ignore the visual discontinuities.  

However, if you turn a CRT television set upside down you will clearly see the display flicker, and 
become far more aware of the sudden changes in the picture. By turning the television upside 
down it has become an abstract object devoid of its normal context. A similar process takes place 
in the way we understand our everyday life because the apparent unity and coherence of 
consciousness is itself an internally generated fiction. [4] [5] [6] The way we process incoming 
information to construct our conscious experience is starkly revealed in an effect known as change 
blindness.2 [7] Programme makers, through the language of film and television, implicitly 

________________________________________________________________________________________________ 
1 Last paragraph of Part II, end of chapter 15. 
2 The simplest way to illustrate the discontinuity of vision is to ask someone to stand in front of you and look at your two 
eyes in turn. You will see their eyes move rapidly between the two points of focus. Now repeat the exercise, but this time 
in front of a mirror, and look alternately between your own eyes. You will not see your own eyes move. Your brain shuts 
off the input from your eyes during rapid eye movement, and covers up the gap so that you are never conscious of the 
discontinuity.[1] 
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understand the way in which the viewer constructs a narrative from apparently discontinuous parts 
and exploit it in many different ways, from the story and the characters, through to images and 
sound. The programme maker is ultimately trying to use the medium of television to convey some 
form of information, emotion and/or narrative to the viewer.  

The question of what makes attractive video is as much cultural as it is technical. We are all used 
to the characteristic motion of 24 frames (& fields) per second film. The artefacts have become part 
of the cultural impact of the cinema and many TV productions use "The Film Look" to tap into that 
shared cultural experience [8]. Thus some TV professionals deliberately degrade the motion of 
their video from 50 to 25 fields per second in order to improve the perceived quality by its 
association with one or more of the qualities of the cinema experience.3 

Other aspects of the video, such as the colour and contrast can be manipulated to give a 
programme atmosphere, or simply graded to give a consistency between shots. In the extreme  
case the colour may not be used at all, and the film shot in black and white with overlaid noise and 
film scratches to give the impression of age4. All post processing is likely to increase the overall 
video noise level, whether deliberate or not, whilst the outcome is intended to be a processed 
video image which more successfully conveys the narrative. It has been argued that art is 
substantially about conveying the essence of something, rather than direct representation, and that 
this leads to caricature, i.e. emphasising the difference from the norm.[9] [10] 

In a similar way, news footage sent half way round the world can sometimes look too good. It lacks 
the cues which in the past would have told you that it has travelled. This can present a journalist 
with the problem of conveying the location of the story to the audience, and so a journalist will 
sometimes prefer to use video and audio which is somewhat distressed.  

The role of MPEG compression in digital TV is to deliver a video signal which closely resembles 
the original but at vastly lower bit rates. Video compression throws away the overwhelming majority 
of the video data whilst trying to preserve as much as possible of the key information content. If we 
are to give our programme makers the ability to convey the real world in the living room, then the 
system delivering these video images needs to be, as far as possible, free from distortion and 
noise. Good video can perhaps be seen from the broadcaster's point of view as that which 
successfully conveys the intentions of the programme maker to the audience, not forgetting that 
poor lip-sync or bad quality audio can drag down the viewer's opinion of the video just as much as 
some visual distortions. 

However, because of the inevitable distortions in a practicable digital television broadcast chain the 
programme maker will do well to avoid certain visual effects and types of shot in order that the 
video can be transmitted through the digital TV chain and convey to the audience the intentions of 
the programme maker. This is no different to previous advice to avoid finely striped shirts because 
of PAL encoding, and avoid rapid pans with in-focus scenes on film. To do this effectively 
programme makers need to understand the constraints of digital television, enabling them to 
exploit its strengths and avoid its weaknesses. (See section 5) 

2.3 Audience Interest, Ability and Expectations 
The story of the engineer who tried to stop the first live pictures from the moon being shown 
because they were not of broadcast quality is probably entirely apocryphal, but it illustrates one of 
the ways in which video quality can be unimportant. Our audience will tolerate, and even value, 
poor quality video where the images are unique and of great interest to them. On the other hand, 
our experience of providing video quality demonstrations strongly suggests that the viewer has to 
be interested in the subject matter of the pictures or carefully drawn into the nature of the problem 
in order for them to engage with the issue of video quality. 

There is also the issue of the viewer's eye sight, not only the ability to correctly focus on the display 
and resolve detail, but also the ability or otherwise to see colours. Both will affect the viewer's 

________________________________________________________________________________________________ 
3 The use of this technique is on the decline as many programmes are now being shot as video in native 25P format. 
4 A brilliant example of this art can be seen in the Woody Allen film Zelig, which was shot in monochrome and 
then seamlessly blended into archive footage. 
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expectations of the video presented to them, but may also change their perception of the scenes 
presented to them.5 On top of the ability of the eyes is the processing carried out in the brain. Our 
ability to recognise patterns and objects is partially inbuilt, but also trained through experience, so 
each viewer will have a different reaction to video disturbances, and can become more or less 
sensitive to them over time.  

If you are watching a news programme and a correspondent is introduced as joining us on a 
videophone then the current expectation will be of lower quality pictures than those from the studio 
and you will be more tolerant of the results.  

On the other hand, if you had just bought a new high definition (HD) TV, and subscribed to an HD 
service then you would be very unhappy if the quality of the pictures displayed were no better than 
your existing standard definition (SD) TV.  

Equally, you would not expect full SD quality on your mobile phone.  

This distinction is also true of the production values and techniques which the audience will expect 
for the different media. The nature of the HD medium will bring with it expectations of wide shots 
and higher production values similar to those of the cinema, whilst such qualities might be lost on a 
hand held screen where tight framing and close-ups are required. 

Audience expectations reflect the technical and social culture of their time, and are variable in a 
way which is not within the broadcasters' control, though they contribute to that cultural change. So 
a technical solution, which was fit for purpose at service launch, may become dated and 
inappropriate as our audience moves on through external influences. The cultural impact of mobile 
phones, computer technology and video games is now almost as strong as that of television, 
particularly now that many mobile devices display moving colour images.  

2.4 Display Technology 
The type of display being used has a strong influence over the quality of the TV picture. Modern 
matrix displays, like plasma panels and LCD screens, have a structure and transfer characteristics 
which are very different from those of the traditional CRT display, which, up till now has acted as 
our reference. They are, inherently progressive scan, whilst a CRT can handle both interlace and 
progressive. Each display has its own individual set of characteristics and compromises, along with 
significant amounts of local signal processing. These new displays also have colourimetry which 
can be very different from that of a CRT. These differences present us with the problem of trying to 
find a sufficiently representative reference for each of the technologies when judging video quality. 

One of the key problems with the new display technologies is that video compression artefacts are 
more visible than on CRTs. As matrix displays become far more common, and grow in size[11] 
[12], this is likely to result in pressure from our audience to improve our broadcast video quality. 
This will be further compounded by the arrival of high definition displays and video sources, against 
which standard definition video up-converted in the display is likely to look very poor. 

2.5 Judging Video Quality 
The eye/brain combination is generally a change detector. It can be reasonably good at identifying 
differences in video quality, but less good at judging absolute quality. Our sensitivity to various 
impairments is dependent on our viewing experience, and over a period of time we may become 
sensitised to some video artefacts, whilst learning to ignore others such as film motion and video 
scanning. Tests where a change in some variable, such as coding settings, are compared directly 
with an appropriate reference can be more reliable than those where the subject has to give an 
unreferenced quality opinion. However, where there are large changes, the reference may become 
less useful.  

The choice of programme material used in viewing tests can also be an influencing factor. The 
content of the clip can imply a certain programme genre to the test subject. If there is any 
________________________________________________________________________________________________ 
5 This can be very marked with defective colour vision where some colours seen by an individual on a TV screen will not 
match the colour as seen by them directly, despite being a correct match for normal colour vision.  
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mismatch between the subjects expectations of the genre and the style of the clip this could 
influence their perception of quality.  

Further problems can arise where the test subject has prior expectations of the systems under test, 
and is anticipating a particular outcome, or has previously had problems with one of the systems 
under test and so is sensitised to its faults. From work in other fields it is known that knowledge of 
the marketing claims, and price, of an item can also significantly affect not only someone's opinion 
of that item, but also the individual's performance in a test. This can operate through both 
conscious and non-conscious mechanisms and has been shown to produce real and measurable 
effects, analogous with the placebo effect in medicine. [13] [14] 

Professionals working with video equipment who spend considerable amounts of time viewing 
sequences through equipment they are designing or assessing will, over time, form perceptual 
models of the behaviour of the equipment. Thus, for example, an engineer working on MPEG 
coding will be viewing video sequences looking out for MPEG artefacts such as blocking, mosquito 
noise or loss of detail. Such intensive and purposeful viewing will, in time, lead to a perceptual 
grouping between the artefact and the type of visual stimulus which causes it.[15] This perceptual 
grouping enables the expert to understand and control the behaviour of the equipment they are 
working on, but also results in a form of perception quite unlike that of the general audience. 

Finally, it is worth pointing out that when performing system tests it is essential that viewing and 
measurement are carried out using a range of different video material which is representative of 
the channels which will use the system. A channel based on old archive TV programmes may, for 
example, benefit greatly from techniques like low pass filtering and noise reduction, but such 
processing would spoil the recent and first run material which makes up the majority of BBC TV 
channels. 

2.6 Video Quality Demonstrations 
Situations in which a group of people are gathered round one or more displays to judge video 
quality become more complex. In any situation where an engineer tries to demonstrate some 
aspect of video quality to a sceptical audience, group dynamics come into play.  

As with the placebo effect, noted in the previous section, the perceived advantage of one system 
over another can influence an individual's perception of the system performance. Thus the status 
and behaviour of the presenter can influence the perception of the demonstration by the audience, 
both by directing (or misdirecting) the attention of the audience to the phenomenon being 
demonstrated, and by giving authority to the demonstration. 

A group of individuals is statistically more likely to make a better decision than an individual alone, 
but the advantage of the group disappears when the members of the group can influence each 
other. This is in part due to the pressure towards social conformity. Solomon Asch first 
demonstrated in the 1950's that an individual's judgement could be modified by group pressure. 
Recent work has demonstrated that the connection between social pressure and visual perception 
can work directly within the part of the brain concerned with visual perception.[16] 

So any demonstration of video quality should always be viewed with caution. As noted above it is 
relatively easy to persuade yourself and others of differences between two video sources where 
none exists and this effect can occur quite accidentally.  Thus in a situation where a demonstration 
is being given to promote one approach, or product, over another, the demonstrator can employ 
many techniques to influence the perception of the audience. Further manipulation can be 
achieved by carefully selecting test material so as to best show the claimed advantages of a 
product. So because, for example, in the case of video compression it is possible to tune a codec 
to give better performance on a particular set of sequences any important tests should be carried 
out with sequences which have not been made available, in advance, to the equipment 
manufacturers. 
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2.7 Subjective Viewing Tests 
Recommendation ITU-R BT.500-11[17] provides a methodology for assessing the quality of 
television pictures. This standardised methodology, if followed correctly, provides reliable and 
repeatable results. It gives very specific requirements for the test set up, including screen 
brightness, viewing distance and ambient lighting levels, as well as guidance on the selection of 
suitable test material for the problem being assessed and the distribution of examples and the 
need for anchoring. It comes in two forms, the quality assessments which measure the 
performance of a system, and impairment assessments which examine the degradation of a part of 
a system, such as a compression codec.  

Generally we are concerned with the degradation caused by some process or a number of 
processes in the broadcast chain and most commonly use the double-stimulus continuous quality-
scale (DSCQS) method, where the subject views a pair of video sequences, one directly and the 
other via the process under test and gives a score for both on the ITU 5 point scale. The material is 
presented as pairs of short clips, up to 10s long, with a randomised sequence for each observer. 

The issues such as engagement in the programme material, the effect of audio and audience 
expectations are all controlled by the use of short mute clips with the observer being given a 
particular assessment task - i.e. rate this clip on this scale. In this way the results produced are 
consistent and the double stimulus method controls for the artistic quality of the source material. 

A key part of the methodology concerns the selection of observers. The tests require at least 15 
observers6 who should all be non-expert viewers and not experienced assessors, and the 
methodology notes that "preliminary findings suggest that non-expert observers may yield more 
critical results with exposure to higher quality transmission and display technologies".  This 
comment challenges the common notion that a skilled observer is a better judge of video quality 
than a naive observer. 

Properly performed subjective viewing tests are the gold standard of video quality tests, and are 
the measure used to calibrate other measurement methods. However, they take a considerable 
time to set up, run and process the results for a very small selection of material. Also, because the 
tests improve the expertise of the observers, in any group of people, you will eventually run out of 
non-expert viewers. 

2.8 Quality Conclusions 
Individuals and groups can easily be influenced in their judgement of video quality by external 
factors and their own expectations.  

The use of statistical methods to combine the opinions of several separate viewers makes it 
possible to measure the common perception of quality without the interference of other factors. 
However, the proliferating range of display devices and changing audience expectations combined 
with the changing styles in programme making will continually change the context for such 
measurements and alter the perceived performance of the digital TV broadcast chain. 

________________________________________________________________________________________________ 
6 Note that this conforms to the statistically improved decision from a group of non-communicating individuals. 
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3 Quantifying Video Quality 
As we've seen, the only truly accurate method of assessing the typical perceived quality of a 
sequence of video is to perform controlled subjective viewing tests with a sufficient number of non-
expert viewers. However, these tests are expensive and time consuming to perform. This limits the 
extent to which they can be used and rules them out completely for routine testing of equipment 
and system configurations, and any test requiring the inclusion of large amounts of video material. 
So broadcasters need some form of objective measurement which can be used for routine work.  

Video quality measurement is a difficult problem. Ideally the video signal would be passed through 
a model of the average human visual system, and the resulting output would be a measure on a 
scale which exactly tracks the result from subjective viewing tests. However, to achieve an ideal fit 
to the viewing tests would require a complete understanding of the way in which humans see the 
world, and the way in which all the important signals are processed. Unfortunately the detailed 
functionality of the areas in the human brain involved with vision has yet to be fully mapped out, so 
for the time being any model of the human visual system is, at best, a very rough approximation. 
[15]  

In fact, since lossy video compression contains an explicit or implicit model of perceptual quality, 
any improvement in our ability to measure video quality accurately could equally be used to 
increase the efficiency of video encoding. This leads to the problem that video codecs can be 
tuned so as to give good results for a particular quality measurement device without necessarily 
improving the pictures. It is also likely that different perceptual models will be more accurate on 
different types of material and/or different types of coding artefact, leading to the conclusion that 
the measurement model used needs to be a good fit to the context within which the measurements 
are being made. 

There are two main approaches to objective measurement of video quality; double ended, where 
the source video is, in some way, compared to the output of the process under test, and single 
ended where the quality of the video is inferred from the output video, without reference to the 
source. For extensive coverage of video quality measurement metrics and the models behind them 
see references [18] & [19]. 

3.1 Double-ended or Difference Measurement 
In a double ended measurement the source video is compared with the processed video. It is a 
measure of the fidelity with the original. The Video Quality Experts Group have done a great deal 
of work evaluating video quality models over a wide range of impairments, with the focus on double 
ended measurement. The Phase 1 tests found that peak signal-to-noise ratio (PSNR) provided 
statistically equivalent performance to that of most of the proponent models, [20] but the later 
Phase 2 results did show statistically significant improvements over PSNR [21]. At present we use 
PSNR for our double-ended measurement of production video quality, where the results tend to be 
more accurate than for lower quality systems. The high quality of coding used for production video 
also means that any artefacts are practically impossible to see, but can still have a significant 
impact on coding efficiency later in the broadcast chain. 

3.1.1 Peak Signal to Noise Ratio 
Peak signal-to-noise ratio is by far the most commonly used double ended, or difference, 
measurement. It works by comparing the source video with the decoded video on an exact pixel by 
pixel and frame by frame basis. This process is illustrated by figures 1 - 3, where figure 3 is the 
result of subtracting the source image in figure 1 from the decoded result in figure 2. If the two 
frames had been identical then figure 3 would be a uniform mid grey, the lighter and darker 
patches show where the positive and negative differences lie between the two images.  

PSNR in dB is usually defined as 10log10(dynamic-range squared / mean square error). The mean 
square error can be calculated for each frame separately or can be the average over a number of 
frames as appropriate for the task. Note that, differences in PSNR measurements can arise 
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depending on whether the dynamic range of an 8-bit ITU-B rec 601 signal is taken to be 255 or the 
difference between peak white and black (235 - 16). 

PSNR gives an exact mathematical measure of the difference between the two sequences and can 
give useful results regardless of the encoding algorithm or system loss under test. The main 
drawback with PSNR measurement is the need for exact frame and pixel alignment between the 
two video sequences. Any failure to get this exact alignment will produce a measurement which is 
poorer than the correct one. It also gives false results where there are undetected dropped frames 
or where the video has been cropped. In a live system measurement, where there may be frames 
dropped by an encoder or transmission errors causing frame drop in the decoder, alignment errors 
may dominate over video impairment unless these can be successfully detected and corrected for. 

Another problem is that PSNR measurements may not correlate well with subjective quality for 
different types of impairment, particularly on large impairments. For example, a video sequence 
which has had Gaussian noise added will look better subjectively than if it has been through block 
based video compression despite the PSNR measurements being the same.[22] This in part is 
caused by the use of averaging, in that the measurement for a small disturbance all across the 
screen will give the same measurement as large disturbances in specific parts of the image such 
as block boundaries. In place of mean square error, the mean cubed error or fourth power error 
can be used to increase the sensitivity to small areas with large errors. The other issue with 
subjective quality correlation is the fact that PSNR takes no account of the actual picture content 
underlying these differences. So the difference signal could be very small compared to the level of 
detail in a picture, or very obtrusive on plain areas, but the measurement will be the same.   

PSNR is particularly useful for measuring video material where small errors occur, and is 
commonly used to compare the performance of high quality tape and server formats. It is 
particularly useful where the differences are so small as to be subjectively undetectable, but may 
become visible over a number of generations or at the end of a broadcast chain. To make 
comparisons between different formats or parameters, a standard set of material is passed through 
each of the formats and the PSNR measurements are made on a frame by frame basis. The PSNR 
measurements can then be plotted as a distribution and as a time line which can then be examined 
for problems with particular video sequences or types of material and the various plots overlaid to 
reveal differences. In practice, unless the two signals are electrically identical, the best a recording 
device can achieve in practice is around 52dB PSNR, because of quantisation effects. 

3.1.2 Difference Video 
The difference picture in figure 3 is in itself a useful diagnostic test. The source and decoded video 
can be subtracted frame by frame to create a difference video sequence. This difference video can 
be useful in identifying regions of pronounced difficulty alongside PSNR measurements. 

It can also verify or otherwise, the use of adaptation and masking in codecs, where coding 
artefacts are hidden in areas with high level of detail. Such adaptive techniques can improve the 
visual appearance of video at the cost of a poorer PSNR measurement. 

3.2 Single-ended or Artefact Measurement 
In cases where there is no access to the source material, or accurate frame and pixel alignment 
cannot be achieved, the quality of the video image can be estimated from the decoded video 
alone. These techniques work by identifying structures in the video signal which are unlikely to 
appear in the real world. Each system has to be designed to work with the artefacts which are 
expected from the system under test and relate those artefacts back to the subjective quality 
impairment. Such techniques have been used for many years to detect noise in video signals, 
where the random changes between frames caused by noise have different characteristics to the 
difference caused by motion.[23] However, single ended measurement, by definition cannot detect 
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gross problems with an encoder such as outputting the wrong video7, and on-screen graphics and 
other artificial images can cause spurious results. 

One form of single ended measurement for MPEG-2 relies upon detection of the regular pattern of 
blocking in the decoded video. The level of blocking, when compared to the overall level of detail 
and movement in the video can then be related back to the expected subjective quality 
impairment.[24] This technique relies on there being a consistent relationship between the level of 
blocking in the video and other compression artefacts like poor colour rendition and loss of detail. 
Another approach, looks directly at the stream of MPEG-2 coded video using, for example, the size 
of quantiser steps and numbers of coefficient bits as a guide to the level of degradation of the 
source video by the coding.[25]  

Figure 4 illustrates one form of the single ended approach. In this image the decoded signal in 
figure 2 has been subjected to edge detection. The white areas are parts of the picture where there 
is little change whilst the darker areas are those with most change. This image clearly shows the 
block structure produced by the MPEG-2 encoding. It is the relative levels of the block structure 
and the picture detail which can be used to estimate the PSNR or subjective quality of the video. 

Single ended blocking measurement is strictly limited in scope. It cannot directly detect many 
impairments such as luminance modulation and loss of detail. As a result it is of very limited use 
when comparing the performance of different encoders or even different input processing setting 
on the same encoder. The use of a low pass filter and or noise reduction in an encoder can reduce 
MPEG-2 blocking artefacts in the decoded video but will also result in pictures which are 
unpleasantly soft. Ironically the loss of detail can sometimes make blocking more disturbing 
because it is no longer masked by picture detail. 

A further problem arises where the video material has been through cascaded coding and has 
been subjected to image shifts or aspect ratio conversion. Block boundary measurement cannot 
detect the degradation caused by earlier encode-decode cycles because the block boundary 
artefacts will have been moved. These will, as a consequence, be counted as picture detail and not 
artefacts in the final measurements. 

However, if the encoder and its settings remain constant, artefact measurement can be usefully 
employed to give guidance as to when problems with video quality occur. So artefact measurement 
can be applied to digital TV channels over days or even weeks at a time. Such measurements can 
be used to identify trends in the channel, such as the places in the schedule where the coder is 
producing poor quality pictures. Programmes which consistently show quality problems can then 
be viewed to verify the measurements, and the video examined more closely to find the cause of 
the problem. In a statistical multiplex (statmux) where several channels share the video bit rate the 
measurement of quality of each channel can be plotted against the video bit rate to give 
information about the performance of the statmux. The combination of video bit-rate and quality 
measurement can greatly assist the process of optimising the performance of a statmux system. 

With care, artefact measurement can be used to quantify the impact of a process, such as 
cascaded coding, on a distribution chain. Using a standard set of input video material, the 
performance of a broadcast encoder can be measured with and without an encode and decode 
cycle earlier in the chain. The quality measurements can then be plotted as a distribution and as a 
time line. The difference in measured quality is somewhat arbitrary, and should be treated with 
caution. However, it is possible to directly measure the impact of the additional encode/decode by 
repeating the measurement with the cascaded coding and increasing the bit rate of the broadcast 
encoder until the point at which the measured quality of the cascaded coding meets that of the 
single pass coding. This measurement should be verified by a visual comparison to check for 
differences not detected by the measurements, but if there are no significant differences in video 
quality the difference between the two bit rates then gives a clear measurement of the cost of the 
additional coding pass. 

________________________________________________________________________________________________ 
7 It has been known for an MPEG coder to crash in such a way that it continues to loop through its output buffer, giving moving video 
and sound, albeit with a glitch at the loop point. The effect is very disconcerting and not immediately obvious on some material when 
viewing without sound. 
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3.3 Double Ended with Reduced Reference Measurement 
A further hybrid technique can be used, for example, in the case of remote monitoring, where the 
broadcaster is interested in the change in quality of a signal across a link. In this case there are 
techniques whereby a "signature" or "fingerprint" of the video is generated at a remote location and 
sent via a low bandwidth link back to the source for comparison. This technique is, unlike single 
ended measurement, able to detect when the transmitted video contains the wrong programme 
material or other gross errors. indeed. It is particularly applicable to the monitoring the quality-of-
service of a channel as it is delivered to the audience. [26] 

3.4 Measurement Conclusions 
The type of video quality measurement used should be fitted to the nature of the impairment and 
the purpose of the test. At high levels of fidelity PSNR type measurements give usable results. For 
specific impairments at medium quality levels with a known system, artefact detection is very 
useful, whilst for very poor quality pictures, such as low bit rate internet streaming other techniques 
are required. Video quality assessment algorithms work reasonably well if the measurements being 
compared have been created from the same source and have been through the same type of 
processing. Over small changes on the same material simple techniques can provide useful 
comparative information, provided the measurements are performed in a way which is appropriate 
for the technique used and the results are presented with the appropriate caveats.  

It is only possible to predict the performance of a digital television broadcast system well if the tests 
performed are sufficiently representative of the conditions under which the system will be 
deployed. So DTV systems need to be tested with video material typical of the TV channels which 
will be broadcast, and if the video material has been through a representative programme chain 
before reaching the encoder. Any changes made to the system need to be retested using the same 
set of material, so that the two sets of results can be usefully compared.  
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Figure 1: Uncompressed source frame 

 

 

 
Figure 2: Decoded frame after MPEG 2 compression 
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Figure 3: Difference frame - mid grey denotes no difference 

 

 

 
Figure 4: Decoded frame passed through an edge filter - edges are shown as dark areas. 
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4 Capacity Planning 
Digital TV is delivered in the form of a multiplex containing a number of TV, radio and data 
services. The more channels you squeeze into a multiplex the less space there is for each video 
and audio channel, so more of the information in the original video and sound has to be thrown 
away. The result is that the more video channels there are in a multiplex the poorer the quality of 
the pictures will be for the audience.  

The BBC has a unique position in the UK TV market in that it is expected to provide high quality 
programming and cover nationally important events. This causes difficulties where these events 
involve lots of movement and large numbers of people. A flag waving crowd shot from a moving 
camera is one of the hardest video signals for MPEG encoding. BBC programmes have a 
tendency to be more difficult to code and require significantly more bit rate than the equivalent 
commercial channels. This is partially a matter of programme style where the BBC programming 
contains more movement and detail, particularly in childrens programmes, but it is also linked to 
the types of programming. For example gardening, which is rarely covered by the main commercial 
channels, can often be more challenging than football coverage, with high levels of detail and 
camera movement. 

4.1 A Changing System 
 At the start of the BBC's digital TV services in the UK each video signal was carried at a fixed bit 
rate of just over 5Mbits/s, giving just four TV services in one 24Mbits/s DTT multiplex and five 
services in a DSAT multiplex. [27] [28] With the adoption of statistical multiplexing techniques, 
where several video coders share a pool of bit rate, the number of services in a 24Mbit/s DDT 
multiplex was increased to five and six services were accommodated in a single DSAT multiplex. 
[29] More recently, with the launch of Freeview, and the change to 18Mbits/s multiplexes on DTT 
the BBC went back down to four TV channels per DTT multiplex, but spread the BBC services 
across two multiplexes, giving room for additional interactive channels. The next major step on 
DTT will be the process of digital switchover which will start in the Border region in 2008 and finish 
in 2012. This will involve further changes to the multiplex layouts, and planning is already 
underway for these steps. [30]  

4.2 Subjective Viewing Tests 
As noted above, subjective viewing tests are only practicable when testing one or two variables, 
because of time and cost. This makes it highly impracticable to devise subjective viewing tests 
which could cover enough variables to test statmux configurations. 

In practice, full subjective viewing tests have been used to determine the number of constant bit 
rate channels which could be accommodated in each multiplex for digital TV launch. Since the 
introduction of statistical multiplexing we have had to find other approaches to capacity planning. 

4.3 Monitoring the Platforms 
The BBC's digital television channels compete for audience amongst an increasingly large number 
of channels. The BBC's channels are seen by its audience in the context of the other channels on 
the platform, and thus the video quality of the BBC's channels are seen in comparison to that of its 
immediate competitors. Thus in making any judgement about how we might configure the BBC's 
channels we need to understand the relative strengths and weaknesses of the equivalent 
commercial channels. So keeping up to date with changes to the DTV platforms (and occasional 
video quality monitoring) allows us to understand other multiplex operator's approaches, the quality 
they are delivering and how they might affect the BBC's position in the market. 
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4.4 Test material 
Each TV channel has its own unique characteristics, single genre channels such as sport or film 
are quite easy to characterise but general channels such as BBC ONE and BBC TWO carry a very 
wide range of material. For the purpose of video coding tests it is important to use a good range of 
hard-to-code material for each channel. This can be achieved by performing long term monitoring 
of a channel and picking out programmes which produce poor quality pictures and/or take 
significantly higher than average bit-rates when broadcast. High profile programmes, such as the 
Last Night of the Proms, which cause coding problems are particularly useful for demonstration 
purposes as well as for tests. It is worth also having a selection of easy-to-code material to check 
that a system is stable over a wide range of inputs. 

We compile the representative material into tapes, (channel models) containing clips from each 
channel consisting of 30 minutes of easy-to-code material followed by 30 minutes of hard to code 
material. This allows enough time to represent the wide range of material on each channel without 
making the tests entirely impractical. This material is then recorded onto and played out from a 
video server, as it would be for broadcast, to replicate most of the broadcast chain. Whilst the 
combination of all channels playing hard material at the same time represents the worst case, it is 
by no means unusual. For example on DSAT, Saturday afternoons with sport on BBC ONE and 
BBC TWO will have to share bit rate with lively childrens programmes on CBBC and CBeebies 
throughout the afternoon. 

4.5 Measurement, Observation & Recording 
In a video statmux system there are many more variables than with constant bit rate coding. In 
practice the configuration and evaluation of such systems is a complex problem. It is not possible 
to track and control all the possible variables, particularly where a system allows each video 
channel to have different settings. The approach we have taken has been to first establish the best 
operating conditions for the system with all channels treated equally. Only once this problem has 
been solved do we then try and vary the individual channel settings to favour one channel over 
another. Where there is redundancy switching it can be operationally difficult to have different 
settings for each channel because any service could be switched to the reserve coder, so at the 
time of writing, all BBC services which are on air have equal weighting and coder settings within 
their multiplexes. 

Now, as noted in sections 2 & 3, both individual human observers and video quality measurement 
techniques have considerable drawbacks. However, the combination of the two and the use of bit 
rate measurement have enabled us to make reasonable progress. For each scenario under test 
the channel models are played out into the statmux system and measurements are taken of the bit-
rates for each coder, whilst the video quality is measured on one or two key channels. The 
resulting multiplex signal is modulated and decoded on a bank of identical set top boxes and 
displayed on a set of televisions of the same model. The channels are displayed simultaneously: 
an observer then sits and records their impressions of the resulting pictures. This process is 
repeated for a number of different scenarios. 

By looking over a range of measurements and viewing notes it is possible to see patterns of 
behaviour and establish optimal system settings for the channels under test. The measurements 
can spot trends in overall video quality whilst the observations will usually spot transient problems 
such as blocking on cross fades and cuts as well as the general look and feel of the pictures. At 
the early stages of system testing it is not unusual to find system faults and bugs which then have 
to be fed back to the manufacturer, leading to a very extended process. This process does not 
enable the exact measurement of video quality in each case, but it is sufficient to establish a rank 
ordering between a number of scenarios, and thus establish the optimal configuration for a 
particular type of channel. These statmux settings can then be used to establish a rank ordering of 
different channel layouts and the numbers of channels in each multiplex. The objective of this 
stage is to establish a range of possible service options for the BBC multiplexes. The key question 
being the number and/or types of services that can be comfortably accommodated in each 
multiplex. In the end that question can only be answered at an editorial level in terms of what level  
of video quality is appropriate and acceptible for the BBC services.  
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4.6 Demonstrations and Discussions 
The aim of all this testing is to arrive at a point where we can most effectively facilitate good 
decision making about the future layout of BBC channels. The next step is to inform the decision 
makers about the choices they face and demonstrate the likely impact of various scenarios. At the 
stage where we give demonstrations to key stakeholders in the BBC we will have narrowed down 
the range of possible settings to a small number of discrete options. An example might be the 
comparison between accommodating four and five TV channels in an 18Mbits/s DTT multiplex. 
Whilst there are significant problems with performing demonstrations, as noted above, under 
circumstances where quite large changes in bit-rate, and hence video quality, are being 
demonstrated, there is a reasonable chance of making a fair comparison.  

Our experience has been that an introduction to video quality in the form of a demonstration 
showing a range of different bit rates on a range of different material will engage the interest of the 
audience in the subject of video quality and give a feel for why it matters to them. This is then 
followed by a demonstration of each of the scenarios under consideration using the hard-to-code 
material. Whilst it is clearly possible to steer demonstrations and discussions in a particular 
direction, each person will come to the discussion with a different agenda, and the object of the 
exercise from an engineering perspective is not to direct a particular decision, but to enable key 
BBC stakeholders to make decisions with the best available information.  

4.7 Gauging Audience Reaction 
Where a number of competing factors lead to a disagreement, there is one final test, which is to 
configure our on air channels to look like the proposed scenario and monitor the audience reaction. 
This type of test is seen as a last resort because of the potential to spoil the licence payers' 
enjoyment of programmes.  

An on air configuration test was carried out in the run up to the launch of Freeview. There was 
discussion over the number of channels which could be accommodated in an 18Mbits/s multiplex 
whilst retaining acceptable video quality. This was particularly difficult for the BBC where BBC ONE 
is carried on DTT at fixed bit rate in order to enable the insertion of local BBC ONE versions all 
over England. Following several laboratory demonstrations of the options it was decided that the 
only way the BBC could justify its position was to change the on air configuration and let the 
audience and a wider number of stakeholders see the results. So the bit rates for five channels in a 
24Mbits/s multiples were changed to show what it would look like if they were squeezed into an 
18Mbits/s multiplex. The decision was made the week before the Jubilee weekend in June 2002, 
and the demonstration started the Friday before that weekend. 

The reaction to the resulting video quality was immediate and unequivocal, both from our audience 
and from key stakeholders who had not been able to attend our demonstrations. Though there was 
no warning that the tests were taking place the audience logs showed a dramatic increase in 
complaints about video quality, and internet forums showed a similar reaction. Key BBC 
stakeholders who had not attended the demonstrations also saw the effect, and were so 
concerned at the drop in quality that the demonstration, which had been scheduled to last the 
whole week, was ended on the next working day. Recordings of the off air pictures and 
measurements along with audience reaction data formed part of the documentation submitted to 
the ITC by the BBC, Crown Castle and Sky in the bid for the multiplex space that had been 
recently vacated by ITV digital. 

4.8 Capacity Planning Conclusions 
Decisions on service quality for channels are ultimately strategic rather than engineering ones. 
However, careful test design and an awareness of distracting factors can help inform decision 
making in a way which helps protect the quality of the BBC's services and protect its position in the 
digital television marketplace.
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5 Getting the Best from Digital Television 
Just as film makers avoid fast pan shots to reduce the problem of motion judder, and TV 
presenters avoid striped shirts because they cause cross-colour in PAL, so digital television has its 
weaknesses which need to be understood. Long GoP MPEG-2 video encoding has difficulty in 
cleanly handling two aspects of a video signal, high contrast high frequency detail and excessive 
non-rectilinear changes between frames such as rotation and zooms. Either of these on their own 
can cause problems and the combination of the two can cause severe problems. 

5.1 Excessive Detail 
A common example of a natural scene where this problem arises is a garden or open woodland 
where bright sunlight, and fine detail can result in video signals with high contrast, high frequency 
detail. A narrow camera aperture will give a large depth of field and keep all of the scene in focus 
maintaining the level of detail right across the picture. Other circumstances where similar problems 
occur include crowds, whether for sports or other events, natural history programmes and some 
computer graphics. 

Simply throwing away detail using a low pass filter is not advisable. MPEG-2 coding artefacts 
inevitably spread into the high frequencies, so the presence of some high frequency detail will help 
mask MPEG-2 artefacts. So if a narrower depth of field is used in a shot to reduce background 
detail, then it is vital that the subject of interest is kept in focus so that the masking effect is 
greatest where the audience's attention is being directed. Reducing the depth of field by using a 
wider aperture will also let more light into the camera, and help control noise - see below. 

5.2 Non-linear Motion 
The algorithm used by MPEG-2 to predict motion from one frame to the next works by 
repositioning square blocks of pixels. It can only work well where the motion is linear. If the motion 
involves rotation or zoom then the block motion will fail to produce a good match and there will be 
a significant error signal remaining which will require bit rate to correct, or result in errors in the 
encoded picture. A similar problem occurs where the motion involves occlusion, such as rugby 
players running past each other or long grass waving in the wind. Here the error signal can be very 
large as the motion is almost entirely unpredictable. 

With fast zoom shots and camera pans it is possible for the problems to go unnoticed because the 
problems only last for a few frames. Very slow zooms and pans may not cause large enough errors 
to be a problem. The worst case is likely to depend on the level of detail in the shot. 

5.3 Lighting changes and fades 
If there is a change in illumination from one frame to the next, then even if the motion is predicted 
correctly the change in luminance levels will still result in an error. This can be seen on sport like 
golf as the sun goes behind the clouds or in dappled shade in woodland shots. It is also a problem 
with cross fades and fades to and from black. Like zoom shots the rate and duration of the 
transition, along with the level of detail will affect the level and visibility of the coding artefacts.  

However, one of the worst case for MPEG encoding is the moving, flashing lighting rigs as used for 
concerts and music shows. Continually flashing and/or moving lights area are guaranteed to make 
a scene hard to code. Add reflective surfaces, smoke effects and drop glitter or ticker tape into the 
path of the lights and the resulting video signal will be impossible to encode cleanly at any 
affordable bit rate. 

 



 

 20 

5.4 Interlace Video 
In general UK produced video is shot with a field rate of 50 Hz (50i) where the two fields in a frame 
are 20ms apart, whilst programmes shot on film or shot to look like film will have a field rate of 25 
Hz (or 25p) where both fields in a frame are time coincident. In the case of 25p material the whole 
frame can be coded as a complete picture, whereas the 50i frame will contain combing artefacts on 
motion. To combat the combing a coder will usually code 50i material as separate fields, but the 
separate fields will still suffer from aliasing in the vertical direction and thus be harder to code.  

In general 25p video will be easier to code than 50i video of the same scene. Also because of the 
motion judder caused by shooting 25p, the extra care taken to get a good film look particularly the 
use of camera tripods and reduced depth of field will also assist the MPEG-2 coding process [8].  
This improvement will apply at any point in the production chain which uses compression. 
However, 25p production is unsuitable for many types of material, particularly sport. 

5.5 Noise and distortion 
Film grain, video noise and deliberate noise-like effects are the greatest problem for MPEG-2 
encoding. Noise and grain are usually high frequency and are entirely unpredictable and will soak 
up bit rate leaving less available to encode important picture detail. The use of noise reduction can 
improve matters in some cases, particularly if care is taken to adjust the settings to suit the 
particular material. However, the blanket use of noise reduction on the emission coder will spoil 
new clean pictures and is not recommended except perhaps, for channels entirely made up of old 
archive programmes. On some material the application of recursive filtering has been seen to 
reduce the dynamic resolution to the point where motion compensation in the subsequent MPEG2 
coding became unreliable. This showed up as stripes of grass dissociating themselves from the 
general panning in the rest of the scene.  In practice, controlling the noise at source by use of 
adequate lighting and/or appropriate selection of cameras and/or film stock will reduce noise levels 
far more successfully than any noise reduction process. 

If film grain is desired as an artistic effect, then less is definitely more. Large area film grain will turn 
into ugly block artefacts, see figure 5. So to preserve the appearance of film grain it is best added, 
at low levels and/or only to parts of the picture where it will have most impact. Large area noise 
effects, such as are used to signify a broken video link, are also very inadvisable. Whole picture 
video noise at high levels can cause an MPEG-2 encoder to produce whole frame blocking and 
drop frames, figure 6. If the effect lasts for 10 - 20 frames, then it is possible to crash some video 
encoders completely. Such problems can be reduced by adding the noise effect at lower 
amplitudes and keeping its duration short.  

Like noise, distortion can be entirely unpredictable, and make coding difficult. Aliasing from the use 
of unfiltered video zoom, aspect ratio conversion and excessive aperture correction all make life 
harder for the MPEG-2 encoder. PAL encoded video also causes problems if the decoding leaves 
colour subcarrier and cross colour effects in the video. The use of analogue PAL links with noise 
and fading cascaded with MPEG-2 links in an OB chain will cause even more problems.  

5.6 Cascaded Video Compression 
In the production and distribution of a television programme there may be many different forms of 
video coding in use. The camera may use one type of compression, whilst the editing system uses 
another and the playout server and signal distribution use something different again. The more 
times a video signal compressed and decompressed between shooting and broadcast the worse 
the resultant broadcast will be. The cascading of different systems along with changes to the video 
such as line or pixel shifts can make matters worse. Any change to the broadcasting process which 
reduces the number of encode/decode cycles in the chain will improve the quality of the video 
delivered to the audience. With production becoming increasingly disc and file based, the need to 
decode to baseband video will be reduced, particularly in the editing and duplication processes, 
though grading and other effects will inevitably involve a full decode. 
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5.7 Testing and Advice 
Despite all the work that goes into setting up the BBC's digital TV systems, it is inevitable with the 
constraints of bit rate and costs, some programmes will be significantly impaired by MPEG-2 
compression. BBC R&D can carry out tests for BBC programme makers to help identify the causes 
of poor coding quality and offer advice as to how to optimise video quality in the future, whilst 
helping programme makers keep costs under control. 

 

           
Figure 5 left magnified video containing film grain, right after MPEG-2 encoding 

 

    
Figure 6 Whole frame video noise effect before and after MPEG-2 encoding. 
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