
31 December 2010  Dissemination Level: Public 

MyMedia ICT-2008-215006  Page | 1 

 

 
 

ICT MyMedia Project 
2008-215006 

 
Deliverable 5.4 

Enhanced Internet A/V Content 
Field Trial Report 

 

 
 
 
 

Dissemination Level: Public 

  



31 December 2010  Dissemination Level: Public 

MyMedia ICT-2008-215006  Page | 2 

Contents 
1 Executive Summary .....................................................................................................................4 

2 Introduction................................................................................................................................4 

3 Glossary......................................................................................................................................5 

4 Target Environment.....................................................................................................................6 

5 Motivation for the Recommender System.....................................................................................6 

6 Research Strategy & Design .........................................................................................................7 

6.1 Research Questions .............................................................................................................7 

6.2 User Sampling......................................................................................................................7 

6.3 Data Collection Methods ......................................................................................................8 

6.4 Data Analysis Techniques .....................................................................................................9 

7 Field Trial Development ...............................................................................................................9 

7.1 Content Catalogue ...............................................................................................................9 

7.2 User Feedback .....................................................................................................................9 

7.3 User Interface....................................................................................................................10 

7.4 System Architecture...........................................................................................................12 

7.5 Recommender Architecture................................................................................................13 

8 Field Trial Evaluation .................................................................................................................15 

8.1 Evaluation system ..............................................................................................................15 

8.2 Field Trial Execution ...........................................................................................................17 

8.3 Field Trial Evaluation Results ..............................................................................................17 

9 Conclusions and Research Questions ..........................................................................................24 

10 References ................................................................................................................................25 

Appendix A: Questionnaire items for each construct ........................................................................26 

Appendix B: Reading the graphs and models ......................................................................................28 



31 December 2010  Dissemination Level: Public 

MyMedia ICT-2008-215006  Page | 3 

Project acronym:  MyMedia  

Project full title:    Dynamic Personalization of Multimedia 

 

 

Work Package: 5 

 

 

Document title: Enhanced Internet A/V Content Field Trial Report 

Version: 5.4.1  

Official delivery date: 31 December 2010 

Actual publication date: 31 December 2010  

Type of document: Report 

Nature:             Public 

               

 

Authors: Chris Newell, BBC 

 Bart Knijnenburg, TU/e 

Approved by: Andrew McParland, BBC  

 Hakan Soncu, EMIC                

  

Version Date Sections Affected 

1.0 9 December 2010 Final draft. 

   

   



31 December 2010  Dissemination Level: Public 

MyMedia ICT-2008-215006  Page | 4 

1 Executive Summary 
The BBC MyMedia field trials targets web-based TV and radio catch-up services using the MyMedia 

recommender system software framework. The field trial compares recommendations based on explicit 

feedback and implicit feedback with non-personalized recommendations and examines how the 

performance of the recommender system behaves over time following initiation. 

2 Introduction 
This document describes the implementation and analysis of the BBC MyMedia field trial.  

The document first describes the environment and motivation for the field trial which is expressed as a 

set of research questions. The implementation and operation of the field trial systems is then described 

in detail with reference to work in contributing MyMedia work packages. Finally, the evaluation of the 

field trial results is discussed and conclusions are presented. 
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3 Glossary 
 

Term or Phrase Definition 

Catalogue The set of items from which the recommender makes predictions for a user. 

Content metadata Descriptive information about items of content. 

Engine The recommender system component responsible for making predictions for 

the user.  An Engine implements the algorithms to consume user preference 

information and produce predictions. 

Explicit feedback Data retrieved through direct feedback from the user e.g. an item rating. 

Hybridizer A recommender system component for combining results from multiple 

engines. 

Implicit feedback Data retrieved by monitoring user behaviour. 

Metadata enrichment The process of augmenting existing metadata in order to make it more useful 

or meaningful. 

Prediction The assignment of value to a content item, predicting the expected utility of 

the item for a user. 

Preference model An abstract model of the user preference information. 

Rating A measurement of user interest, typically applied to a catalogue item. 

Recommender A system for providing personalized content recommendations for a user. 
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4 Target Environment 
The MyMedia field trial conducted by the British Broadcasting Corporation (BBC) targets a web-based TV 

and radio catch-up service, which provides users with access to all BBC programmes for 7 days or more 

after they are broadcast. The service is provided free of charge to users in the UK and is funded via the 

BBC's licence fee. 

The BBC provides 10 television channels and 57 radio services which together broadcast about 500 

programmes each day. Most of these programmes become available in the catch-up service soon after 

broadcast. The catch-up service attracts several million unique users a week and each user watches an 

average of 3-4 programmes per week. 

The range of programmes provided by the service is very broad. Some content, such as news 

programmes, becomes less interesting to users as time passes. Other content has a very long potential 

lifetime and many programmes may be organised into series which are best viewed in the correct order. 

These factors need to be considered when making recommendations.  

The current audience is typically young, male and familiar with the World Wide Web but this is changing 

as the service becomes better known and reaches a wider audience. 

Currently, many users are using the catch-up service to watch programmes they have missed or have 

forgotten to record when they were originally broadcast. In this case they will know exactly which 

programme they are looking for. The current user interface uses a channel and schedule based approach 

and is well suited to this kind of activity. However, the user interface is less suited to the users who are 

browsing through the catalogue looking for something to watch with no particular programme in mind. 

Due to the large size of the catalogue this process can be very time -consuming and tiresome. Simple 

recommendations are used in parts of the current interface, but they are a minor part of the interface. A 

new user interface which is more recommendation-based, rather than schedule based, would be of 

considerable benefit in this scenario. 

5 Motivation for the Recommender System 
The motivation for the BBC MyMedia Recommender system is to increase usage and improve user 

satisfaction in the browsing mode of consumption where the user does not have a clear idea what they 

are looking for. The size of the catalogue is likely to increase significantly in future years as it may 

become possible to extend the length of the availability window and material may also become available 

from the BBC's substantial archives. To provide a satisfactory user experience when browsing a larger 

catalogue a new form of user interface will be required. 

A second motivation for the BBC Recommender system is the possibility of a more personalised service 

on the website as a whole. A high degree of energy is directed at promotional activities in all BBC 

services. The website provides the possibility to automatically provide targeted promotions using the 

recommender. 
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6 Research Strategy & Design 
The design of the BBC field trial was developed from a core set of research questions. 

6.1 Research Questions  
1. Does the availability of recommendations increase user satisfaction? Does the recommender 

provide good recommendations, and why are they good? 

Methodology:  Instruct users to use the MyMedia interface and compare with the standard BBC 

interface. 

Evaluation:  Ask how easy it is to find something to watch on each day. Ask what makes a good set 

of recommendations. Is diversity or familiarity important? 

2. Does implicit or explicit feedback provide the best recommendations from the user perspective? Are 

they significantly better than non-personalized recommendations? 

Methodology:  Switch between implicit, explicit and non-personalized recommenders on different 

days. 

Evaluation:  Measure recommendation quality (disparity between predicted and actual ratings). 

Ask questions about recommendation quality and user satisfaction after each session. 

3. How many ratings do people submit and under what circumstances? How many ratings does the 

user have to submit before the recommendations are satisfactory? 

Methodology:  Monitor what is rated using the logging system. 

Evaluation:  Compare predicted ratings with actual ratings at the time they are submitted. 

4. How deeply do users explore paged lists of recommendations? Which filtering options do the users 

find most useful? 

Methodology:  Monitor the use of scrolling buttons and tab selectors over the duration of the field 

trials. 

Evaluation:  Extract the required events from the UI logging data. 

These research questions, and answers determined during the field trial are presented in section 9. 

6.2 User Sampling 
60 field trial participants were recruited by a market research agency and offered a financial incentive to 

complete all elements of the field trial. The participants were recruited according to the following 

profile: 

 Personally own and regularly use a Laptop/PC 
 Comfortable using a computer keyboard and mouse unaided 
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 Do not require any specialist equipment to use a computer 

 Have an internet connection at home 
 Are not “anti-web” 

 Are not internet experts or novices 

 Use the existing catch-up service regularly 

This profile was developed with reference to the personas described in deliverable D1.1 (“Scenarios and 

Use Cases Document”) [1] and to ensure satisfactory interaction with the field trial user interface. The 

participants were recruited in equal numbers from 5 regions across the UK and in each of these regions 

the participants were balanced according to the following criteria: 

 Equally split by gender 
 Equally split into 3 age groups (18-35 years, 36-50 years and 51-66 years) 

 Equally split between heavy users (3 times per week or more) and light users (1-2 times per 
week) of the catch-up service. 

For recommender model training the field trial also used anonymous data logged from users of the 

BBC’s existing catch-up service and members of a web-based audience research panel. This ensured 

there was a substantial amount of implicit and explicit feedback available to the recommender system 

throughout the trial despite the fact that the number of direct participants in the field trial was relatively 

small. 

Participants were identified and monitored using the BBC’s user identity system which is based on 

persistent browser cookies. This required the user to register at the start of the trial and to login once on 

each computer they used thereafter. This approach allowed participants to use the system both at home 

and at work whilst maintaining the same identity, as described in deliverable D1.1 (“Scenarios and Use 

Cases Document”) [1] User Story 20 (“Access From Different Computers or Devices”). 

6.3 Data Collection Methods 

6.3.1 Quantitative study 

The user interface was implemented so that all users actions were captured using a web service 

interface and stored on a database running on the MyMedia server. The capture actions were: 

 Select tab 
 Select list item 

 Rate programme 

 Select programme 
 Scroll recommendation list 

Each action was captured with a set of context variables which described what was on the screen at the 

time of the user action. 

A similar web service interface was used to capture the web-based questionnaires that were presented 

to the users at specific times during the trial.  
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6.3.2 Qualitative study 

A qualitative study was conducted by telephone using semi-structured interviews with a subset of the 

field trial participants. Each interview was recorded for transcription purposes. A prepared set of 

questions was used to structure the interviews but participants were also encouraged to make 

spontaneous contributions. 

6.4 Data Analysis Techniques 

6.4.1 Quantitative study 

Structural Equation Models (SEMs) [2] were created based on the questionnaire data, logged data, and 

the conditions manipulated in the experiment. We first ran an exploratory factor analysis model on the 

questionnaires to confirm that the constructs we intended to measure with the questionnai res indeed 

form conceptually distinct constructs. We then run a confirmatory model on the discovered constructs, 

and causally link them to each other and to the conditions and logged data in a regression path model. A 

detailed explanation of the model diagrams is given in Appendix B. 

6.4.2 Qualitative study 

The participants’ responses were transcribed and analysed using grounded theory analysis [3]. Relevant 

passages were categorised, and schemas made to depict conceptual relations extracted from these 

passages (e.g. “recommendation quality” influences “choice satisfaction”). These relations constitute 

the results of the analysis, as they provide evidence for the relations between concepts in the evaluation 

framework. 

7 Field Trial Development 

7.1 Content Catalogue 
The content catalogue used during the BBC field trial consisted of around 3,000 programmes. Each day 

around 100 new TV programmes became available and were added to the content catalogue whilst 

around 100 older programmes passed out of their availability window. 

Content metadata for programmes was sourced in TV-Anytime format and was added to the content 

catalogue using the TV-Anytime Importer developed in Work Package 3. Each programme has a title, a 

description, and several genres. They also have links to at least one programme-related website and 

links to large and small still images. Some programmes also have keywords, and credit information (e.g. 

cast list, directors, etc). Programmes that are members of a series have additional parent (series) 

identifiers. 

7.2 User Feedback 
Some user interactions were logged by the MyMedia framework and used for recommendation 

purposes. 
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7.2.1 Explicit Feedback 

Explicit feedback used in the field trial consisted of item ratings information acquired from two sources. 

 Field trial participants were able to rate individual programmes using the field trial user interface.  

 Explicit ratings were also extracted from the daily logs created by a web-based Audience Research 
panel. This involved around 12,000 anonymous users in different locations around the country. 

7.2.2 Implicit Feedback 

Implicit user feedback was generated by post-processing the BBC’s central media server logs. During the 

field trial implicit feedback data was captured from around 70,000 anonymous users of the BBC’s 

existing catch-up service who were also logged into the BBC’s identity system. All viewings made by field 

trial participants using the field trial user interface were logged in the same way. 

7.3 User Interface 
The BBC MyMedia user interface provides a recommendation-centric view of the content catalogue 

whilst retaining a good degree of user control. Design decisions, such as list sizes and ratings scales, 

were influenced by the work presented in deliverable D1.4 (“User Control Design Specification”) [4]. 

The user interface consists of two primary views: 

 the List View (Figure 1) 

 the Programme View (Figure 2) 

7.3.1 List View 

A user starts with the List View which provides scrollable lists of recommendations. Each scrollable list 

provides 15 programme recommendations with a small image used to represent each programme. 

Programmes with the highest predicted user ratings always appear at the top of each list. 

The List View provides the user with basic information about each programme and displays the 

predicted user rating using 1 - 5 blue circles. If the user disagrees with the predicted rating for a 

programme they can submit an actual rating which is shown using 1 - 5 yellow stars. 

The List View also provides a choice of tabs where each tab presents a scrollable list of 

recommendations selected according to the filtering function provided by the tab. 

The initial default tab presents a set of recommendations selected from all available TV programmes. 

However the user can also filter the recommendations by selecting a specific channel on a channel list. 

Alternative ways of filtering the recommendations are provided by the other tabs. This design addresses 

User Story 21 from Deliverable D1.1 (“Scenarios and Use Cases Document”) [1] where the user interface 

presents the recommendations in a variety of ways so that the user can select whatever suits his current 

mood. 

A complete list of the filtering options is shown in Table 1. The recommender always provides 

programmes with the highest predicted ratings within the selected category. 
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Tab name Filtering function 

TV All TV programmes or programmes from a specific channel 

Genre Select programmes in a specific content genre (e.g. Drama) 

Formats Select programmes in a specific format (e.g. Documentary) 

Mood Select programmes which suit a specific mood (e.g. Exciting) 

Ages Select programmes for a specific target age group (e.g. Age 15 - 17)  

Table 1: Filtering functions provided by the tabs of the BBC MyMedia field trial user interface 

 

 

Figure 1: The List View of the BBC MyMedia field trial user interface 
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7.3.2 Programme View 

The user can move to the Programme View shown in Figure 2 by clicking on any programme in the List 

View. The Programme View provides additional information about each programme and includes a 

media player which allows it to be played.  

The Programme View also provides a scrollable list of alternative recommendations that are related in 

different ways to the selected programme. By selecting the appropriate tab the user can obtain 

recommendations that are related to the selected programme either because they share the same 

content genre, sub-genre, originating channel or service type. This approach was influenced by 

deliverable D1.1 (“Scenarios and Use Cases Document”) [1] Metadata Use and Enrichment Scenario 8:  

“Distinguishing Content by Similarity”. 

 

Figure 2: The Programme View of the BBC MyMedia field trial user interface 

The two primary screens of the BBC MyMedia user interface are therefore driven by the output of the 

MyMedia recommender system whilst providing the user with a good degree of control. The approach is 

completely independent of programme schedules and suits the browsing mode of consumption. 

7.4 System Architecture 
The field trial uses a simple web-based client-server approach. The high-level architecture is shown on 

Figure 3. 
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The recommender system server provides recommendations and catalogue information using a web 

service interface. The interface has been implemented using a REST (Representational  State Transfer) 

architecture [5] which allow user interfaces to be developed using any of the commonly used web client 

platforms (HTML, Flash, etc). 

The recommender system server also hosts the BBC MyMedia user interface which has been 

implemented using HTML and JavaScript. The user interface makes asynchronous requests using the 

web service interface when recommendations and catalogue data are required. 

The log analyzer server receives large volumes of log data from the media servers and processes this to 

generate the implicit user feedback required by the recommender. It is also responsible for collating 

content metadata and maintaining the content catalogue on the recommender system server.   

 

Figure 3 High-level architecture of the BBC Field Trial 

7.5 Recommender Architecture 
The recommender is configured using the modular approach supported by the MyMedia Recommender 

Framework [6]. The following chain has been implemented: 

7.5.1 Recommendation Algorithms 

Three recommender engines were supported allowing different algorithms to be exposed to different 

sub-groups of participants on particular days for comparison purposes: 

 an engine based on Rating Actions using the Matrix Factorization algorithm described in section 

1.5.4 of deliverable D4.2.3 (“Implementation of Engines and Algorithms”) [7] 
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 an engine based on Viewing Actions using the BPR-MF (Matrix Factorization optimized for 

Bayesian Personalized Ranking) algorithm described in section 1.6.6 of deliverable D4.2.3 [7] 

 an engine based on Viewing Actions using the Most Popular algorithm described in section 1.6.1 

of deliverable D4.2.3 [7] providing non-personalized recommendations 

All of these algorithms support online training i.e. the input of additional user feedback has an 

immediate effect on the behaviour of the algorithm although in some cases this  may be an 

approximation of the ideal behaviour. In addition, complete retraining of the algorithms was undertaken 

every hour as a background process. 

7.5.2 Filters 

A number of filters were designed exploiting the pre-filter and post-filter interfaces developed in Work 

Package 2. The filters enabled some essential functionality required for the field trial to be implemented 

efficiently and integrated with the framework with the minimum of programming effort. 

7.5.2.1 Availability Window Pre-filter 

The content catalogue concerned in the BBC field trial is dynamic, with around a 100 new items 

appearing each day. In the majority of cases these items are only available for seven days after they 

have been added. However, removing these items from the content catalogue would also require the 

removal of any associated user feedback, restricting the amount of training data available to 

recommender algorithms. For this reason, older content items were not removed but an Availability 

Window Pre-filter was developed to restrict recommendations to programmes that were within their 

availability window. 

7.5.2.2 Viewed Pre-filter 

An obvious requirement for a set of recommendations is to avoid any items that the user has already 

consumed. A Viewed Pre-filter was designed to eliminate these items by examining whether implicit 

feedback (viewing actions) had been received from the user concerned. 

7.5.2.3 Genre Diversity Post-filter 

Where the user has not requested items of a specific genre it is important that a variety of genres are 

made available within the short list of recommendations which are presented. However, lists generated 

purely from recommender rankings were found to favour the user’s favourite genre.  A Genre Diversity 

Post-filter was designed to limit the number of programmes in each genre within the recommendations 

list and to ensure that programmes of the same genre are not listed in close proximity. 

7.5.2.4 Series Diversity Post-filter 

Some programmes within the content catalogue were available on a daily basis as new episodes. As a 

result, multiple episodes of these programmes would frequently appear in the recommendations lists. A 

Series Diversity Post-filter was implemented to ensure that only the highest-rated episode would be 

presented. 

 



31 December 2010  Dissemination Level: Public 

MyMedia ICT-2008-215006  Page | 15 

7.5.3 Override Hybridizer 

The MyMedia framework supports the hybridization of results from different recommender engines. An 

Override Hybridizer was used during the field trial to override predicted ratings from each engine with 

actual ratings when they were available for a specific item and user. 

7.5.4 Metadata Enrichment 

The Related Material Enhancement module developed in Work Package 3 was used to supplement the 

catalogue metadata by capturing material from programme-related websites. This provided extended 

item descriptions which were used in conjunction the Keyword Extraction module to generate keywords 

for each programme. These keywords were then used for metadata-based recommendations. The 

results of this work are reported in deliverable D3.1.3 (“Metadata Enrichment Modules”) [8]. 

8 Field Trial Evaluation 

8.1 Evaluation System 
Work Package 1 assisted the BBC MyMedia field trial with the development, testing and application of 

evaluation metrics. A generic user-centric evaluation framework was developed and has been validated 

in several controlled experiments as well as the field trials themselves. The framework guided both the 

quantitative and qualitative analysis of field trial data. Beside the inherent value of the framework, the 

final goal is to define generalised human-recommender interaction and user experience principles, as 

well as to evaluate the specific field trial systems. 

The framework ensures that results from various trials can be compared and integrated into a solid 

common understanding. The variety of employed methods provides a complete insight in 

recommenders that is both broad and deep. The qualitative evaluation offers a very elaborate analysis 

of individual users’ perceptions of the field trial systems and the effect of a recommender system on the 

user experience. Quantitative evaluation, on the other hand, allows us to back our hypotheses with 

unambiguous statistical evidence based on data from a larger number of users. Controlled experiments 

allow us to selectively determine the influence of specific recommender system aspects. Field data, on 

the other hand, can be used for observing longer-term effects in ecologically valid settings. 

8.1.1 User-centric Evaluation Framework 
The evaluation framework is described in deliverable D1.5 (“End-user Recommendation Evaluation 

Metrics”) [9]. The framework, shown in Figure 4, can be used to evaluate any recommender system, 

tries to explain the effect of the objective system aspects on the users’ behaviour. The framework is 

user-centric, in that it makes this link by explicitly measuring the mediation through subjective system 

aspects (how the user perceives the system) and the user experience (how the user perceives the 

interaction with the system). Furthermore, it puts this explanation into context by taking the 

characteristics of the person and the situation into account. 

The framework takes the objective system aspects, and determines their direct effect on the users’ 

perception of the system. These perceptions or subjective system aspects include usability, quality and 
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appeal of the system. Note that although these subjective system aspects are subjectively measured, 

they do not say anything about the users themselves: the focus is on the system and how the user 

perceives it. 

 

Figure 4: The user-centric evaluation framework 

The subjective system aspects in turn influence the users’ experience in terms of hedonic experience, 

usefulness, trust, and outcome evaluation. These concepts are evaluative interpretations of the 

subjective system aspects: they are the users’ opinions and therefore say as much about the system as 

the users themselves. This also explains why the experience can be influenced by personal and 

situational characteristics. Like the goal of the interaction and the users’ trust, desired control and social 

awareness. 

The experience may finally influence the users’ objective behaviour or interaction with the system in 

terms of item selection and (longer-term) use frequency. Certain behaviours may of course influence the 

experience. 

The inclusion of subjective system aspects and experience metrics in this framework has three reasons. 

First of all, especially in multimedia-related systems, optimizing the user experience may be at least as 

valuable as optimizing their behaviour. Secondly, measuring these intermediate concepts increases 

interpretability of the model: it is easier to understand the link between objective system aspects and 

user behaviour in terms of these concepts. Finally the concepts increase the explanatory power of the 
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model: the indirect links from objective system aspects to user behaviour are stronger than the direct 

link. 

8.2 Field Trial Execution 
We conducted three trials with the MyMedia recommender system over a time-span of four consecutive 

weeks. 60 moderate and heavy catch-up service users participated in the experiments. One participant 

was excluded from the experiment due to bereavement. 

In the first two weeks, a daily rating-task was conducted in parallel with daily ‘free use’ of the system to 

see how the quality of recommendations would change over time, and how this would influence the 

user experience.  

Consequently, a controlled experiment was conducted in the last two weeks, investigating the effect of 

different recommendation algorithms on the user experience. 

Finally, during the trial selected users were called for open interviews. This qualitative data is reported 

at the end of this document. 

8.3 Field Trial Evaluation Results 

8.3.1 Quality of Experience Over Time 

In a period of two weeks (not counting weekends), participants were asked every day to rate 

recommendations presented by three different algorithms, and to use the system freely. After each 

week, participants filled out a questionnaire asking about their user experience with the ‘free use’ 

system. The questions used in these questionnaires are listed in Appendix A.  

The algorithms used in the rating task were the non-personalized ‘most popular’ top-N algorithm (MP), 

and the two personalized Matrix Factorization algorithms, one relying on user ratings or ‘explicit 

feedback’ (EF) and the other on all clicks in the interface or ‘implicit feedback’ (IF). Every day, each 

participant rated a list of items presented by each of the algorithms; the order of the algorithms 

changed every day.  

The system in the ‘free use’ task employed the EF algorithm for all participants throughout the entire 

two-week period. 

8.3.1.1 Rating Task 

In the rating task users were asked to rate five individual programmes and then rate the quality of the 

list as a set of recommendations. As can be seen in Figure 5, the average rating of the recommendation 

list decreased over time. We suggest two possible reasons for this effect: Either participants gradually 

became more critical about the recommendations, or they were actually confronted with 

recommendations of a lower quality. The latter could be the case because items previously 

recommended were not included in the recommendations in order to prevent repetitiveness. 
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Figure 5: Perceived quality of recommendations against time 

Additionally, one can see that in the first five days, the ratings of recommendation lists provided by the 

EF and IF algorithms decreased at a slower rate than those provided by MP, showing that the algorithms 

adapted to the participants’ preferences over time. At days four to seven, we observe significantly 

higher ratings of the recommendation lists of these algorithms. 

Finally, the ratings for the lists provided by EF and IF started to drop significantly after five days, going 

down to the level of MP. Below we attempt to explain this effect using the results of the free use task. 

8.3.1.2 Free Use Task 

We compared the outcomes of the user experience questionnaires collected during the free use task at 

the two different time points. The experience questionnaire consisted of 17 questions asking the 

participants’ agreement or disagreement with a statement on a 5-point scale. The questions were 

analyzed using a structural equation modeling approach, which resulted in three structurally related 

factors, in addition the dichotomous independent variable ‘time’ (week 1 vs. week  2).  59 users 

completed this part of the experiment, but 8 users only completed the first week, resulting in 110 data 

points. 
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The model below displays the effects found in this experiment. The colors match the concepts in the 

recommender system evaluation framework described in deliverable D1.5 (“End-user Recommendation 

Evaluation Metrics”) [9] (green: subjective system aspects, orange: experience, light blue: situational 

characteristics). 

 

Figure 6: Structural Equation Model for the Free Use task 

The model shows that a higher perceived variety of the recommendations causes users to perceive the 

recommendations as having a higher quality, and that higher quality recommendations in turn causes an 

increased perceived system effectiveness. 

Additionally, in this experiment the variety of the recommendations turned out to be significantly lower 

in the second week, which in turn led to a lower quality and effectiveness of the recommender in the 

second week. This is in line with the drop in recommendation list ratings as found in the rati ng task. We 

suspect that the drop in variety is caused by the fact that TV programs repeat after the first week, at 

which point they resurface among the recommendations. However, time also had a positive direct effect 

on the perceived system effectiveness, which cancelled out the negative indirect effect (mean difference 

in system effectiveness between week 1 and week 2 is 0.048 with a standard error of 0.117, which is not 

significant).  

8.3.2 The Effect of Different Algorithms on User Experience 

In the last two weeks, participants were asked every day (excluding the weekends) to use the system 

freely. At three-day intervals, participants would receive a user experience questionnaire, and the 

algorithm would change. Participants were divided into three groups, each group experiencing a 

different order of algorithms. This way each algorithm (MP, EF and IF) was used by one of the groups at 

any point in time. 58 users completed this experiment, resulting in 174 data points. 

The user experience questionnaires were the same as in the first two weeks, but two questions were 

added to gain a more robust measurement of recommendation variety. The SEM model resulted in the 

same three factors, in addition to two dichotomous independent variables (EF vs. MP and IF vs. MP). 

Beside the user experience questionnaires, the behavior of each participant was logged, allowing for an 

extensive analysis of the ‘click-stream’ of each user. Eight objective behavioral measures were included 

in the model as dependent variables or correlates. 

The model shown in Figure 7 depicts the effects found in this experiment. Again, the colors match the 

colors used in the evaluation framework described in deliverable D1.5 (“End-user Recommendation 
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Evaluation Metrics”) [9] (purple: objective system aspects, green: subjective system aspects, orange: 

experience, blue: interaction). 

 

Figure 7: Structural Equation Model for the BBC MyMedia field trial 

8.3.2.1 Results 

The model shows that the structural relations found in the first experiment were confirmed: a higher 

perceived recommendation variety increases the perceived recommendation quality, which in turn 

increases the perceived system effectiveness. 

Several behavioral correlates corroborate the subjective measures of our user experience 

questionnaires. Perceived variety is correlated with the number of items clicked in the player. The 

straightforward explanation is that items recommended in the player are related to the item that is 

currently playing, and are therefore more specialized (and thus over time more varied) than other 

recommendations. 
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Recommendation quality is correlated with the rating users give to clicked items, and the number of 

items that are rated higher than the predicted rating. In other words, users reward good 

recommendations with higher ratings. 

Finally, the perceived system effectiveness is correlated with the total number of items that participants 

rate. The causal effect here is unclear: participants that rate more items may end up getting a better 

experience, but users may also intend to rate more items when they notice that this improves their 

experience. We furthermore note that older participants rate significantly more items. 

In this experiment, both EF and IF resulted in a better user experience than MP, but the model shows 

that the cause is different for each algorithm. Figure 8 shows that EF seems to result in a higher variety 

in recommendations than MP, which in turn leads to a higher recommendation quality and a higher 

perceived system usefulness; IF on the other hand seems to have a direct influence on recommendation 

quality, which also leads to a higher perceived system usefulness compared to MP. 

 

Figure 8: Comparison of the three algorithms used in the BBC MyMedia field trial 

In terms of predictive accuracy, MP systematically overestimates users’ ratings; this results in a higher 

prediction error. This may also explain the fact that the predicted rating of clicked items is lower in both 

EF and IF. 

8.3.3 Qualitative Trials 

Six field trial participants were interviewed by telephone and presented with 54 open-ended questions 

about their experience during the field trials. Below, the results are aggregated and summarized by 

topic. Where possible, the results are compared with those of the quantitative part of the trial. 

8.3.3.1 Familiarity of Recommendations 

Some interviewees liked seeing familiar things because this acted as a useful reminder. This is in line 

with the fact that in the questionnaires the statement “The recommendations did not include my 

favorite programmes” loaded negatively on the construct of recommendation quality; Favorite 

programs were used as a clue for high recommendation quality.  
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Other interviewees were more intrigued by unfamiliar items, and would often explore these further. All 

interviewees said this was the main purpose in using the system. When asked for an example of an 

exceptionally good recommendation, interviewees would usually recall a suggestion to watch something 

they had not considered before. In the questionnaires the statement “The MyMedia recommender is 

recommending interesting content I hadn't previously considered” loaded positively on either system 

effectiveness (first two weeks) or recommendation set variety (last two weeks). 

8.3.3.2 Recency of Recommended Items 

Interviewees found enough recent programs with the system, but recent items were not automatically 

better. For some interviewees it was hard to find newly added items. 

8.3.3.3 Variety of Recommendations 

All interviewees said that the recommendations provided by the system showed good variety of 

recommendations. Some of them said that variety was the key to good recommendations; others liked it 

when the system stuck to their favorite genres. In the trial we found that the judged variety of the 

recommendation set positively influences the judged quality of the set. 

8.3.3.4 Overall Quality of Recommendations 

Interviewees who had recently been using the general top-N recommender noticed that the 

recommendations were worse, as the system kept recommending generally popular programs that they 

themselves did not like. These interviewees suggested for the system to have a way to block these 

items. However, interviewees also noted that usually irrelevant items were easily ignored. 

Interviewees commented that the recommendation set quality got better over time. This is interesting, 

because in the first experiment and the rating task the quality actually decreased in the second week. 

This was however mainly due to a drop in variety. 

8.3.3.5 Effect of High-quality Recommendations 

The recommendation set quality affects the users’ evaluation of the system. The interviewees said that 

good recommendations made them use system more often and for a longer time, and that if the 

recommendations would be even better, they would use the system even more. In light of the 

quantitative part of the trial, this is in line with the fact that a high judged recommendation set quality 

increased the judged effectiveness of the system. 

8.3.3.6 Usefulness of the System 

Recommendations were generally preferred to or used in combination with other methods of selecting 

items. Some interviewees said they liked the tabs at the top of the interface to filter the 

recommendations, but others mainly liked the general recommendations and suggested a reduction of 

the number of filtering-tabs.  

Most interviewees said that the system partially alleviated them from their usual tasks, but most of 

them would still use the traditional TV schedules as well . All interviewees thought the system was very 

useful. No one was disappointed with the system, but interviewees did recognize quality differences due 

to the rotation of algorithms during the trial. 
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8.3.3.7 Hedonic Qualities of the System 

Half of the interviewees said the used the system for the sake of having fun, one third to be informed 

and one third to seek information (some interviewees supplied multiple goals). Interviewees noted that 

unfamiliar recommendations are the most fun, as they lead to further exploration. Some interviewees 

judged the system more as “interesting” or “useful” rather than fun. 

8.3.3.8 Rating Items 

All interviewees said they rated items, both good and bad ones. This is in line with the observed rating 

behavior. Interviewees said they realized or hoped that this would improve recommendations. This is in 

line with the observed correlation between rating and effectiveness in the quantitative part of the trial. 

Most interviewees had not considered that rating items could also improve the recommendations for 

others. 

8.3.3.9 Privacy Issues 

Interviewees were generally not very concerned with their privacy. Most had no problems sharing their 

ratings with the system, some would also be happy to share age and perhaps location and occupation, 

as long as they would understand the value and logic behind it. Most interviewees felt that the system 

was monitoring them, but this did not bother then, as they believed it would increase the quality of the 

recommendations. 

All interviewees considered that the BBC had a good reputation, and trusted the BBC with their 

feedback. They thought their feedback would only be used for recommendations and aggregated 

statistics. 

Most interviewees said that they would also like to share their recommendations, ratings and comments 

with other users of the system. 

8.3.3.10  User Control and User Interface 

Technical issues and the non-personalized algorithm would occasionally reduce the perceived control 

participants had over the system. In general, interviewees liked the system for its simplicity. 
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9 Conclusions and Research Questions 
The primary conclusion of the field trial is that personalized recommendations outperform non-

personalized recommendations. The algorithm based on explicit feedback (item ratings) outperformed 

the algorithm based on implicit feedback (item viewings) by providing a greater perceived variety of 

recommendations.  

From studying the perceived quality of recommendations against time, following the initiation of the 

recommender system we also conclude that 2-3 days usage (typically 30-50 ratings) were sufficient for 

the system to provide recommendations for a new user that were significantly better than non- 

personalized recommendations. It is also apparent that larger amounts of user feedback would not 

necessarily improve the performance of the recommender system.  

The results obtained from the quantitative and qualitative analysis have been applied to the original 

research questions and are listed in Table 2.  

Research Question Answer 

Does the availability of recommendations 

increase user satisfaction? 

Yes, there is a clear benefit in terms of perceived 

system effectiveness and user satisfaction 

Does the recommender provide good 

recommendations, and why are they good? 

Yes. The best recommendations were those where 

variety was perceived to be high. 

Does implicit or explicit feedback provide the 

best recommendations from the user 

perspective? Are they significantly better than 

non-personalized recommendations? 

The algorithm based on explicit feedback led to 

the greatest user satisfaction. Both the explicit and 

implicit feedback based algorithms outperformed 

the non-personalized algorithm. 

How many ratings do people submit and under 

what circumstances? How many ratings does 

the user have to submit before the 

recommendations are satisfactory? 

This varied widely. People were more likely to rate 

items when they understood the benefit. Older 

people rated more items than younger people. 

How deeply do users explore paged lists of 

recommendations? 

On the main (“All TV”) page users generally paged 

through the complete list of 15 items. On the tabs 

providing specific genres, etc users paged through 

5-10 items. 

Which filtering options do the users find most 

useful? 

In descending order of usage frequency: Genre, 

Channel, Format, Target Age Group 

Table 2: Research questions and answers for the BBC field trial 

Finally, the BBC MyMedia field trial confirms that audience research panel data and media player logs, 

which are generally used to obtain aggregated statistics about audience behaviour, are also valuable 

sources of information for the personalization of services through personal recommendations. 

Each of these conclusions provides valuable guidance as to how the BBC can best implement, present 

and exploit personalized recommendations within its services. 
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Appendix A: Questionnaire items for each construct 
This appendix lists all the questionnaire items shown to the participants of the field trial. It makes a 

distinction between those items that were included in the final analysis, and those items that did not 

contribute to stable constructs and were therefore deleted. 

BBC Trial 1 
Perceived recommendation quality: 

 Included: 
o The recommended items were relevant. 
o I liked the recommendations provided by the system. 
o The recommended items fitted my preference. 
o The MyMedia recommender is providing good recommendations. 
o I didn't like any of the recommended items. 
o The MyMedia recommender is not predicting my ratings accurately. 
o The recommendations did not include my favorite programmes. 

 

Perceived recommendation variety: 

 Included:  
o The recommendations contained a lot of variety. 
o All the recommended programmes were similar to each other. 

 

Perceived system effectiveness: 

 Included: 
o The MyMedia recommender is useful. 
o I would recommend the MyMedia recommender to others. 
o The MyMedia recommender has no real benefit for me. 
o I can save time using the MyMedia recommender. 
o I can find better programmes without the help of the MyMedia recommender. 
o The MyMedia recommender is recommending interesting content I hadn't previously 

considered. 

 Not included: 
o The system gave too many recommendations.  

 

BBC Trial 2 
 

Perceived recommendation quality: 

 Included: 
o The MyMedia recommender is providing good recommendations. 
o I liked the recommendations provided by the system. 
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o The recommended items fitted my preference. 
o The recommended items were relevant. 
o I didn't like any of the recommended items. 
o The MyMedia recommender is not predicting my ratings accurately. 
o The recommendations did not include my favorite programmes. 

 

Perceived recommendation variety: 

 Included:  
o The recommendations contained a lot of variety. 
o The MyMedia recommender is recommending interesting content I hadn't previously 

considered. 
o The recommendations covered many program genres. 
o All the recommended programmes were similar to each other. 
o Most programs were from the same genre. 

 

Perceived system effectiveness: 

 Included: 
o The MyMedia recommender has no real benefit for me. 
o I would recommend the MyMedia recommender to others. 
o The MyMedia recommender is useful. 
o I can save time using the MyMedia recommender. 
o I can find better programmes without the help of the MyMedia recommender. 

 Not included: 

o The system gave too many recommendations. 
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Appendix B: Reading the graphs and models 

Models 
The models presented in section 8.3 were developed using Structural Equation Modelling (SEM) and are 

represented as follows: 

 Boxes: A measured construct (e.g. “perceived recommendation quality”; the questions that 

measure each construct are listed in Appendix A) or a manipulated condition (manipulations are 

always tested against a baseline, e.g. “Matrix Factorization versus Most Popular”). 

 Circles: Behavioral measures extracted from the logged data (e.g. “number of clips clicked”). 

 Arrows: Significant causal links between entities (e.g. “Perceived recommendation quality 

causes perceived system effectiveness”). 

 Double arrows: Significant correlations between entities (effects with no particular direction, 

e.g. “Number of items rated is related to the perceived system effectiveness”) 

 Plusses and minuses: Each arrow has a + or – label which shows whether the effect is positive 

(increase in A causes and increase in C; decrease in A causes a decrease in C) or negative 

(increase in B causes a decrease in C; decrease in B causes an increase in C). 

 Slopes, standard errors, and significance values: Each arrow has a label showing the slope of the 

effect, the standard error (in parentheses) and a p-value. The slope shows the extent of the 

effect (if A increase by 1, C increases by 0.5), and the error shows how accurately we can 

measure this effect. These two values can be used to calculate the probability that the effect is 

actually non-existent, and that the data has produced the effect by chance. By convention, a p-

value of 0.05 is taken as sufficient proof that the effect is really there, and a p-value of 0.1 

indicates a marginally significant effect (to be interpreted with caution). 

In order to read the model, you can just follow the paths, e.g.: A and B together cause C, which in turn 

causes D. This means that there is an effect of A and B on D, but that C mediates this effect. A mediator 

explains why and how a certain effect comes about. 
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Graphs 
The graphs show the tendency of the total effect of the conditions on the constructs. In other words, 

they show how participants in the different conditions differ from each other in terms of the construct 

(e.g. “The implicit-feedback algorithm leads to a higher choice satisfaction than the most popular 

algorithm, but the choice satisfaction of the explicit-feedback algorithm is more or less the same as the 

most popular algorithm”). 

If a construct differs on a certain outcome (e.g. construct D differs for condition A), is it still necessary to 

create a mediation effect (e.g. through C)? Yes, because the difference would not be significant without 

the inclusion of the mediator. In other words, without the explanatory power of the mediator C, one 

could not distinguish the effect of A on D from chance (i.e. the p-value would be higher than .1). 

The graphs always take the baseline condition as a reference point; this point is always zero. The value 

of the other conditions shows how much these conditions differ from the baseline, bearing in mind that 

the spread of 95% of all participants in the sample is about 4. The error bars indicate the standard error 

of the measured difference between the condition and the baseline. Note that this error is typically 

higher than the error in the path model; this shows the value of including the mediators. 

 

 


